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ABSTRACT
The growing popularity of online Earth visualization tools and
geo-realistic games and the availability of high resolution terrain
data have motivated a new class of queries to the interests of the
GIS and spatial database community: spatial queries (e.g., kNN)
over land surface. However, the fundamental challenges that
restrict the applicability of these studies to real world applications
are the prohibitive time complexity and storage overhead to precompute the shortest surface paths. In this paper, for the first time,
we propose an approximate solution to address both challenges
and allow browsing the shortest surface paths in O(
)
time, where N is the size of the terrain. With this method, the time
and space requirements for an exhaustive all-pair pre-computation
have been reduced from O(N3) to O(N1.5) and O(N) respectively.
The substantial savings in both time and storage are gained by
taking advantage of the fact that the O(N2) surface paths only
deviate from approximate straight lines at O( ) points, termed
rough vertices. As a result, we propose a linear time shortest
surface path computation algorithm between two arbitrary vertices
and a linear size storage structure, which captures all the shortest
surface paths between any pair of vertices. We experimentally
verified the applicability and scalability of the proposed methods
with large real world and synthetic data sets and showed that
accuracy higher than 97% can be obtained in most cases.

Categories and Subject Descriptors
H.2.8 [Database Management]: Database Applications – Spatial
databases and GIS

General Terms
Algorithms

Keywords
Shortest Surface Path, Roughness Quadtree, Surface Paths Oracle,
Path Query, Dijkstra Algorithm

1. INTRODUCTION
Recently, a new class of spatial database research investigating
queries over land surface (i.e., terrain) has emerged due to the
technological advances in two areas: 1) fast rendering of
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complicated 3D terrain models on computer displays leading to
the growing popularity of online Earth visualization platforms
(e.g., Google Earth™) and geo-realistic games (e.g., Half Life);
and 2) the availability of the complete and high resolution terrain
data of the entire Earth surface acquired by remote sensing. These
studies, which currently include the surface kNN query [4, 5] and
its variant [6], aim to meet the specific needs in the areas of
disaster response (e.g., earthquakes in mountainous regions),
military operations, environment protection, tourism applications,
and resource exploration, to name a few.
Nevertheless, one fundamental limitation that undermines the
utility of these studies in real world applications is scalability. For
example, it has been reported in [5] that a surface kNN query
processing typically takes several minutes when k goes larger than
20, which cannot support many applications requiring real time
responses. Unlike in the case with Euclidean space and road
networks, the dominant factor in the query response time is the
CPU time to compute the shortest surface paths (by CH algorithm
[1]). Although efforts have been made to localize the search and
minimize the invocation of the costly shortest path computations,
the online computation cannot be eliminated completely as it is
the most basic operation. Therefore, in order to support real-time
surface queries and considering that the underlying terrain is static,
we propose to pre-compute and store the shortest surface paths
between all pairs of vertices on the terrain.
However, the challenge that prohibits such a pre-computation is
twofold: the storage requirement and time complexity. From the
space perspective, given a terrain with N vertices, there are
possibly O(N2) shortest surface paths and the space cost to store
all these paths is O(N3), which is prohibitive especially
considering that N is usually in the order of millions. Besides, the
space reduction techniques [9, 10] used in the road networks
cannot apply to the land surface because the land surface is much
more complex (i.e., 3D) and the shortest surface paths are
irregular. In particular, the most important characteristic of road
networks: the shortest paths share a large number of common
edges, which is the fundamental observation of these techniques,
no longer holds true for the surface as observed in [6]. In addition,
the time complexity of such a pre-computation is even more
severe: it costs O(N3) for CH algorithm (or O(N3logN) for MMP
algorithm [19]) to compute all possible surface paths and some
practical approximate solutions [2, 3] are bounded by O(N2logN)
(i.e., the Dijkstra Algorithm [16]). Considering the size of a
terrain is usually several orders of magnitude larger than the size
of a road network, solutions analogues to road networks [9, 10] on
surface are precluded.
In this paper, for the first time, we study the problem of browsing
the shortest paths over surfaces and propose an approximate

solution which supports the real time (i.e., O(
))
shortest path query with relatively high accuracy. With this
solution, the storage requirement has been reduced from O(N3) to
O(N) while the time complexity for the pre-computation has been
reduced from O(N3) to O(N1.5). These significant savings in both
space and time are achieved due to a fundamental observation: the
O(N2) surface paths only deviate from straight lines (i.e., change
directions) at O( ) points (termed rough vertices), which are
obtained by applying the second order derivation over the grid
terrain. The surface paths on the non-rough areas are treated as
straight lines. Subsequently, we construct two data structures over
the rough vertices. The first one, called the roughness quadtree,
utilizes a PR quadtree [14] to allow fast access to the rough
vertices. The second data structure, termed Surface Paths Map
(SPM), captures the visibility between rough vertices, thus the
shortest surface path can be computed in linear time.
Although SPM transforms the complex terrain to a 3D network, it
is still different from a typical road network: the out-degree for a
node in SPM is linear rather than a constant. Therefore, we build
another disk based storage structure called Surface Paths Oracle
in O(N1.5) time. The surface paths oracle decomposes the SPM
into a number of tuples called Surface Paths Tuples, where one
source vertex is associated with a number of destination vertices
based on the neighbors of the source vertex in the SPM. The
surface paths oracle is implemented in a relational database and a
path query can be answered through SQL statements.
Our extensive experimental evaluation verified the applicability
and scalability of the proposed method and showed that accuracy
higher than 97% can be obtained in most cases.
The impact of the proposed method is significant since it not only
tackles an untapped but important problem (i.e., the shortest
surface paths browsing), but also serves as a foundation for almost
all the general spatial queries (e.g., kNN) over surface, where the
surface path computation is a frequent operator. For example, the
continuous surface kNN query studied in [6] has restricted
applications due to its simplified problem settings with fixed
query points. With Surface Paths Oracle, this limitation could be
eliminated as querying the surface path between any pair of
vertices is no longer expensive.
The remainder of the paper is organized as follows. Section 2
briefly discusses some related research. In Section 3, we present
the study of paths coherence over surface. Section 4 studies the
roughness measures and proposes the corresponding roughness
quadtree. Section 5 describes a novel surface path computation
algorithm and the construction of the surface paths oracle. In
Section 6, we report the results of our experiments. Finally, in
Section 7, we summarize the paper and discuss our future work.

2. RELATED WORK
2.1 k Nearest Neighbor Query on Surface
The surface kNN query, which returns the k nearest neighbors
based on the surface distance, is introduced very recently. The
first algorithm [4] utilizes a distance ranking method to answer the
surface kNN query on the multi-resolution terrain models. In order
to avoid the exact surface path computation, both the upper bound
and lower bound of the surface distance are utilized to filter out
the obviously wrong answers and a refinement step into a higher
resolution terrain is necessary when the number of candidates is
larger than k. Although this is an efficient approach, it cannot

guarantee accuracy even when the highest resolution terrain
model is used nor provide the shortest surface paths to the nearest
neighbors. An exact solution to address the surface kNN problem
is proposed in [5], where variants of Voronoi Diagram [17] on
surface are constructed to partition the solution space into nondisjoint cells based on the proximity to the sites, although the first
NN could be answered instantly with this approach, the exact
shortest surface path computation cannot be avoided for larger k.
A variant of the surface kNN problem, known as the continuous
kNN monitoring problem, is studied in [6], which allows for
arbitrary object movements but assumes a fixed query point.

2.2 Paths Browsing on Road Networks
The problems in paths browsing on road networks have been
investigated recently, where the shortest paths could be computed
in real time at the cost of large storage space or even an
exhaustive pre-computation. The RNE technique [18] embeds the
vertices of a road network in a high dimensional vector space. In
[9], a shortest path quadtree is built based on the neighbors of
each vertex, hence the overall storage is reduced to O(N1.5). An
O(N) network paths oracle is proposed in [10], which takes
advantage of the linear size Well Separated Pair Decomposition
(WSPD) of the road networks. Although [9, 10] studies a similar
problem as in this paper, these techniques cannot apply directly to
surfaces. This is because 1) an exhaustive pre-computation over
surface is unpractical; and 2) neither the fan-out of the root in the
shortest surface path tree [6] is a constant as in [9] nor the size of
WSPD for surface paths is O(N) as in [10]. More specifically,
unlike road networks, it is usually impossible to use one path to
approximate all the surface paths between two vertex sets with
high accuracy.

3. PRELIMINARIES
A land surface is usually represented by the Triangular Irregular
Network (TIN) which is generated from Digital Elevation Model
(DEM) of sampled ground positions at regularly spaced intervals.
We denote the size of terrain as N: the total number of sampled
points. As the exact algorithm to compute the surface paths on
TIN (defined in [1, 5]) is very expensive, many applications have
to resort to two approximations: the 3D Euclidean paths and
network paths. In the latter case, the TIN model is considered as a
network with triangles’ sides and vertices as edges and nodes,
where the classic shortest path algorithms on graph (e.g., Dijkstra,
A* [21]) are employed. In this section, we conducted a series of
experiments to empirically analyze the impact of the terrain
“roughness” on the coherence of the shortest surface paths from
nearby sources to nearby destinations (Figure 1 and Figure 2(a)),
and the accuracy of different approximations (Figure 2(b)). These
experiments motivate our studies in roughness (Section 4) and
finally lead to our complexity reduction methods (Section 5).
First of all, eleven synthetic models have been created by varying
the roughness of one terrain. Assume the roughness of the original
terrain is R, the roughness of the remaining ten ranges between 0
and
R. Figure 1 depicts both the shortest network paths and the
actual surface paths (computed by CH algorithm [1]) between two
sets of vertices A and B which are relatively far from each other
on three of these terrain models.
Observation 1: Given a terrain T and two vertex sets A and B, the
degree of sharing common edges of the shortest surface paths
between A and B depends on the roughness of T: the rougher T is,
the more likely these paths converge.

Figure 3. The projective surface path
In some cases, the shortest surface path could be approximated by
the orthogonal projection of the Euclidean path on the terrain: the
intersecting polyline of the orthogonal plane and the terrain. We
term this path Projective Surface Path. Although the projective
surface path can be computed in merely O( ) time, it cannot
always guarantee acceptable accuracy. As Figure 3 illustrates,
unlike the network path, the projective path lacks the knowledge
to “bypass” the steep slopes. In Section 6, we also compare the
efficiency and accuracy of the projective surface paths.

4. ROUGHNESS BASED SURFACE INDEX
4.1 Roughness Measures

Figure 1. The 2D/ 3D visualizations of the shortest
surface/network paths under different roughness settings
The sketchy description of Observation 1 is quantified in Figure
2(a), which depicts the trend of “sharing” in the number of
triangles that intersect these shortest paths on the planar projection
of T as a function of the roughness (in fractions of the original
terrain roughness R). From this figure, we observe that, unlike
Euclidean and network paths, the surface paths are more sensitive
to the roughness of the underlying terrain: as the roughness
increases, the number of intersecting triangles for surface paths
decreases dramatically. This could be explained by observations
in Section 4: the O(N2) shortest surface paths only deviate from
straight lines (i.e., change directions) at or near O( ) vertices
which are considered rough, therefore, when the roughness of the
terrain increases, these paths change directions more frequently
and hence converge at or near these rough vertices.

Figure 2. Experimental results
We also studied the impact of the roughness on the accuracy of
the Euclidean and network paths in terms of distance. As Figure
2(b) indicates, when the terrain is flat enough, the Euclidean
approximations suffice, however, when the roughness increases,
both could result in significant errors.

In this section, we use another representation of the terrain: grid
terrain (see Figure 4(a)), a matrix with elevations for points in a
regular grid on the surface. This grid is called an Elevation Grid.
The grid representation of a terrain is also widely used as the
elevation points which made up the DEM are usually sampled at
equal spaced intervals. Note that on the grid terrain, a cell
represents a vertex and we use these two terms interchangeably.
With the grid representation, a global measure of roughness is
proposed in [12]. However, by generating one value for the entire
or a rectangular window of terrain data, this method is considered
too general for our case as we are looking for a finer granularity
measure: roughness per cell. Moreover, a roughness measure is
considered ideal in our scenario as long as it can accurately
capture the characteristics of the shortest surface paths no matter
how precisely it measures the terrain itself.

Figure 4. Grid terrain and its roughness representations
As a result, we adopt the techniques similar to “edge detection” [8]
to define our problem of the “roughness measures”. In the domain
of image processing, the “edge detection” techniques study the
discontinuities in image amplitude attribute. Similarly, we regard
the elevation grid as a 2D gray-scale image and the elevations as

gray levels. Then, we propose an analogous method by using the
second order derivative to study the roughness.

also theoretically eliminates the need to pre-compute a large
number of straight path segments inside a flat region.

The technique using the second order derivative employs some
form of spatial second-order differentiation to accentuate rough
cells. Let E(x, y) denote the elevation of a given vertex v located
at (x, y), the second order derivative G(x, y) is defined as:

Theorem 2: Given a path π on a terrain T, whose roughness grid
is GR, π is a straight line if 1) the projection of π on GR is straight;
and 2) all the cells π intersects (except the two ends) are flat.

(1)
In the discrete domain, Eq. (1) can be rewritten by convolution:
(2)
where H is defined as a constant matrix known as Laplacian
impulse response [8].
Then we are ready to give our definition of the roughness:
Definition 1 (Roughness): Let T be a grid terrain, the roughness
of any vertex v on T, RV, is defined as
, where GV is the
second order derivative of its elevation value derived from
Equation (2) and l is the length or width of a cell.
Now we can compute the exact roughness of every cell on the grid
terrain. To simplify our discussions, we drop the exact roughness
value and mark a cell rough if a significant elevation change
occurs in the second order derivative. Therefore, a global constant
threshold τ is maintained to determine whether the roughness of a
given cell is large enough. Figure 4(c) depicts the roughness map
of the grid terrain, where the threshold τ is set at 0.25. Obviously,
the selection of τ represents a tradeoff between accuracy and
space overhead, which will be discussed in Section 5.1.2 and 6.
For now, we assume τ is fixed. We call a grid whose cells contain
this roughness information a Roughness Grid and a convex area
consisting of only flat cells a Flat Region. Please note, 1) a flat
region ϒ is defined as convex as any straight line connecting two
vertices in ϒ is also included in ϒ and 2) we regard the roughness
of a flat cell as 0. Now we need to demonstrate that the roughness
grid generated by the second order derivative suffices.

Theorem 2 can be proved by contradictions as Theorem 1 and
hence omitted. Next, we have the following corollary:
Corollary 1: Given a terrain T, whose roughness grid is GR, the
shortest path π on T only deviates from the straight line (i.e.,
change directions) on the rough cells.
Obviously, there could be O(N) rough vertices in extreme cases,
however, the following observation illustrates that the total
number of rough cells could be smaller than O(N) for real terrains.
Observation 2: Given a real-world terrain T, whose roughness
grid is GR, the total number of rough cells on GR is O( ).
Proof: We assume the number of flat regions is a constant C. We
argue this assumption holds true for real-world terrains since the
elevation variances of real-world terrains are continuous, (i.e., the
elevation of a certain cell tends to be close to its neighbors), and N
usually represents the DEM resolution (i.e., sampling intervals).
Hence, as long as τ remains unchanged, for higher resolution
DEM, the number of flat regions slightly changes while the size of
each flat region grows proportionally to N. On the other hand, by
the second order derivation, the rough cells serve as “edges” to
separate flat regions and their size is bounded by the sum of
perimeters of all flat regions. Because the average area of flat
regions is O( ), the average perimeter of flat regions is O(
therefore, the number of rough cells is bounded by O(

),

). □

In Section 6, Observation 2 has been experimentally verified (see
Figure 10). Corollary 1 and Observation 2 are crucial to the
time/space reduction because they show that the O(N2) surface
paths only deviate from straight lines at O( ) rough vertices.

4.2 Roughness Quadtree
As the rough cells are sparsely distributed in the 2D grid space, a
spatial index is required to efficiently access the cells. Due to the
grid representation of roughness, we use a PR quadtree [14],
called Roughness Quadtree to spatially index the rough cells.
Figure 5. Theorem 1
Theorem 1: Given a flat region ϒ of a terrain T, whose elevation
grid is GE, all the cells of ϒ are coplanar.
Proof (by contradiction): Assume there exist four non-coplanar
neighboring cells A, B, C, D as depicted in Figure 5 (we omit the
other two cases due to the space limit) and l as the length or width
of a cell. Because the second derivative of each cell is regarded 0,
the elevation variances between A, B and D, A are the same: E(A)
– E(B) = E(D) – E(A), so the determinant of the three vectors:

Therefore, A, B, C, D are coplanar, which is a contradiction. □
Theorem 1 is important as it not only justifies our approach using
the second order derivative (i.e., flat regions are actually flat), but

Although quadtree has been used to speed up terrain data retrieval
[11], the level of hierarchies of these data structures represent
Level of Details (i.e., resolutions) of terrain to support efficient
visualization and do not take the terrain roughness into
consideration.

Figure 6. Roughness Quadtree
As depicted in Figure 6, each leaf node represents a terrain block,
which is marked either flat or rough. The maximum depth of a
roughness quadtree is
. With the roughness tree, it

can be determined whether a query point is located in a rough or
flat cell in O(log ) time. In addition, the time for a rough cells
range query is O(F +
), where F denotes the number of rough
cells found. Similar to [9], a block in roughness quadtree is
represented by its location code [14]. As this quadtree only index
rough cells, its space overhead is O(
). In Section 5.2, the
roughness quadtree is used to construct surface paths oracles.

5. THE SHORTEST SURFACE PATHS
COMPUTATION AND STORAGE
In this section, we discuss how to build a Surface Paths Oracle to
process a Path Query, which given a pair of two query points (i.e.,
source and destination), asks for the shortest surface path inbetween. To facilitate our discussion, we assume that the query
points are among the vertices on the terrain.
In [9, 10], an exhaustive pre-computation of the shortest paths
between any two vertices on a road network is a prerequisite.
Unfortunately, an analogues pre-computation over surface is not
feasible. On the one hand, the state of art CH or MMP algorithm
takes O(N2) or O(N2logN) time to compute a surface path and
recent improvements (e.g., the novel approach [15] to combine
Dijkstra, A* and MMP) focus on minimizing the CPU time or the
memory usage of the computation of one surface path, but not all.
On the other hand, the approximate methods (e.g., [2, 3]) are
usually bounded by the Dijkstra, rendering an overall O(N2logN)
complexity for all N vertices. Therefore, a fast surface path
computation is desired. In Section 5.1, we first present such an
algorithm to compute the shortest surface path in O(N) time. Then
based on this algorithm, we discuss the construction of the surface
paths oracle and the query processing in Section 5.2.

5.1 The Shortest Surface Paths Computation
5.1.1 O(N) Shortest Surface Path Computation
As the shortest surface paths only deviate from straight lines at
rough vertices, the algorithm proposed in this section focuses on
the rough vertices. We denote the number of rough vertices as n,
which is O( ).
First of all, a graph termed Surface Paths Map (SPM) is built on
the roughness grid.
Definition 2 (Surface Paths Map): Let T be a grid terrain, and
VR denote a vertex set containing rough vertices of T, a Surface
Paths Map M = (VR, E) is a graph, where
, such that
p, q ∈ VR and the shortest path between p and q is a straight line.
According to Definition 2, there is an edge between any two
rough vertices in SPM as long as the shortest path is a straight line.
We say these two vertices are adjacent. Please note, although the
SPM depicted in Figure 7 appears as a planar graph, it is not a 2D
projection, it is a 3D network as TIN, where the elevation of every
vertex is maintained. From Theorem 2, we infer that an edge
exists between two rough vertices if the straight line between
them on the roughness grid does not intersect other rough vertices.
The SPM is similar to the visibility graph [17], where a node
represents a vertex on the obstacles and an edge appears only
when two vertices are visible. Because acquiring all the rough
vertices visible to a given rough vertex is O(nlogn) by rotational
plane sweep, the time complexity to create an SPM is O(n2logn).
Observation 3: Given a surface paths map M of a grid terrain T,
the shortest surface path between any two rough vertices v1, v2 on
T must be on the edges of M.

The proof of Observation 3 is straightforward as the shortest
surface paths only deviate from straight lines or turn at rough
vertices. Therefore, all the shortest paths between rough vertices
are captured in SPM. Subsequently, the shortest surface path
computation on a terrain is converted into a graph search problem.
Unlike the road network, the out-degree of a node is O(n) rather
than a constant. As a result, the space overhead of SPM is O(n2).
With a surface paths map, we can use the Dijkstra algorithm to
find the shortest surface path between two arbitrary rough vertices.
The time complexity of Dijkstra algorithm is O(nlogn + K), where
K is the number of edges. In our case, K = O(n2) and hence the
time complexity is O(n2).

Figure 7. Surface paths map for path query
In the case when one or both the source and destination are on flat
regions and are not visible to each other, we can simply add
virtual edges from the query vertices to all of their visible rough
vertices as depicted in Figure 7. The algorithm to use SMP to
process a path query is given in Algorithm 1. As the actual surface
path is computed online (compared to the method in Section 5.2),
we call Algorithm 1 Online Path Query.
Algorithm 1: OnlinePathQuery(s, t, M)
Input: Surface Paths Map M and two vertices s, t
Output: the surface path between s and t: π(s, t)
1.
if Visible(s, t) = TRUE
2.
return Euclidean(s, t);
3.
else
4.
if FlatVertex(s) = TRUE
5.
List L1 FindVisibleVertices(s, M);
6.
foreach vertex v1 in L1
7.
edge e1  (s, v1)
8.
AddEdge(M, e1);
9.
if FlatVertex(t) = TRUE
10.
List L2 FindVisibleVertices(t, M);
11.
foreach vertex v2 in L2
12.
edge e2  (s, v2)
13.
AddEdge(M, e2);
14.
return Dijkstra(s, t, M);
In Line 1, a point to point visibility can be checked by ray casting
[7] in O(n) time. In Line 5 and 10, all the rough vertices that are
visible to the query vertices are returned by using rotational plane
sweep in O(nlogn) time. The Dijkstra Algorithm in Line 14 costs
O(n2) (i.e., O(N)). Hence we have the following theorem:
Theorem 3: Both the time complexity and the space requirement
of Algorithm 1 is O(N), where N is the terrain size.
With the help of SPM, the time and space complexity of CH
algorithm has been reduced by one order of magnitude (i.e., from
O(N2) to O(N)).
The speed of Algorithm 1 can be practically improved by
replacing the Dijkstra with A* algorithm in Line 14 to find one
path. However, for pre-computing all the paths between every pair
of vertices, Dijkstra would result in a lower time complexity. The
accuracy of Algorithm 1 can be improved by incorporating the

projective surface path (Figure 3) to replace the Euclidean path
between two visible rough vertices. However, due to the increased
complexity by a factor of O( ) and the high accuracy already
achieved (see Figure 12), we argue that it is not worth doing so.
Empirical studies show that in the case where the source s or the
destination t or both are flat and not visible to each other, the path
computed by Algorithm 1 tends to take the rough vertices termed
Blocking Vertices that intersect the straight line between s and t
as the first or last routing vertex on this path. For example, in
Figure 7, if the source is A and the destination is H, among all the
candidate rough vertices that are visible to A, edge AE appears in
the shortest path as E directly blocks the visibility between A and
H. Even in the case where the blocking vertices do not appear in
the final shortest path, using blocking vertices still yields high
accuracy. Hence, in Algorithm 1, instead of adding the virtual
edges to all the visible rough vertices (Line 5 and 10), we can only
add the virtual edges from s or t to their blocking vertices.
Although this heuristic does not affect the time complexity of
Algorithm 1 as the dominant part is the Dijkstra algorithm, it can
greatly reduce the space requirement of the Surface Paths Oracle
in Section 5.2 at the cost of small accuracy loss.

5.1.2 Accuracy Analysis of Online Path Query
The method based on surface paths map is an approximate
solution. As a result, we analyze the accuracy of Algorithm 1 by
plotting the rough vertices in the 3D TIN model and study the
error incurred by this approximation.

Figure 8. Analysis of the online path query
Figure 8(a) depicts a TIN model with its roughness grid, where a
rough vertex is represented by a black dot. In Figure 8(b), on the
planar projection of the TIN model, an actual surface path
(computed by CH algorithm) is drawn to visually compare two
approximations: the path computed by Algorithm 1 and the
network paths. Note that Algorithm 1 renders much better results.
Next, we study the error ε incurred by Algorithm 1. The ε comes
from two major components: 1) the threshold τ (i.e., flat regions
are not perfectly flat); 2) differences between the grid
representation and the TIN model. We denote the former as εF and
the latter as εG. εG exists because: 1) the grid terrain only
preserves the elevations of each vertices, but not the connectivity
information as TIN and 2) a cell and a vertex are not completely
equivalent (e.g., a surface path passing over a rough cell does not
necessarily go through the exact rough vertex as limited in
Algorithm 1). We note that εF is dominant when τ is set that most
vertices are flat while εF is magnified when the number of rough
vertices increases. For example, in one extreme case where all
vertices are considered flat, εF becomes the only factor for error;
however, in the other extreme case where all vertices are rough,

εG causes the error solely. Since we assume that the flat vertices
outnumber rough vertices by large margins in real world terrains
(Observation 2), in the rest of this paper, we only discuss the case
that flat vertices are in dominance and the error ε refers to εF only.

Figure 9. Error study for εF
The error εF is maximized in a synthetic terrain (as shown in
Figure 9(a)), where the elevation of every other vertex is assigned
the value of either τl or 0. In this case, we treat the entire terrain as
flat because the roughness of all cells happens to be our threshold
τ. Figure 9(b) shows the actual surface path P1 and the Euclidean
path P2 between two diagonal vertices A and B.
(3)
Eq. (3) illustrates that the accuracy is inversely proportional to τ.
In the example depicted in Figure 4, where τ = 0.25, the accuracy
is no less than 94.3%. Actually τ ≤ 0.25 is a loose requirement for
most terrains: given a terrain with sampling interval of 30 meters,
the threshold for the second order derivative (i.e., the variance of
variance) of the elevations for one point is within 7.5 meters. In
most of our experiments, τ is set between 0.1 and 0.25. To
differentiate from the actual error, we call the error ε computed by
Eq. (3) the theoretical error. Please note, although Eq. (3) suggests
that decreasing τ can increase the accuracy, it is usually improper
to set τ to a very small value, where εG could be dominant and the
above analysis is no longer valid. Hence, our method does not
apply to the applications which require very high accuracy.

5.2 Surface Paths Oracle
Although both the linear time complexity and space cost has been
achieved in Algorithm 1, it cannot provide real-time responses
when the source and destination vertices are far from each other
due to the Dijkstra Expansion. Therefore, in this section, we
propose a disk based storage schema termed Surface Paths
Oracle denoted as Ψ, which stores the pre-computed results of
Algorithm 1 and can support the path query in sub-linear time.
First, the surface paths oracle is made up of a basic element called
Surface Path Tuple (SPT) defined below:
Definition 3 (Surface Path Tuple): Let M be an SPM, whose
rough vertex set is VR and edge set is E, and R be a roughness
quadtree of a terrain T, a Surface Path Tuple SPT = (s, v, D),
where s, v ∈ VR, edge (s, v) ∈ E and D is a block of R, such that t
∈ D, the shortest surface path from s to t must pass v.
According to Definition 3, a Destination Block D in the SPT (s,
v, D) only contains rough vertices whose shortest paths from s
pass the same adjacent vertex v of s. We call v the Transit Vertex
from s to D. Two SPTs with the same source s but different
destination blocks may have the same transit vertex.

Definition 4 (Surface Paths Oracle): Given an SPM M with a
rough vertex set VR, a surface paths oracle of M, Ψ =
∈
. Ψ is called complete if 
∈
∈ Ψ such that q ∈ D.
With Definition 4, a complete surface paths oracle Ψ is the union
of all SPTs such that a path query between any two rough vertices
can be answered. Surface paths oracle differs from the paths
oracle in a road network [10] in three aspects: 1) the source s in an
SPT is one vertex while the source in [10] may contain multiple
vertices; 2) the transit vertex v in a SPT must be one of the
neighbors of the source s; 3) surface paths oracle does not store
the approximate distances as the road network paths oracle does.
To construct a complete surface paths oracle Ψ, we use Algorithm
1 to compute all the possible shortest paths. More specifically, for
every rough vertex vR, we run Algorithm 1 once to find the
shortest paths from vR to the remaining rough vertices and an
Expansion Tree is built. Same as in the road networks, a node of
the expansion tree is a rough vertex and an edge between two
nodes is only present if any shortest path passes that edge.
Algorithm 2: Oracle Construction (R, M)
Input: Roughness Quadtree R; Surface Paths Map M
Output: Stack of SPTs (s, v, D): result
1.
initialize result, stack Q
2.
Q .push (R, R);
3.
while (Q ≠ NULL)
4.
(a, b)  Q.pop();
5.
if a is a rough leaf node
6.
expansion tree et  OnlinePathQuery (a, M);
7.
vertex v  FindCommonTransit (b, et)
8.
if v ≠ NULL
9.
result.push(a, v, b)
10.
else
11.
foreach child bi of b
12.
Q.push(a, bi);
13.
else
14.
foreach child ai of a
15.
Q.push(ai, b);
16. return result;
Algorithm 2 illustrates the construction of a complete surface
paths oracle. In Line 6, the expansion tree has been created using
Algorithm 1, and each node in the expansion tree is classified
based on the neighbors of the source. In Line 7, based on this
classification, all vertices in block b are tested whether they share
the same transit vertex. Note that Algorithm 1 costs O(N) and is
invoked at most O( ) times as there are O( ) rough vertices.
Theorem 4: The time complexity to construct a complete surface
paths oracle is O(N1.5), where N is the terrain size.
Considering a roughness grid is built in O(N) time and creating
the surface paths map costs O(Nlog
), the overall time
complexity for the entire pre-computation is O(N1.5). Theorem 5
gives the space overhead for a surface paths oracle.
Theorem 5: A surface paths oracle costs O(N) space.
Proof: In the worst case, where every two rough vertices in SPM
is connected by an edge, there are O(n2) SPTs and each D in SPT
only contains one vertex, where n is the number of rough vertices.
Therefore, the space complexity for a surface paths oracle is
O(n2) , which is O(N). □
Theorem 5 largely depends on Observation 2 that there are O( )
rough vertices. However, even for the case where there are O(N)

rough vertices, the surface paths oracle could cost O(N2) space,
still a substantial saving compared with O(N3) exhaustive storage.
In fact, experimental results (Figure 16) suggest that O(N) may
not be a tight bound and the actual space complexity of a surface
paths oracle is sub-linear as these rough vertices do share some
edges on SPM. Nevertheless, unlike a road network, the outdegree for a node in SPM is O(n) rather than a constant, the
techniques in [9, 10] cannot reduce the space complexity further.
With a surface paths oracle, it is clear that a path query for two
rough vertices can be answered. However, in the case where the
source or destination or both are flat, we use the blocking vertices
(Section 5.1) of the source and/or destination to query Ψ.
Algorithm 3: OraclePathQuery(s, t, R, Ψ)
Input: Surface Paths Oracle Ψ; two vertices s, t;
Roughness Quadtree R
Output: the surface path between s and t: π(s, t)
1.
if FlatVertex(s, R) = FALSE and FlatVertex(t, R) = FALSE
/* Both s and t are rough vertices. */
2.
if s = t
3.
return {s};
4.
else
5.
vertex v  SQL SELECT v FROM Ψ (s’, v, D)
WHERE s’ = s AND t ∈ D;
6.
return Euclidean(s, v) + PathQuery(v, t, R, Ψ);
7.
else
8.
initialize stack L
9.
L  RangeQuery(R, s, t);
10.
if Visible(s, t, L) = TRUE
11.
return Euclidean(s, t);
12.
else
13.
if FlatVertex(s, R) = TRUE
14.
vertex v1 FindBlockingVertices(s, t, L);
15.
else v1 s
16.
if FlatVertex(t, R) = TRUE
17.
vertex v2 FindBlockingVertices(t, s, L);
18.
else v2 t
19.
return Euclidean(s, v1) + Euclidean(v2, t) +
PathQuery(v1, v2, R, Ψ);
The algorithm to process a path query with a surface paths oracle
is given in Algorithm 3. To differentiate with the online path
query (i.e., Algorithm 1), we term this type of path query Oracle
Path Query. In Algorithm 3, if both query vertices are rough, the
path can be retrieved by recursively querying Ψ; otherwise, a
visibility check (Line 10) and finding blocking rough vertices are
necessary. Note that, unlike in Algorithm 1, where the entire
surface paths map is kept in memory, we need a range query (Line
9) using roughness quadtree to retrieve all the rough vertices in
the rectangle bounded query points to check the visibility and find
the blocking vertices. Theorem 6 states the time complexity of the
oracle path query.
Theorem 6: The time complexity of Algorithm 3 is O(klogN +
), where k is the number of recursive calls.
Proof: With a B+ tree built on the location codes [14] of s and D
in a SPT, an SQL query can be answered in O(logL) time, where
L is the number of SPTs. Therefore, k recursive calls lead to the
cost of O(klogN). Besides, the time complexity for a range query
is O( ), hence the total time complexity is O(klogN +
). □
Please note, the selection of the threshold τ or the theoretical error
ε (see Eq. (3)) could also impact the space and time complexity of
the proposed methods, which will be thoroughly discussed in our
extensive experiments (Section 6).

6. PERFORMANCE EVALUATION
6.1 Experimental Setup
In our extensive experiments, both large scale real-world and
synthetic data sets are used. The real-world surfaces are modeled
by the 10-m USGS DEM data sets downloaded from [13] which
are the same as the datasets used in previous studies [4, 5, 6]: 1)
Bearhead (BH) area in WA, USA and 2) Eagle Peak (EP) area in
WY, USA. In each area, 1,080,000 sampling elevations have been
selected to fit a 1200×900 grid. We note that BH is much rougher
than EP and most areas in EP can be regarded as flat according to
Definition 1. Besides, to study the effect of the roughness, six
synthetic surface models with the same size as BH and EP are
created, where their average roughness varies from 0.01 to 0.04.
The experiments have been conducted in three groups. In the first
group, we focus on the correlations among the number of rough
vertices n, the terrain size N, the threshold τ and the theoretical
error ε in the roughness grids. In the second group, we study the
efficiency and accuracy of the online path query. Finally, in the
third group, we construct the surface paths oracles and evaluate
the oracle path query efficiency. To differentiate the theoretical
error (Eq. (3)) and the actual error, we denote the former as ε and
the latter as έ. As discussed in Section 5.1.2, ε is determined only
by τ while έ varies from query to query. As expected, we find that
ε is always larger than έ in our experiments (see Figure 12).
For all experiments, we use a PC with Intel 6420 Dual CPU 2.13G
Hz and 3.50 GB RAM. The operating system is Windows XP SP2.
The terrain data and surface paths oracles are stored in Oracle
Enterprise Edition 10g, Release 2. All the algorithms are
implemented in Microsoft Visual Studio 2005.

6.2 Performance Study
6.2.1 Study of the Roughness Grid
In this group of experiments, we explore the effects of the terrain
size N and the threshold τ on the number of rough vertices n in
BH and EP.
First, we examine the relation between n and N for both BH and
EP. Rather than using different areas, we vary N by using
different resolutions (i.e., from 10m to 50m) of the same area.
This is because the number of rough vertices varies dramatically
from area to area even though their sizes are the same.

Figure 10. Number of rough vertices n vs.
Figure 10 depicts the effect of terrain size (i.e., resolution) on the
number of rough vertices n for BH and EP when τ is fixed to 0.1,
0.2 and 0.3, respectively. We observe that n increases linearly to
and experimentally verifies Observation 2. This verification is
crucial because Observation 2 is fundamental to the time and
space reductions in the proposed method.

Figure 11. Number of rough vertices n vs. ε
Next, we fix N to the 10-m resolution and vary the threshold τ.
Since ε can be computed by τ (Eq. (3)) and is more meaningful,
we investigate the effect of ε on n.
Figure 11(a) depicts the effect of ε on n in BH. It is clear that the
selection of τ demonstrates a tradeoff between the space overhead
and accuracy: the larger n is, the smaller ε is. The effect of ε on n
in EP is similar and hence omitted. Figure 11(b) further indicates
that n is almost linear to in both BH and EP, when N is fixed.
Now, we need to revisit the time and space complexity analysis of
all the proposed methods in order to incorporate ε, which has been
assumed to be a constant. More specifically, because the number
of rough cells is O(

), it takes O( ) time to process the online

path query (i.e., Algorithm 1) or O(

) time for the

oracle path query (i.e., Algorithm 3). In addition, the size of the
surface paths oracle is O( ), which can be constructed in
O(

) time (i.e., Algorithm 2).

6.2.2 Study of the Online Path Query
In this section, we carry on the second group of experiments to
study the query efficiency and accuracy of the online path query
(i.e., Algorithm 1) based on shortest paths maps.
First, we study the query efficiency (in terms of query response
time t) and query accuracy (in terms of actual error έ) as a
function of the path length. In this set of experiments, we use the
10-m resolution BH and EP terrain models. Before we compute
the surface paths using Algorithm 1, the SPMs for different τ have
been constructed. In Algorithm 1, we use A* instead of Dijkstra to
find the shortest paths between a pair of two points. In addition, to
evaluate the accuracy of the proposed method, we compute the
exact surface path using CH algorithm implemented in [20].
Figure 12 depicts the efficiency and accuracy results for 150
online path queries on BH. These queries are conducted on each
of the SPMs with different τ values (i.e., 0.2, 0.25 and 0.3). From
Figures 12(a), (c) and (e), we observe that the response time
increases as the path length grows, but within 4 seconds.
Moreover, the larger τ is, the faster the query gets processed. We
also observe that some queries run instantaneously. We call these
queries outliers. These outliers represent queries whose sources
and destinations are visible to each other; hence the surface
distance can be computed in constant time. The outliers appear
when the source and destination are closer (and more likely to be
visible to each other) and their number increases when τ grows as
a larger τ results in less rough vertices, which can block visibility.

We compare our proposed method with two other approximations:
the network paths implemented by A* and the projective surface
paths (see Figure 3) on the TIN model. In the implementation of
the latter, we maintain a queue to store the neighbors of the TIN
faces which have intersected the orthogonal projection plane;
hence the time complexity is linear to the path length.

Figure 14. Query efficiency/accuracy of three approaches
Figure 14 depicts the average response time and error for three
approaches on BH. For Algorithm 1, the τ is set to 0.25. We note
that Algorithm 1 outperforms others by large margins concerning
both efficiency and accuracy. We also note that the average error
incurred by the network paths decreases when the path length
increases, which however has no clear impact on Algorithm 1.

Figure 12. Query efficiency/accuracy vs. path length
Figures 12(b), (d) and (f) show the corresponding accuracy in
terms of surface distance for these queries when τ equals 0.2, 0.25
and 0.3, respectively. From these figures, we can see high
accuracy can be achieved: when τ equals 0.2 or 0.25, all of the
150 queries can be answered with an error έ less than 2.5% or 3%,
even when τ increases to 0.3, the average error is about 4%. To
illustrate the differences between the theoretical error ε and the
actual error έ, on each of these three figures, a straight line
indicating ε for each τ is drawn.

Figure 15. Query efficiency/accuracy vs. average roughness
Next, we examine the effect of the average roughness of the
synthetic terrains (10-m resolution) on the efficiency and accuracy
of three methods. For Algorithm 1, τ is fixed at 0.25. We carry on
150 queries on each of the synthetic terrains and Figure 15 reports
the average response time and error.
As depicted in Figure 15(a), unlike the projective and network
paths, whose response time is not or slightly affected by the
roughness of the terrain, Algorithm 1 is more sensitive to the
roughness and the response time increases as the roughness grows.
In Figure 15(b), we can see the errors of all algorithms grow in
rougher terrains; but the error έ of Algorithm 1 is much smaller.

Figure 13. Query efficiency/accuracy vs. τ (ε)
The effect of τ (or ε) on the efficiency and accuracy of Algorithm
1 is depicted in Figure 13, which illustrates the average query time
and average incurred error for the 150 queries where τ is varied
from 0.2 to 0.3 for BH. In Figure 13(a), we see the average query
response time is inversely proportional to ε. Figure 13(b) shows
that the actual error έ grows dramatically with the increase of τ
and suggests that τ must be set carefully in applications.
The results for EP are similar to Figures 12 and 13, hence we omit
the details. In general, because EP is much flatter than BH, faster
queries responses and higher accuracy can be obtained: when τ
equals 0.1, the average response time for queries with similar
lengths as in BH is less than 200ms and the average error is 0.69%.

6.2.3 Study of the Surface Paths Oracle
In this section, we carry on the third group of experiments to
study the size of the surface paths oracle Ψ and the efficiency of
the oracle path query, whose accuracy is exactly the same as the
online path query analyzed in Section 6.2.2 and hence omitted.
We first study the effect of N on the size of Ψ in number of SPTs.
As depicted in Figures 16(a) and (b), more space saving has been
achieved compared with Theorem 5: the size of Ψ is sub-linear
because the rough vertices do share some edges on SPM. In
addition, the size of Ψ is closer to linear in EP than in BH because
EP is flatter and visibility is less blocked. However, when the
terrain is rougher, the out-degree of a node in the SPM is closer to
a constant, thus the size of Ψ becomes sub-linear.
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Figure 16. Study of oracle size
We also study the effect of τ (represented by ε) on the size of Ψ
by varying τ from 0.2 to 0.3 in BH and from 0.1 to 0.2 in EP.
Figures 16(c) and (d) depict the results. As discussed in Section
6.2.1, the size Ψ is inversely proportional to ε in both BH and EP.
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