NeuroDB: A Generic Neural Network Framework for Efficiently
and Approximately Answering Range-Aggregate and Distance to
Nearest Neighbor Queries
Sepanta Zeighami

Cyrus Shahabi

USC
zeighami@usc.edu

USC
shahabi@usc.edu

ABSTRACT
We observe that database queries can be considered as functions
that can be approximated. This allows us to formulate a learning
task to learn a single model to answer any query. This is different
than many recent studies that learn 𝑎 model for a specific query type,
since we can learn the model for any query type. We formalize this
observation, formulate the problem of learning to answer database
queries and introduce NeuroDB, a generic neural network framework that can learn to answer different query types approximately.
As a proof of concept, we show that NeuroDB can be specifically
used to answer distance to nearest neighbour query and range aggregate queries, two important building blocks of many real-world
applications. We experimentally show that NeuroDB answers these
two query types with orders of magnitude improvement in query
time over the state-of-the-art competitions, and by constructing
a model that takes only a fraction of data size. NeuroDB achieves
this by learning existing patterns between query input and output
and by exploiting the query and data distributions. Furthermore,
the same neural network architecture is used to answer both query
types, bringing to light the possibility of using a generic framework
to answer different unrelated query types efficiently.
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INTRODUCTION

Answering database queries fast, with low storage cost and high
accuracy are important performance goals in a database system.
A general trade-off exists between these metrics, e.g., query time
can be improved by increasing space consumption or sacrificing
accuracy. In some applications, exact answers are not required and
an approximate but fast answer is preferred. For instance an exact
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answer to the range aggregate query of calculating average pollution level for different time periods and regions for city planing
[45] may take too long due to large volume of data, but an approximate answer may be as valuable. Many other scenarios where
approximate answers to queries are acceptable are considered in
the literature [12]. Another example is distance-based outlier detection [10] on a video stream, or selecting video frames for training a
vision model [21, 62] from a video stream that requires algorithms
that compute distance to the 𝑘-th nearest neighbour of the frames
of a video stream over an existing database of images on the fly.
The need for fast answers is often aggravated by the limitations of
the device performing the computation. IoT and edge devices with
limited processing/storage capacity are being utilized more often to
capture videos and perform these operations [56, 70]. Accuracy can
be sacrificed for faster query response time to allow for processing of more video frames. We primarily focus on range aggregate
queries and distance to nearest neighbour queries which are two
important underlying query types for which approximate answers
are acceptable.
We approach the problem by designing a framework that can
learn an algorithm for one query type, namely, range aggregate
queries, and showing that the same framework can be used to learn
an algorithm for another query type, namely distance to the 𝑘-th
nearest neighbour query, while outperforming the stat-of-the-art
for both of them. Although an algorithm outperforming the state-of
the-art in either of the two query types is significant on its own,
our goal in this paper is to show that a learned framework can not
only be useful for a specific query type, but can be generalizable to
multiple query types (specifically query types that are traditionally
studied separately, e.g., nearest neighbour queries and range aggregate queries). As such, it can improve the performance of a system
while also saving time when designing it.
To that end, in this paper, we make the observation that queries
can be thought of as functions that can be approximated. This allows us to formulate a learning task, i.e., to learn a model, to answer
a query. To be specific, a query type (or a query function) on a database defines what the output should be for a query instance1 on the
database and can be seen as a function mapping the query space
to some output space (e.g., for the nearest neighbour query on a 𝑑dimensional database, query space is all the points in 𝑅𝑑 and output
space is all the points in the database). Algorithms can be seen as
functions approximating the query function, or, in other words, as
function approximators. This observation, generalizes “Indexes are
1 We

use query instance and query function terminologies to distinguish between a
particular query input (instance) and the general relationship between query inputs
and their corresponding outputs (function).

models” of [39] to queries are functions that can be approximated.
Using this terminology, where any algorithm is seen as a function
approximating a query function2 , we can say that a traditional
B-tree [7] as well as RMI [39] approximate an index query function,
nearest neighbour query function can be approximated by combinatorial methods such as [8, 18, 24] and range aggregate query
function by [16, 27, 54].
Representing query types as functions that can be approximated
opens the path for using learned function approximators (such as
a neural network), instead of combinatorial methods for answering database queries. Searching the algorithm space translates into
searching for good parameters of (or, in other words, learning)
a function approximator. In this paper, as an initial attempt, we
restrict the algorithm space to the set of parameters of a neural
network because it can be searched efficiently. Therefore, we formalize the problem of using learned function approximators to
answer database queries and show that, for the specific query types
of distance to nearest neighbour query and range aggregate query,
a learned neural network can provide better time/space/accuracy
trade-offs than existing methods in practice. This, together with the
expectation that the performance and availability of hardware for
performing matrix multiplication (used in neural network forward
passes) will improve in the future [39] suggest using neural networks to answer database queries as a promising research direction.
Why not Combinatorial Solutions. Combinatorial solutions have
been studied extensively in the past decades for various query types
and perform well under many scenarios (we refer to an algorithm
that performs operations on the points in the database as a combinatorial algorithm). However, specifically for nearest neighbour
queries and range aggregate queries, the following issues arise
when using combinatorial solutions (although our discussion is
in the context of the two above mentioned query types, we believe similar issues exist for other query types as well). (1) Curse
of dimensionality results in performance degradation for high dimensional data, with both nearest neighbour queries and range
aggregate queries being affected, partly due to inefficiency of indexing methods in high dimensions [68]. In fact, neural network
based dimensionality reduction methods are often used to avoid
such problems [5]. (2) Unnecessary calculations are often performed
by combinatorial methods to obtain an answer. For instance, we
only need the distance to 𝑘-th nearest neighbour for distance-based
outlier detection, but existing combinatorial methods find all the
𝑘 nearest neighbours. (3) Most existing methods cannot exploit
distribution of data and query points (e.g., [8, 18, 24, 73]). (4) Combinatorial solutions lack generality, an algorithm for the nearest
neighbour query is not applicable to range aggregate queries.
Our Solution: NeuroDB, A Neural Database Framework. We
propose a novel framework, called Neural Database (NeuroDB),
which allows for efficiently answering the two different query
types of range aggregate queries and distance to nearest neighbour
queries. By viewing database queries as functions, we propose a
neural network framework that can approximate the query function
well. The neural network then can be used to replace the database
for answering the queries. Our framework is simple and querytype agnostic, that is, it makes no assumption about the query type
2 the

learned, and yet can provide orders of magnitude performance gains
for the specific queries. It uses samples of queries from a query
distribution and their corresponding answers to learn the query
function by minimizing the average approximation error. During
a pre-processing step, NeuroDB learns a model from the answers
given by a corresponding combinatorial algorithm. This step is
where NeuroDB uses these solved instances to search an algorithm
space (which is the set of parameters of a neural network). At test
time, it uses the model to answer the queries efficiently (eliminating
both the database and the combinatorial algorithm). We use neural
networks to be able to capture the complex relationships that can
exist between query inputs and outputs. However, designing a neural network architecture that can be easily trained, can answer the
queries fast and accurately, and can scale with dimensionality and
data size is not straightforward. We propose a novel architecture
that achieves all of these objectives.
From another perspective, NeuroDB can be seen as an approximate result materialization technique that takes advantage of query
and data distribution to minimize the approximation error. Roughly
speaking, regions with higher probability in the query space are
materialized more accurately, allowing the framework to perform
well for high-dimensional data such as images where queries can
be seen as belonging to low dimensional manifolds [14, 60]. Intuitively, NeuroDB can be thought of as memorizing the data points
in the model weights. Although no general guarantee exists that
this memorization should take less space than the actual data, in
practice, we observe that due to the existence of patterns in the data
and the relationship between query input and output, NeuroDB
can answer queries by only taking up a fraction of the data size
(and without the need to access the database). We note that this is
different from merely memorizing or caching the answers to query
points in the training set, as we experimentally show that NeuroDB
learns generalizable patterns between query input and output.
Although the NeuroDB framework is query-type agnostic, and as
such, can be applied to any query type, in this paper, we only show
that it specifically provides orders of magnitude improvement for
range aggregate queries and distance to nearest neighbour query.
We do not make any claim about its efficiency for other query type.
However, due to its good performance for the considered query
types, we conjecture that NeuroDB can also be applied to other
query types efficiently, but we leave studying this claim for the
future work. Nevertheless, both queries considered in this paper are
important building blocks of many real-world systems. Distance
to nearest neighbour query is useful for various applications such
as active learning [21, 62, 69] (for instance, it can be used as a
diversity score for selecting samples for training a model) or outlier
detection [10], where we are only interested in finding the distance
to the 𝑘-th nearest neighbour and not the 𝑘-th nearest neighbour
itself. Although it is frequently used in various applications, we
are unaware of any work that is able to calculate distance to the
nearest neighbour accurately for a query without finding any of its
nearest neighbours or performing any distance calculation.
NeuroDB vs. Combinatorial Methods. To contrast NeuroDB
with existing combinatorial methods, we note that (1) NeuroDB
avoids curse of dimensionaity by utilizing the query distribution.
For instance, comparing NeuroDB with Voronoi diagrams, Vornoi

approximation error is zero in many cases, e.g. for B-trees.
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2 THE LEARNED DATABASE PROBLEM
2.1 Problem Definition

diagrams materialize the query result for all potential queries exactly, which becomes impractical for high dimensional data. However, this can be redundant, because the space of potential queries
can be a small proportion of the total high dimensional space (e.g.
for images). (2) NeuroDB can provide answers for specific queries
without unnecessary precomputations. For instance, a model can
be trained to find the distance to the 𝑘-th nearest neighbour, without ever finding any of the 𝑘 nearest neighbours or their distances
to the query point. (3) NeuroDB uses query and data distribution
to learn patterns that allow for answering queries faster. (4) The
same framework can be applied to both range aggregate queries
and distance to nearest neighbour query, blurring the boundaries
between the queries that are traditionally studied separately.
NeuroDB vs. Machine Learning Methods. Machine learning
methods have been used to solve various combinatorial problems
such as TSP, Max cut, etc [36, 40, 52]. This paper extends those
works to answering generic database queries using neural networks.
Answering specific database queries using machine learning has
been studied in the literature, such as for indexing [17, 22, 39] and
specific aggregate queries [28, 45]. These methods have shown
promise in the area they have been applied to, with their success
being attributed to the ability of the models to learn and utilize
the data and/or query distributions. The main observation in these
bodies of work is that a certain database operation (e.g. getting
the location a record is stored for the case of indexing in [39])
can be replaced by a learned model. In this paper, we observe the
overarching idea that, in fact, answering any query can be done by
a model, since any query is a function that can be approximated.
Using this observation, we show that small, multi-layer neural
networks can efficiently and accurately answer range aggregate
queries and distance to nearest neighbour queries, improving on
the modeling choices of the previous work and the state-of-the-art
in the studied query types.
Contributions. In this paper, we

Consider a database 𝐷 with 𝑛 records and in 𝑑 dimensions and a
query distribution Q. We define a query type or a query function
on the database 𝐷 as a function 𝑓𝐷 (𝑞) : 𝐼 → 𝑅, where 𝐼 is the
set of possible query inputs and 𝑅 is the set of possible outputs.
Let Δ 𝑓𝐷 (𝑞, 𝑦) ≥ 0 be an error function that measures how bad
the solution 𝑦 to the input 𝑞 is for the query function 𝑓𝐷 . For instance, if exact answers are required, Δ 𝑓𝐷 (𝑞, 𝑦) can be defined as 0
if 𝑦 = 𝑓𝐷 (𝑞) and 1 otherwise, or it can be defined as ∥𝑓𝐷 (𝑞) − 𝑦 ∥.
Furthermore, for a function approximator 𝑓ˆ𝐷 (𝑞; 𝜃 ), let Σ( 𝑓ˆ𝐷 ) be its
storage cost (e.g., for neural networks, number of parameters) and
𝜏 ( 𝑓ˆ𝐷 ) be its evaluation time or query time (e.g., for neural networks,
the time it takes for a forward pass).
Definition 2.1 (The Learned Database (LDB) Problem). Given a
storage requirement 𝑠, an evaluation time requirement 𝑡 and a space
of parameters, Θ, for function approximators, find
min 𝐸𝑞∼Q [Δ 𝑓𝐷 (𝑞, 𝑓ˆ𝐷 (𝑞; 𝜃 ))] s.t. Σ( 𝑓ˆ𝐷 ) ≤ 𝑠 and 𝜏 ( 𝑓ˆ𝐷 ) ≤ 𝑡

𝜃 ∈Θ

The optimization in the problem statement is over the possible
function approximators, which can include combinatorial algorithms. It is the problem of finding an algorithm that can answer
queries for a given database within a given time and space requirement (note that 𝑠 and 𝑡 can be defined in terms of 𝑛 and 𝑑).
We focus on the class of function approximators that can be
automatically searched, but yet have large expressive power. As
such, we focus on neural networks. The parameter Θ can be defined
as the class of all possible neural networks, in which the problem
becomes a neural architecture search problem [75]. Given that
neural architecture search and optimizing neural networks are still
an active area of research, answering the above problem is difficult
and brings together the research on approximation theory [15],
neural architecture search [75] and databases.
However, a first natural question is “whether there exists a neural
network architecture that given evaluation time and storage requirements can provide better accuracy compared to known methods for
different query types or not”. In this paper, we experimentally answer this question for two query types: range aggregate query and
distance to 𝑘-th nearest neighbour query. We also study the 𝑘-th
nearest neighbour query itself as well, as it provides interesting
insight into the learning process. Thus the problem addressed in
this paper is to find a neural network architecture that can outperform existing combinatorial methods for the abovementioned
query types. We emphasize that these query types are building
bloks of many real-world applications. In Sec. 6 we discuss more
about the scenarios under which we expect a neural network to
perform better than combinatorial methods.
Seen from a different perspective, our approach can also be
considered as setting Θ to a specific neural network architecture
(to be specified in Sec. 3) that satisfies storage and evaluation time
requirement. Consequently, the LDB problem is the same problem
as optimizing a neural network’s parameters to answer a particular
query type. An interesting question we aim to address is whether
limiting the search space to a single neural network architecture
still allows answering different query types or not. The interest

• Formulate the problem of learning database queries with
function approximators (Sec. 2);
• Propose the first query-type agnostic framework to answer
queries efficiently using neural networks (Sec. 3); and
• Show that the framework can efficiently answer distance to
nearest neighbour and range aggregate queries (Sec. 4).
• Our experiments specifically show that
(1) NeuroDB enjoys orders of magnitude gain in query time
over state-of-the-art and optimal algorithms for answering distance to nearest neighbour query on real datasets.
Its query time is not affected by 𝑘 and only marginally
impacted by data size and dimensionality (Sec. 4.1).
(2) The same architecture can be used to answer range aggregate queries with orders of magnitude improvements
in query time over the state-of-the-art using real-world,
TPC-benchmark and synthetic datasets (Sec. 4.2).
(3) As a byproduct, we show that NeuroDB can learn patterns
in the data, and thus is useful for feature learning or when
there is missing data (Sec. 4.3).
We discuss the related work in Sec. 5 and further discuss the
potentials and limitations of the proposed framework in Sec. 6.
3
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fD(q): Count Query

without ever finding any of the nearest neighbours. Thus, we study
the query separately. As noted previously, it is useful for various
application such as active learning [21, 62] or outlier detection
[10], where we are only interested in finding the distance to the
𝑘-th nearest neighbour and not the 𝑘-th nearest neighbour itself.
Another application is for assessing probability of getting infected
from a disease, such as COVID-19, based on user locations. Consider
a database that contains the location of infected people and let the
neareset neighbour queries be the location of healthy people. The
goal is to find the probability of a healthy person getting infected
based on how close they were to infected people, which is the
distance to their nearest neighbour. The red curve in Fig. 1 shows
this query for 𝑑 = 1 and 𝑘 = 1 (on the same database mentioned
above). Observe that, in contrast to the nearest neighbour query,
this query is continuous. Furthermore, its range is a single real
number, as opposed to R𝑑 .
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Figure 1: Nearest neighbour, 𝑓𝐷1 (𝑞), distance to nearest neighbour, 𝑓𝐷2 (𝑞), (left) and range aggregate, 𝑓𝐷3 (𝑞), (right) query
functions
is in showing whether a single neural network architecture can
answer different query types well, in contrast with combinatorial
methods where algorithms are specific to query types.
Finally, note that we generally do not have access to the distribution Q itself, but only samples from the distribution. We assume that
we have access to a set 𝑄 of samples from Q. Thus, we aim at optiÍ
mizing |𝑄1 | 𝑞 ∈𝑄 Δ 𝑓𝐷 (𝑞, 𝑓ˆ𝐷 (𝑞; 𝜃 ) instead of 𝐸𝑞∼Q [Δ 𝑓𝐷 (𝑞, 𝑓ˆ𝐷 (𝑞; 𝜃 )].

2.2

3

NEURODB

We learn a neural network to approximate the query function 𝑓𝐷 (𝑞).
We do this with a typical supervised learning approach. Given
a database 𝐷, we need to select a neural network architecture
(discussed in Sec. 3.1), and then train the model (discussed in Sec.
3.2). We then provide an analysis of the performance, and further
discussions for using the framework in Sec. 3.3

Different Query Types

Range-aggregate query. Given a 𝑑-dimensional database 𝐷 =
{𝑝𝑖 ∈ R𝑑 }, an aggregation function 𝑔 : 2𝐷 → R and a query
𝑞 ∈ R 2×𝑑 , where 𝑞 defines a hyper-rectangle in 𝑑 dimensions,
define 𝑓𝐷 (𝑞) = 𝑔({𝑝 ∈ 𝑞 ∩ 𝐷 }) where 𝑞 ∩ 𝐷 is the set of points in 𝐷
that intersect the range defined by 𝑞. For instance, 𝑔 can be a count
function, in which case 𝑓𝐷 (𝑞) is the number of data points in 𝐷 that
are in the query range 𝑞. If 𝑔 is a count function, we can observe
that 𝑓𝐷 (𝑞) is a step function, with points of discontinuity whenever
boundaries of 𝑞 intersect data points in 𝐷. For the one dimensional
database 𝐷 = {1, 2, 3, 5, 6}, Fig. 1 (right) shows the query function
for count aggregation function, where queries are assumed to be of
the form (𝑞, ∞) (i.e., the only input is beginning of the range).
𝑘-th nearest neighbour query. Given a 𝑑-dimensional database
𝐷 = {𝑝𝑖 ∈ R𝑑 }, an integer 𝑘, and a query 𝑞 ∈ R𝑑 , 𝑘-th nearest
neighbour query is to find the points in 𝐷 whose distance to 𝑞 is
the 𝑘-th smallest. For this query, 𝑓𝐷 (𝑞) : R𝑑 → R𝑑 .
For the one same one-dimensional database mentioned above,
Fig. 1 (left) shows the 𝑘-th nearest neighbour query function for
𝑘 = 1 (Shown as 𝑓𝐷1 (𝑞) in the left figure). Observe that 𝑓𝐷1 (𝑞) is a
step function, where the output of 𝑓𝐷1 (𝑞) is always a point in the
database. 𝑓𝐷1 (𝑞) is constant over the query inputs whose nearest
neighbour is the same, and points of discontinuity occur when the
nearest neighbour changes (this happens at the mid-point between
consecutive data points, shown by dashed lines in the figure).
Distance to 𝑘-th nearest neighbour. In addition to 𝑘-nearest
neighbour query, we also consider the distance to the 𝑘-the nearest
neighbour query. That is, if 𝑝 is the 𝑘-the nearest neighbour of a
query point 𝑞, then 𝑓𝐷 (𝑞) = 𝑑 (𝑝, 𝑞) for some distance metric and
𝑓𝐷 : R𝑑 → R. Distance to 𝑘-th nearest neighbour query is not
traditionally studied separately from the nearest neighbour query,
because combinatorial methods use a nearest neighbour algorithms
to find the distance to the nearest neighbour. However, using neural
networks we can directly calculate distance to the nearest neighbour

3.1

Model Architecture

3.1.1 Challenges. In the following we discuss the challenges in
designing NeuroDB.
(1) Dependence on 𝑛 and 𝑑. The query function 𝑓𝐷 is a function
dependant on the query type, as well as the database 𝐷. Thus, the
complexity in approximating 𝑓𝐷 depends on the dataset as well as 𝑛
and 𝑑, where 𝑛 is the data size and 𝑑 is its dimensionality. Generally,
as 𝑛 (and 𝑑) increases, the function to be approximated becomes
more complicated and it is unlikely that the same neural network
architecture is able to answer the query for different values of 𝑛
since more parameters may be needed to be able to approximate the
more complicated function. A theoretical foundation for connecting
𝑛 to number of parameters needed does not yet exist and is an
interesting future direction. In practice, we observed that number
of parameters need to be increased whenever data size increases.
Moreover, for different values of 𝑑, the query space may change.
This will change the dimensionality of the input to the neural
network, which necessitates changing its number of parameters
(so that the first layer takes into account all the dimensions). Thus,
our proposed architecture needs to depend on both 𝑛 and 𝑑.
(2) Query time. Another issue is designing a neural network with
low query time as 𝑛 and 𝑑 increase. Assuming no parallelization, a
forward pass of a neural network takes time linear in the number
of its parameters. So as 𝑛 increases, we need to increase the number of parameters of our model, which may in turn increase the
query time. A design is needed that can limit the increase in query
time. We avoid parallelization to provide a fair comparison with
existing combinatorial methods, however, potential implications of
parallelization are discussed in Sec. 3.3.
(3) Training time. The training processes should be fast and not
consume too much memory. Since number of parameters need to
4
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Partitioning. For this method to be successful, a good partitioning method needs to be chosen (we discuss in Sec. 3.3 why we
do not learn the partitioning). Recall that we aim at minimizing
Í
𝐸𝑞∼Q [Δ 𝑓𝐷 (𝑞, 𝑓ˆ𝐷 (𝑞; 𝜃 )] which is 𝑖 𝑝 (𝑞 ∈ 𝑃𝑖 )𝐸𝑞∼Q𝑖 [Δ 𝑓𝐷 (𝑞, 𝑓ˆ𝐷 (𝑞; 𝜃 )],
where 𝑃𝑖 is the 𝑖-th partition and Q𝑖 is the distribution of queries
𝑔 (𝑞)
in partition 𝑃𝑖 (i.e., if 𝑔 Q (𝑞) is p.d.f. of Q, p.d.f. of Q𝑖 is 𝑝 (𝑞Q ∈𝑃 ) if
𝑖
𝑞 ∈ 𝑃𝑖 and 0 otherwise). Thus, for each partition, its contribution to
our objective is dependant on probability of it being queried as well
as the average approximation error, where the former depends on
the query distribution while the latter depends on the complexity
of the function being approximated. This means that we need to
select partitions such that high probability areas are approximated
accurately, while the error for low probability partitions may be
higher.
Although not much can be analytically said about the accuracy
of a neural network, we use the general observation that reducing
the size of the space approximated by a neural network allows
for better approximations in the smaller space. Thus, we choose
partitions that are smaller where the queries are more frequent and
larger where they are less frequent. This can be done by partitioning
the space such that all partitions are equally probable.
Towards this end, we build a kd-tree on our sampled query set, 𝑄,
as shown in Fig. 2. The split points in the kd-tree can be considered
as estimates of the median of the distribution Q (conditioned on the
current path from the root) along one of its dimensions, obtained
from the samples in 𝑄. This may seem unconventional as kd-trees
are generally built on the data points and not the queries, but we
emphasize that the goal of building a kd-tree is to partition the
query space. However, we note that the number of data points that
fall into a partition do impact the difficulty of approximating the
query function, and incorporating them in the partitioning can be
an interesting future direction.
We build the kd-tree by specifying a maximum height, ℎ, and
partitioning every node until all leaf nodes have height ℎ. This
creates 2ℎ partition and we will need to train 2ℎ independent neural
networks. Given a query set 𝑄, each partition will have at least
|𝑄 |
⌊ 2ℎ−1 ⌋ training samples. In fact, one way to choose ℎ is by making
sure number of training samples per partition is not too small for
training.
Neural Network Architecture. We use a fully connected neural
network for each of the partitions. The architecture is the same for
all the partitions, consists of 𝑛𝑙 layers, the first layer consists of 𝑙 𝑓 𝑖𝑟𝑠𝑡
units, the next layers have 𝑙𝑟𝑒𝑠𝑡 units and the last layer has 𝑑 ′ units,
where 𝑑 ′ is the output dimensionality of the query function. We use
batch normalization for all the layers, sine activation for the first
layer and swish activation for all the other layers (except the output
layer). We observe that, seen as a function of input dimensionality,
the network size is 𝑂 (𝑑), where the number of parameters for the
network architecture are considered to be constant.

^
f4

Figure 2: NeuroDB Framework
increase with 𝑛, training could become harder and take more time
and space. Although training time is a preprocessing step and does
not affect query time, training of the network should be feasible
with existing GPUs.
3.1.2 NeuroDB, The Solution. Our NeuroDB’s architecture consists
of neural networks with identical structure, where each neural
network is responsible to answer the queries for a unique part of the
query space. In other words, the query space is split into a number
of partitions, for a parameter 𝑁𝑝 , and a neural network is learned
to answer the queries for each partition independently. The queries
are answered by finding which neural network is responsible for
them and then performing a forward pass of that neural network.
The answer to the query is the output of the neural network and a
fixed architecture is used for all the neural networks. Thus, the total
number of parameters used is equal to the number of parameters
per architecture times 𝑁𝑝 .
Fig. 2 shows this architecture. Fig. 2 (left) shows that the query
space is partitioned into smaller partitions and Fig. 2 (right) shows
how a tree structure is built with a neural network at each leaf node.
A query traverses the tree until it reaches a leaf node, and then a
forward pass of the neural network is performed.
Before explaining the specifics of our design, we discuss how this
architecture addresses the challenges of Sec. 3.1.1. (1) The parameter
𝑁𝑝 can be used to control the size of the architecture. Increasing
𝑁𝑝 increases the number of neural networks used and thus allows
for expressing more complicated functions. (2) Query time depends
on the time taken to find the partition the query belongs to, 𝑡𝑝 ,
and the time of a forward pass for the neural networks, 𝑡𝑛 . Using
our architecture, increasing 𝑁𝑝 increases 𝑡𝑝 but not 𝑡𝑛 . Given that
indexing can be used to search the partitions, 𝑡𝑝 is generally very
small and increasing it has negligible impact on query time (in fact,
query time increases logarithmically in the number of parameters,
shown later). (3) Training can be done independently for each neural
network used. That is instead of training a large neural network,
we train multiple small ones. The benefits of this is two-folds. First,
each neural network can be trained in parallel and even on different
devices, which can speed up training. Second, training requires less
memory because all the networks do not need to be loaded at once.
Thus, we can train only as many networks as there is memory for,
as opposed to having to train all the network at once which requires
larger memory.
To summarize, this approach requires a method for partitioning
the space and traversing them, as well as designing a neural network
and training it for each partition. We next delineate each.

3.2

Training

To train the model, we need access to samples of the form (𝑞, 𝑓𝐷 (𝑞)),
where 𝑓𝐷 (𝑞) is the correct answer for the query 𝑞. Given that we
have a set 𝑄 of sampled queries, we only need access to some
algorithm that can be used to answer 𝑞, for each 𝑞 ∈ 𝑄. We note
that this implies that we already know of an algorithm that can solve
5

Model Selection. In Sec. 3.1 we discussed our model architecture,
but the challenge still remains in finding the exact architecture (e.g.,
number of layers of the neural network, number of units). Although
approaches in neural architecture search can be applied, they are
generally computationally expensive. Here, we discuss a simple
heuristic. We select one of the partitions, and do a grid search on the
hyper-parameters. Since our neural network architecture for each
partition is small, this grid search can be done in a practical timeframe. Although size of each neural network has only a constant
time impact on query time in practice it can be significant if large
models are used, because number of computations performed for a
forward pass is linear in the number of its parameters. On the other
hand, increasing the number of parameters of a model by creating
deeper models allows for a more expressive network which allows
for better accuracy [64]. An interesting problem we experimentally
study is choosing the smallest architecture possible that allows for
a good enough accuracy.
Why not learn the partitioning. Generally speaking, we can
learn a partitioning method, or even learn a kd-tree-like index
which partitions the index, similar to [39]. We do acknowledge that
possibly better partitioning methods may exist, and learning that
may be possible, since learned partitions may be able to split the
space to minimize redundancies in features learned by the models
(e.g. by splitting the space where the underlying query functions are
the most different). However, our experiments showed that learning
the partitioning is difficult in practice, and very computationally
intensive. For instance, consider the method of [39] that learns an
index by optimizing a loss over the entire index structure. Adapted
to our setting, that means that all the neural networks need to be
optimized jointly, which significantly increases training time, and
requires large memory for training. As a result we opted for using
a kd-tree to perform the partitioning.

the query. However, we emphasize that this is a pre-processing step.
That is, this sample collection step is only performed once and is
only used to train our model. We experimentally show in Sec. 4 that
after training the model, NeuroDB can answer the queries orders
of magnitude faster than the algorithm it used to learn from. This
is particularly useful because polynomial time solutions exist for
many database queries, and thus sample collection can be easily
performed. Subsequently, a NeuroDB can be trained to answer the
queries efficiently. Besides faster query performance in general, this
is specifically beneficial when the queries need to be answered on
resource constrained devices (e.g., the model can be trained on a
more powerful machine and deployed on IoT edge devices).
The process of training is similar to a typical supervised training
of a neural network with stochastic gradient descent. 2ℎ different
neural networks need to be trained and the kd-tree is used to determine which samples are used to train which neural network. In
general, Δ 𝑓𝐷 may or may not be differentiable with respect to 𝑞.
Thus, we use a squared error loss function (i.e., the minimization
objective is ∥𝑓𝐷 (𝑞) − 𝑓ˆ𝐷 (𝑞; 𝜃 )∥ 2 ).

3.3

Analysis and Discussion

Time Complexity, Space Complexity and Accuracy. Given a
value of ℎ, there are 2ℎ partitions and each contains a neural network. We let ℎ = log 𝑛𝑐 for some user parameter 𝑐 denoting the
capacity of a neural network, so that the number of partitions, 𝑁𝑝 ,
is 𝑛𝑐 . That is, we increase the number of partitions linearly in 𝑛.
Intuitively, the capacity of a neural network denotes how complex
of a function it can approximate well, which depends on the number
of neural network parameters, number of points in the database (as
well as their distribution) and number of training samples available.
We leave a theoretical study of the capacity of a neural network to
the future work, but briefly mention that recent work on memorization capacity of a neural network [72] can be seen as a first step
in this direction. We revisit the topic of what value of ℎ should be
chosen empirically in our experiments. Regarding time and space
complexity, for a fixed neural network architecture, there will be
𝑂 (𝑑𝑛) number of parameters, which means the space complexity is
𝑂 (𝑑𝑛). Furthermore, at query time, the kd-tree needs to be traversed
which takes 𝑂 (log 𝑛), and a forward pass of the neural network
takes 𝑂 (𝑑). Thus, time complexity of the algorithm is 𝑂 (log 𝑛 + 𝑑).
Although the above space and time complexity are as good as
one can hope for, they do not paint a full picture as the accuracy of
the algorithm is missing. We acknowledge that lack of analytical
formulation of accuracy of the algorithm is an important downside
of using neural network function approximators, and we hope
that such a gap in our understanding can be bridged in the future.
However, we experimentally show that this architecture can provide
good accuracy in practice. In our experiments, we discuss how
model accuracy depends on number of training samples available,
|𝑄 |, number of partitions 𝑁𝑝 and the size of each neural network.
Regarding training time, due to partitioning, each neural network
used is relatively small, which allows for fast training. Furthermore,
each neural network is trained independently, which allows training in parallel. Overall, given a fixed network architecture, and
assuming 𝑇 iterations of stochastic gradient descent is applied,
training time can be quantified as 𝑂 (𝑑𝑛𝑇 ), where each iteration for
each network takes 𝑂 (𝑑) and there are 𝑂 (𝑛) networks.

4

EMPIRICAL STUDY

In our experiments we answer the following four questions.
• What is the relationship between model hyperparameters
and accuracy of NeuroDB? (Sec. 4.1.2)
• Can NeuroDB provide better accuracy/time/space trade-offs
than state-of-the-art and optimal combinatorial algorithms
for the distance to nearest neighbour query? (Sec. 4.1.3)
• Can the same NeuroDB architecture be used to answer range
aggregate queries better than the state-of-the-art and query
specific algorithms? (Sec. 4.2)
• Can NeuroDB learn any useful patterns for the nearest neighbour query? (Sec. 4.3)
System Setup. The experiments are performed on a machine running Ubuntu 18.04 LTS equipped with an Intel i9-9980XE CPU
(3GHz), 128GB RAM and a GeForce TRX 2080 Ti NVIDIA GPU.
Model Training and Evaluation. For all the experiments, building and training of NeuroDB is performed in Python 3.7 and Tensorflow 2.1. Training of the model is done on GPU. The model is saved
after training. For evaluation, a separate program written in C++
and running on CPU loads the saved model, and for each query
performs a forward pass on the model. Thus, model evaluation is
done with C++ and on CPU, without any parallelism for any of the
algorithms. We refer to our algorithm as NeuroDB. The specific
hyperparameters used are specified for each set of experiments.
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4.1

Dataset

Dim.
Dataset
No. records
25, 50
N, GMM2
GloVe [55]
1,191,887
100,000
100, 200
GMM4, U
GIST [34]
1,000,000
960
PM2.5 [41]
41,757
KDD [2]
4,898,431
36
TPC1 [50]
2,653,123
IPUMS [1]
70,187
60
TPC10 [50]
26,532,166
Table 1: Datasets for distance to Table 2: Datasets for
nearest neighbour query
range aggregate queries
worst-case relative error until we find a value such that the average
relative error is below 0.05.

Distance to 𝑘-th Nearest Neighbour Query

4.1.1 Setup.
In this section, we use the NeuroDB framework to answer distance
to nearest neighbour queries as defined in Sec. 4.1.
Dataset. We use four different real datasets in our experiments
whose relevant statistics are shown in Table 1. We also use uniformly distributed data and query points for our experiment on
hyperparameters. For each experiments, 𝑛 points are sampled uniformly at random from the original dataset and are considered the
database to perform the query on (the sub-sampling is done to
ensure we have enough queries for training). Furthermore, all the
points in the original dataset are split into a training set of size
𝑁𝑡𝑟𝑎𝑖𝑛 and a testing set of size 𝑁𝑡𝑒𝑠𝑡 (note that points in the database can also be training or testing queries). This assumes queries
are from the same distribution as the data-points, which can be
true for the datasets considered. For instance, the GloVe dataset
contains learned word representations. A distance to nearest neighbour query on this dataset can be interpreted as checking whether
a set of words, 𝐷, contains a similar word to some query word 𝑞, or
to check if a query 𝑞 would be an outlier in 𝐷 (e.g. to check whether
a good representation for 𝑞 is learned or not). Unless otherwise
stated, we set 𝑛 = 10, 000, 𝑑 = 25, 𝑘 = 100, 𝑁𝑡𝑒𝑠𝑡 = 10, 000 and
𝑁𝑡𝑟𝑎𝑖𝑛 to the size of all the dataset except the test set.
Measurements. We report time taken to answer a query, space
used (for a neural network this is the space needed to store all its
parameters) and average relative error. Relative error, for the 𝑘-th
nearest neighbour query 𝑞, when an algorithm returns the point 𝑝𝑘
|𝑑 (𝑝𝑖 ,𝑞)−𝑑 (𝑝𝑖 ∗,𝑞) |
while the correct answer is 𝑝𝑘∗ is defined as
, where
𝑑 (𝑝𝑖 ∗,𝑞)
𝑑 (𝑥, 𝑦) is the Euclidean distance between 𝑥 and 𝑦 Unless otherwise
stated, we set the error requirement to 0.05.
Baseline Algorithms. We compare our algorithm with NSG [19]
and ANN [6]. NSG is a state-of-the-art graph-based algorithm,
shown in [19] to outperform various existing methods. We use
their publicly available implementation [20]. We use the grid search
method discussed in [19] to select the algorithm parameters. For
each data dimensionality, when the relative error is required to
be at most a threshold, e.g., 0.05, we perform a grid search on the
hyper-parameters to find the parameters such that the query time
is minimum while relative error is at most the required threshold
(following [19], grid search is done by running the algorithm on a
subsample of the dataset. We used 10,000 points as the sample size).
We also use ANN which is a wort-case optimal algorithm (in
the algebraic decision tree model of computation as it requires
𝑂 (𝑛) space and 𝑂 (log 𝑛) query time for fixed, 𝑑, 𝜖 and 𝑘 [6]), as
implemented in ANN library [49]. The algorithm, given a worstcase relative error parameter, 𝜖, an integer 𝑘, a query point 𝑞 and a
dataset 𝐷, returns 𝑘 nearest neighbours of 𝑞 such that the relative
error for the 𝑖-th nearest neighbour in 𝐷 is at most 𝜖 (where the
relative error is defined as above). The algorithm is in the worstcase asymptotically optimal . In some of our experiments, we report
the query time of ANN where average relative error is at most some
threshold, e.g. 0.05. Since ANN takes worst-case relative error as
an input (and not average relative error), we need to find a value
for the worst-case relative error such that average relative error is
below 0.05. To do this, we perform a binary search on values for

No. records

4.1.2 Impact of hyperparameters on accuracy.
Experiments in this subsection are performed on uniform data and
query distribution, with 𝑑 = 20 and 𝑘 = 20.
Impact of Training Size. Fig. 3 (a) shows the impact of training
size on model accuracy. The results are average of three runs (three
models are trained, where the randomness is due to the models
being initialized randomly at the beginning of the training, as well
as using SGD for training), and the shaded area shows the standard
deviation. In this experiment, to keep the training time the same,
the number of updates applied to the models, as well as the batch
size, are kept the same across different training sizes (fewer epochs
are run for larger training sizes, because each epoch contains more
updates). We observe that as training size increases model accuracy
improves. Furthermore, larger training size is more important for
larger values of 𝑛. The increase in standard deviation for larger
training sizes is due to the algorithm running for fewer epochs on
larger training sizes.
Impact of Model Depth. Fig. 3 (b) shows the impact of model
depth on accuracy. First, we observe that a linear model (e.g. a neural
network with only one layer) provides very poor accuracy, which
justifies our use of deeper neural networks. Second, increasing
model depth beyond a certain point does not necessarily improve
accuracy. Increasing model depth can cause over-fitting, which
explains the worsening of performance observed in the figure for
larger model sizes.
Impact of Tree Height. Fig. 3 (c) shows the impact of the height
of the kd-tree, which determines number of partitions used. We
observe that increasing the height generally increases accuracy, but
with larger models benefiting more. We note that in this experiment,
for each partition, we keep the number of training samples used
fixed (i.e., there are more training samples as more partitions are
created). Overall, we observe that larger depth and more training
size improve model accuracy. However, if the training size is fixed
(e.g., if we don’t have access to the query distribution), there is
a limit to improvements obtained by increasing tree height, as
number of training samples per model will be reduced.
We also note that the standard deviation shown in Fig. 3 (c)
is over different models in the NeuroDB and not multiple runs.
The low standard deviation shows that all models responsible for
different partitions obtain similar accuracy.
NeuroDB Architecture. Unless otherwise stated, we set the model
depth to 5 layers, with the first layer consisting of 60 units and the
rest with 30 units. The height of the kd-tree is set to 4.
4.1.3 Baseline Comparison.
The real datasets are used for the results in this section, and the 25
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dimensional dataset for GloVe is used unless otherwise stated. For
of the neural network. However, NSG and ANN need to find all the
the results in this section we set 𝑛 to be 1% of the original dataset
𝑘 nearest neighbours, and thus their performance deteriorates with
size.
𝑘. Better support for larger values of 𝑘 is one of our motivations for
Results on different datasets. Fig. 4 shows the results on different
using NeuroDB, as it can find the distance to 𝑘-th nearest neighbour
datasets. Overall, NeuroDB outperforms all the algorithms by an
without unnecessary computations that the combinaorial methods
order of magnitude on all the datasets. Dimensionality has the most
perform to find all the 𝑘 nearest neighbours.
significant impact on query time, as all the algorithms take the
Impact of 𝑑 on query time and space used. Fig. 5 (c) shows
longest on GIST. Furthermore, query time for NeuroDB changes
impact of increasing dimensionality. For larger dimensions, NSG
very little for datasets with different sizes. We note that since the
and ANN’s performance deteriorates but NeuroDB’s performance
KDD dataset contained duplicate and near duplicate records, the
changes very little, NeuroDB outperforming them by more than an
distance to the nearest neighbour could be zero and relative error
order of magnitude when 𝑑 = 200. Furthermore, Fig. 5 (d) shows
could be undefined. Thus, we consider the error requirement to be
NeuroDB does this by taking less space than NSG and ANN, and
on mean absolute error for the reported result on the KDD dataset.
its space consumption as a proportion of data size decreases as 𝑑
For the remainder of the experiments in this section, we use the
increases. In fact, Fig. 5 (d) shows the interesting and surprising
GloVe dataset to study the impact of different parameters.
result that neural networks with size less than actual data size are
Accuracy/Time Trade-Off. Fig. 5 (a) shows the accuracy/time
needed to calculate distance to the nearest neighbour query.
trade-off of the algorithms. NSG and ANN are plotted at different
error levels, and as can be observed query time increases as lower
4.2 Range Aggregate Query
error is required. For NeuroDB, each point in the figure corresponds
4.2.1 Setup.
to a different neural network architecture. From left to right, query
In this experiment we use the same NeuroDB architecture as in
time of NeuroDB increases because a larger network architecture is
Sec. 4.1, but learn to perform range aggregate queries for three
used (we used a combination of increasing depth of the network as
aggregation functions, namely AVG, SUM and STD. We emphasize
well as its width). We observe that, initially, as larger architectures
that we do not perform any hyper-parameter tuning for this set of
are used, the ability of the model to learn increases and the accuracy
experiments, but use the same hyper-parameters that were used for
improves. However, after a certain point, the model accuracy stops
distance to nearest neighbour. This is to show that our method even
improving and even deteriorates. This can be attributed to two facts.
without query specific hyper-parameter tuning, can outperform
First, as model size increases, it becomes more difficult to train the
query specific algorithms. As a consequence, NeuroDB can not
model (i.e., more training samples and more training iterations will
only improve the performance of the systems, but can significantly
be needed). Second, the model becomes more prone to over-fitting
save time when designing algorithms, as the same method can be
and may not perform well at evaluation time.
adopted for different and unrelated query types.
An interesting observation is that NeuroDB outperforms NSG
Dataset. We use real, benchmark and synthetic datasets for evaland ANN in the low accuracy regime by an order of magnitude.
uation in this section. The data size for each dataset is shown in
However, after a certain accuracy level it becomes difficult to learn
Table 2. PM2.5 [41] contains PM2.5 statistics for locations in Beijing.
a NeuroDB that learns the query with that accuracy. Thus, the
Similar to [45], we let PM2.5 to be the attribute aggregated. As in
benefit of NeuroDB can be seen when fast answers are required,
[45], we considered Dew Point (DEWP), Pressure (PRES) or Tembut some accuracy can be sacrificed.
perature (TEMP) as attributes for the range predicate. Here, we only
Impact of 𝑘 on query time. Fig. 5 (b) shows how increasing 𝑘
report the results on PRES, as the performance of all algorithms on
impacts query time. Overall 𝑘 has no impact on NeuroDB, because
all attributes where similar. We also used TPC-DS [50] with scale
for any value of 𝑘 the cost of using NeuroDB is just a forward pass
factors 1 and 10, respectively referred to as TPC1 and TPC10. Since
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we study range aggregate queries, we only considered store_sales
table. We use net_profit as aggregated attribute and consider range
predicates on quantity, wholesale_cost and sales_price attributes.
Finally, to further study the impact of data distribution, we generated synthetic data from Normal, Uniform and a Gaussian mixture
model (GMM) with 100 and 10,000 components whose mean and covariance are selected uniformly at random, respectively referred to
as N, U, GMM2 and GMM4. GMMs are often used to model real data
distributions [58]. Unless otherwise stated, the results are reported
on TPC1. For all datasets, unless otherwise stated, we use uniformly
distributed queries. This can be thought of as a more difficult scenario for NeuroDB as it requires approximating the query function
equally well over all its domain. We note that for a 𝑑-dimensional
database, queries are 2 × 𝑑-dimensional vectors, where for each
dimension a minimum and maximum value is specified.
Measurements. In addition to query time and space used, we report the normalized absolute error for a query in the set of test
queries, 𝑇 , defined as

|𝑓𝐷 (𝑞)− 𝑓ˆ𝐷 (𝑞,𝜃 ) |
.
1 Í
𝑞∈𝑇 |𝑓𝐷 (𝑞) |
|𝑇 |

AVG

SUM

STD

AVG

SUM

STD

Figure 9: Impact of agg. function on range agg. query
compute the aggregate attribute required. To perform this step as
fast as possible, we find the smallest value of 𝑘 using the test query
set. For a given error thresh-hold 𝛿, we experimentally find the
minimum value of 𝑘 such that the error on the test set falls below 𝛿
(using binary search). We note that although in practice this is not
possible as we do not have knowledge of the test set a priori, our
goal is to show that NeuroDB can outperform TREE-AGG even if
we know the best value of 𝑘 for a specific test set. Finally, we set 𝛿
to the error of DBEst, as we assume the-state-of-the are algorithm,
DBEst, answers the queries with an acceptable error rate.
4.2.2 Results.
Results on Different Datasets. Fig. 6 (a) shows the error on different datasets. We note that NeuroDB provides a lower error rate
than the baselines by an order of magnitude on all the datasets.
Fig. 6 (b) shows that NeruoDB does this while providing multiple
orders of magnitude improvement in query time. Overall, for both
DBEst and NeuroDB the error rate of the algorithms depends on
the data distribution, and is not correlated with data size. This is an
artifact of learning, as the error in learning depends on whether patterns can be found or not. Furthermore, both NeruoDB and DBEst
have relatively constant query time, as the query time in both cases
is the time it takes to perform inferences on the models. Due to our
use of small neural networks, we observe that model inference time
for NeuroDB is very small and in the order of few microseconds,
while the modeling choices of DBEst leads to query time multiple
orders of magnitude larger.
Impact of Query Range. We also experimented with setting the
query range to 𝑥 percent of the query space, for 𝑥 ∈ {0.1, 1, 5, 10},
presented in Fig. 7. NeuroDB outperforms the other algorithms for
all ranges. Interestingly, performance of TREE-AGG improves with
larger query range. This can be due to fewer samples needed to
answer queries with larger ranges since the ranges overlap more.
Furthermore, accuracy of NeuroDB improves when the range increases, since for larger ranges NeuroDB can learn overall distribution of datapoints rather than memorizing where exactly each data
point is, which is required for smaller ranges.
Impact of 𝑑 on Query Time. Here, we vary the dimensionality of
the range predicate from one to three (by increasing the attributes
used in the predicate). The DBEst source code did not contain the

The error is normalized by

average query result magnitude to allow for comparison over different data sizes when the results follow different scales. Finally,
unless otherwise stated, we report the error for AVG aggregation
function, but we also consider SUM and STD.
Baseline Algorithms. We use DBEst [45] as the state-of-the-art
approximate query processing engine. The algorithm decomposes
answering specific queries into regression and density estimation
tasks and learns specific models for the tasks, and was shown in [45]
to outperform sampling based algorithms. We use the open-source
implementation available at [46]. We performed hyper-parameter
tuning for each experiment, using the grid search method provided
in [46]. In our experiments, we observed that DBEst performs much
worse than NeuroDB. As such, we also implemented a samplingbased baseline designed specifically for range aggregate queries,
referred to as TREE-AGG. In a pre-processing step and for a parameter 𝑘, TREE-AGG samples 𝑘 data points from the database
uniformly. Then, for performance enhancement and easy pruning,
it builds an R-tree index on the samples, which is well-suited for
range predicates. At query time, by using the R-tree, finding data
points matching the query is done efficiently, and most of the query
time is spent on iterating over the points matching the predicate to
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Figure 10: Some of the images in the
database

Figure 11: Queries (first row) and answers (second row) of NeuroDB and true answers (third row)

Figure 12: Queries (first row) and answers (second row) of NeuroDB trained on a dataset without the digit 9
implementation for dimensionality larger than one, and thus is not
needs larger models and more training samples to be able to answer
included. However, we note that performance of NeuroDB even
nearest neighbour queries accurately for large high-dimensional
on the 3-dimensional data is better than DBEst on one dimensions.
datasets. This is because the output space for nearest neighbour
We also observe that performance of TREE-AGG deteriorates with
query is 𝑅𝑑 , so NeuroDB needs to learn 𝑑 different functions (one
dimensionality, which can be due to, first, difficulty in indexing, and
for each dimensions). Thus, although we believe this shortcoming
second, that more samples are required to obtain similar accuracy.
will be alleviated with the advancement of specialized hardware for
Although query time of NeuroDB remains similar, its accuracy worstrainning and inference of neural networks [39], we do not focus
ens for larger dimensionality. This can be due to larger training size
on scalability of NeuroDB for nearest neighbour query, but rather
needed for higher dimensional data to achieve the same accuracy,
provide interesting insights and applications where the database
while our training procedure is the same for all dimensions.
can be small and NeuroDB can be useful.
Impact of Aggregation Function. Fig. 9 shows how different ag4.3.1 Setup.
gregation functions impact performance of the algorithms. Overall,
Dataset. We used the mnist dataset created by [44] which contains
NueroDB is able to outperform the algorithms for all aggregation
28×28 gray-scale pixel hand-written digits (i.e. each image has 784
functions. The DBEst source code did not contain the implementadimensions). We use a variational auto-encoder (VAE) [37] to first
tion for STD and thus is not included for that aggregation function.
learn a 30-dimensional representation of each image. Then, we
4.3 Learned patterns for Nearest Neighbour
create a databases, 𝐷, containing 10 different digits. We use the rest
Query
of the images in the mnist dataset to be our training and testing
Finally, we use a smaller data set to study how NeuroDB performs
sets. 5 of the images (digits) in the database are shown in Fig. 10
nearest neighbour queries. In practice, we observed that NeuroDB
(note that the database contains 5 more images not shown).
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database, and the output of the combinatorial method is always in
the database). In contrast, NeuroDB has learned a mapping for the
nearest neighbour query, which is general enough so that a digit 9
as an input is still mapped to a digit 9. This behaviour is beneficial
when there is missing data in the database. This also shows that
NeuroDB is not merely memorizing training instances, but rather
learning generalizable patterns. Another interesting observation is
that the digit 9s that are output by the model are similar (e.g., the
images depicted in the first 4 columns of Fig. 12)

4.3.2 NeuroDB and Feature Learning.
Goal. In this experiment our goal is to (1) gain insight about the
output of NeuroDB and (2) discuss the potential of NeuroDB in
helping machine learning methods perform better feature learning.
We emphasize that this experiment is not a simple application of
VAEs, but rather shows the potential of NeuroDB in helping VAEs
learn better features. The query can be thought of as a style transfer
task where the goal is to replace an image with the same digit
in 𝐷. This can be done with a nearest neighbour query if a good
representation of each image is learned.
Results and Discussion. Fig. 11 shows multiple input queries,
their corresponding output of NeuroDB and the true nearest neighbour (the images are plotted as the output of the VAE). First, we
observe that, the output of NeuroDB and the true results are visually
indistinguishable when decoded, even though their representations
aren’t exactly the same. For instance, in the first row, the relative
error (as defined in Sec. 4.1) is 0.026. This shows that small approximation error can be tolerated in practice.
Second, we observe that in the fourth column, the digit 1 is
mapped to the digit 4. This can be attributed to the fact that the
VAE has not learned a good representation for the digit 1, and has
mapped it to a location closer to the digit 4 in the feature space. We
note that this is not caused by the error in NeuroDB as performing
nearest neighbour search with no approximation error (shown in
the third row) also returns digit 4 and not 1. That is, the nearest
neighbour query shows the problem in the feature learning.
Although NeuroDB isn’t at fault for observing this issue in feature learning, it can be useful in fixing it. NeuroDB provides a
differentiable nearest neighbour query operator, and thus can be
backpropogated through (in contrast with combinatorial methods
that perform nearest neighbour search). For instance, a loss on distance to nearest neighbour (which can be calculated with NeuroDB)
can enforce the representations being similar to to the digits in
the database. We leave the potential of using NeuroDB in feature
learning for the future work, but we briefly mention that another
simple potential use-case is to use NeuroDB as part of the encoder,
that is, to consider the output of the NeuroDB as the final encoding.
If good enough representations are learnt by the VAE, NeuroDB
can help create a unique representation for each digit, which can
make a downstream classification task easier.
4.3.3 What is being learnt?
Goal. In this section we address the question of whether the neural
network is learning any interesting patterns between the input and
its nearest neighbour. To do so, we perform a similar experiment as
above, but remove the digit 9 from the dataset during training. That
is, digit 9 is removed from the database as well as the training set.
The rest of the training is done as before. At test time, we examine
what the neural network outputs when digit 9 is being input.
Results and Discussion. Fig. 12 shows the results of this experiment. The first row shows the queries and the second row shows
the output of the neural network. An interesting observations can
be made from the results. The neural network is able to output a
digit 9, when 9 is input to the model. Although this dose not always
happen (e.g., in the last two columns of Fig. 12) the fact that it
is possible is in itself significant. This is because a combinatorial
method used to answer the query will always output another digit,
i.e., a digit from 0-8 given the digit 9 as query (because 9 is not in the
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RELATED WORK

Related works can be classified into 3 groups: algorithms for the
nearest neighbour and range aggregate queries and machine learning methods for database queries and combinatorial optimization.
Algorithms for Nearest neighbour query. Nearest neighbour
query has been studied for decades in the computer science literature [8, 18, 24], and is a key building block for various applications
in machine learning and data analysis [4, 10, 13, 63, 71]. For various
applications, such as similarity search on images, it is important
to be able to perform the query fast, a problem that becomes hard
to address in high-dimensional spaces [6, 23, 68]. As a result, more
recent research has focused on approximate nearest neighbour
query [19, 29, 67, 73, 74]. Generally speaking, all the methods iterate through a set of candidate approximate nearest neighbours
and prune the candidate set to find the final nearest neighbours.
The algorithms can be categorized into locality-sensitive hashing
(LSH) [23, 29, 32, 67, 74], product quantization [33, 35], tree-based
methods [6, 59], and graph-based searching [19, 25, 73]. LSH-based
and quantization-based methods map the query point to multiple
buckets which are expected to contain similar points.
Finding a small candidate set is difficult, and as dimensionality
increases more candidate points need to be checked. However,
our NeuroDB framework avoids accessing points altogether, and
learns a function based on the points that can answer the queries
accurately. Moreover, the size of the candidate set increases with
𝑘, for all the algorithms. That is, more points need to be searched
when 𝑘 increases. However, in an application which only requires
distance to the 𝑘-th nearest neighbour, NeuroDB can directly output
the answer, without the value of 𝑘 affecting query time. We are
unaware of any other work that studies distance to 𝑘-th nearest
neighbour without finding any of the nearest neighbours.
Algorithms for Approximate Query Processing. Approximate
query processing (AQP) has many applications in data analytics,
with queries that contain an aggregation function and a selection
predicate, to report statistics from the data. Broadly speaking, the
methods can be divided into sampling-based methods [3, 11, 27,
54] and model-based methods [16, 28, 45, 61, 65]. Sampling-based
methods use different sampling strategies (e.g., uniform sampling,
[27], stratified sampling [11, 54]) and answer the queries based on
the samples. Model-based methods develop a model of the data
that is used to answer queries. The models can be of the form
of histograms, wavelets, data sketches (see [16] for a survey) or
regression and density based models [28, 45, 65]. Generally, these
works follow two step. Firstly, a model of the data is created. Then, a
method is proposed to use these data models to answer the queries.
The important difference between these works and ours is that the
models are created based on the database to answer specific queries.
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That is, a model is created that explains the data, rather than a
model that predicts the query answer. For instance, regression and
density based models of [45] are models of the data that are created
independent of potential queries. We experimentally showed that
our modeling choice allows for orders of magnitude performance
improvement. Secondly, specific models can answer specific queries,
(e.g. [45] answers only COUNT, SUM, AVG, VARIANCE, STDDEV
and PERCENTILE aggregations). However, our framework is querytype agnostic and can be applied to any aggregation function. In
this respect, our approach is similar to sampling-based methods that
can be applied to any aggregation function and selection predicate.
However, sampling-based methods fail to capitalize on information
available on either data points or query distribution, which results
in worse performance.
Machine Learning for Databases. There has been a recent trend
to replace different database components with learned models [22,
22, 26, 28, 30, 31, 38, 45, 47, 48, 51, 53, 65]. Most of the effort has
been in either indexing (on one dimensional indexes are studied in
[17, 22, 39], with extensions to multiple dimensions studied in [51],
using Bloom filters in [47, 48] and key-value stores in [30, 31]) or
approximate query processing (learning data distribution with a
model [65], using reinforcement learning for query processing [53]
and learning models based on the data to answer queries[28, 45])
with [38] discussing how they can be put together to design a
database system. The main observation in these bodies of work
is that a certain database operation (e.g. retrieving the location
of a record for the case of indexing in [39]) can be replaced by
a learned model. In our paper, we observe the overarching idea
that answering any query can be performed by a model, since
any query is a function that can be approximated. In this respect,
our work can be seen as a generalization of the recent work in
this area. Solving this more general problem requires a learning
method with strong representation power, which motivates our use
of neural networks. This is in contrast with simpler models used in
[38, 39, 45]. We further note that machine learning has been used to
solve various combinatorial optimization problems [36, 40, 52], but
we are unaware of any work that considers performing different
queries on the same database. We furthermore mention that for
many database queries polynomial-time exact solutions exist, that
makes sample collection easier, compared with solving NP-hard
combinatorial optimization problems.
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which may find applications in machine learning and feature learning. We further demonstrated that NeuroDB learns generalizable
pattern between query input and output which may prove useful
when there is missing data. To improve NeuroDB, future work can
focus on parallelism, better partitioning methods and understanding theoretical guarantees of the accuracy of the method. Model
prunning methods [9] that remove some of the unimportant model
weights can also be applied to reduce model size and evaluation
time for faster performance, at the cost of some accuracy.
Applicability to Other Query Types. Although our framework
is query-type agnostic and it can efficiently answer the database
queries we discussed, its applicability to other query functions can
be limited by (1) availability of enough samples, (2) complexity of
the required model and (3) difficulty in obtaining a corresponding
algorithm for training. The more complex the query function is,
the more training samples are needed to train the model, using a
corresponding algorithm to the query instances for training is more
difficult, and a larger model is needed (the larger the model, the
slower will be the query time). This is the reason we have made a
distinction between distance to nearest neighbour query and the
nearest neighbour query. Although they both have the same combinatorial algorithms to answer them (we need to find the nearest
neighbour to know the distance to the nearest neighbour), approximating one with a neural network is easier than the other. We
believe that issues (1) and (2) will be addressed in the future. Special
hardware for performing matrix multiplication are expected to become more powerful and prevalent [39], and methods to generate
more samples from the same distribution as some observed samples
are already being studied in the literature [65]. Regarding (3), we
note that our method is useful when some polynomial algorithm is
known for the query, which is used to obtain the correct answer for
queries during training (we emphasize that this algorithm is only
used to train our model in a preprocessing step, and is not used
at test time). In practice, if the above issues exist in a system, an
existing method can first be used to answer users’ queries, while every answered query is also used to train NeuroDB. After NeuroDB
reaches a certain accuracy threshold, it can replace the method it
learned from for better efficiency.
Changing Data and Query Distribution. We have only considered static databases for a given query distribution. In practice, both
the database and query distribution may change. The general problem is studied in the machine learning literature and is an active
area of research [42, 43, 57, 66]. However, interesting problems arise
in the case of NeuroDB. For instance, insertion of a new data point
changes the function that is approximated by a neural network in
a specific and query dependent way. More research is required to
study the possibility of updating a neural network to provide good
accuracy when the function changes. We note that a simple, but
expensive, approach to solve the problem is to frequently test NeuroDB on a (potentially changing) test set, and re-train the neural
networks whose accuracy fall below a certain threshold (not all the
neural networks in NeuroDB may need to be re-trained, as only
some of the partitions may be affected by new data points).

CONCLUSION, FUTURE WORK AND
DISCUSSION

We introduced NeurodB, a query-type agnostic neural network
framework for efficiently answering different database queries approximately. We empirically showed that NeuroDB can be used to
answer distance to nearest neighbour query with orders of magnitude performance improvement over existing state-of-the-art
as well as theoretically optimal algorithms. We further showed
that the same framework and neural network architecture can be
used to answer range aggregate queries with different aggregation
functions with significant improvement over state-of-the-art. This
shows the potential for utilizing a single framework to answer
different query types, which minimizes human time spent on designing algorithms for different query types. We also showed that
as a byproduct NeuroDB provides a differentiable query operator
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