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Abstract. Mixed-type data that contains both categorical and
numerical features is prevalent in many real-world applications.
Clustering mixed-type data is challenging, especially because of the
complex relationship between categorical and numerical features.
Unfortunately, widely adopted encoding methods and existing
representation learning algorithms fail to capture these complex
relationships. In this paper, we propose a new correlation-preserving
embedding framework, COPE, to learn the representation of categorical
features in mixed-type data while preserving the correlation between
numerical and categorical features. Our extensive experiments
with real-world datasets show that COPE generates high-quality
representations and outperforms the state-of-the-art clustering
algorithms by a wide margin.
Keywords: mixed-type data · clustering · correlation preserving.
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Introduction

Mixed-type data, which contains both categorical and numerical features, is
ubiquitous in the real world. It appears in many domains such as in network
data [35] with the size of packages (numerical) and protocol type (categorical),
and in personal data [26] with gender (categorical) and income information
(numerical). Clustering is an important data mining task that groups data
objects into clusters so that the objects in the same cluster are more similar
to each other than to those in other clusters. Mixed-type data clustering has
many real-world applications such as customer segmentation for differentiated
targeting in marketing [17] and health data analysis [41], [39]. However, most of
the existing clustering algorithms have been developed for only numerical [18],
[14], [38], [2], [12] or categorical data [22], [4], [1], [10], [32]. There are only a
handful of algorithms [6], [31], [16], [22] designed for mixed-type data.
A common approach to cluster mixed-type data is to generate numerical
representations for categorical features, e.g., by using onehot encoding, then
apply clustering algorithms designed for numerical data. The challenge of this
approach is finding a good numerical representation that captures the complex
relationship between numerical and categorical features. Simple encoding
methods, such as onehot, ordinal, and binary encoding, operate on individual
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features separately, and do not consider the relationship between features.
In recent years, neural networks [27], [36] have become a popular choice
for representation learning because of its capacity in approximating complex
functions. Autoencoder [36] is a natural choice for using a neural network to learn
the data representation. It is a typical neural model with full connections between
features and hidden units. However, a simple autoencoder that minimizes the
reconstruction error loss may not fully capture the correlation between features.
This paper proposes a COrrelation-Preserving Embedding framework
(COPE) to learn the representation for categorical features while preserving the
relationship between categorical and numerical features. The COPE framework
improves the representation learned by an autoencoder by incorporating two
sub-networks to capture the correlation between categorical, numerical, and
embedded data. By concurrently optimizing for representation learning and
correlation preservation, the embedded categorical data preserves its semantics
and the relationship with numerical features, thus providing more accurate
clustering results.
We evaluate our proposed approach using six real-world datasets in various
domains. Our extensive experimental results show that COPE outperforms other
methods in clustering metrics such as Adjusted Mutual Information (AMI) [37]
and Fowlkes-Mallows Index (FMI) [15]. The qualitative representation analysis
using t-SNE visualization [28] depicts the effectiveness of COPE in grouping
similar data into clusters. The convergence test shows that the COPE network
quickly converges after a few iterations.
The remainder of this paper is organized as follows. In Section 2, we formally
define the mixed-type data clustering problem and provide an overview of the
correlation between categorical and numerical features. In Section 3, we discuss
the current approaches for mixed-type data clustering. In Section 4, we introduce
our proposed approach COPE. In Section 5, we present our experimental results
in detail. We conclude the paper with discussion and future research directions
in Section 6.

2
2.1

Background
Problem Definition

Let us denote X = {x1 , x2 , ..., xN } ∈ X as a set of N objects in which each
object has dc categorical features and dn continuous features, i.e., F = Fc ∪ Fn
where Fc = {fc1 , ..., fcdc } and Fn = {fn1 , ..., fndn }. Each categorical feature fi
has a discrete value domain Vi = {vi1 , vi2 , ...}. For each data object x, its value
in a continuous and categorical feature is denoted by xn ∈ Xn and xc ∈ Xc ,
respectively. The problem can be defined as finding a good representation of
data points, which preserves the complex relationship between the features to
cluster data points accurately.
The challenge is that there might not be an order or apparent distances
between categorical values; hence, it is impossible to compute a co-variance
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Table 1: Example Mixed-Type Data
Area

Shape

Color

10
12
30
50
45
28
8
7

triangle
triangle
circle
circle
diamond
diamond
square
square

blue
blue
red
red
red
red
blue
blue

matrix of numerical and categorical features. We need to infer the relationship
between categorical and numerical features from the data. Table 1 demonstrates
one example of mixed-type data. Each row presents three features of one object.
The features “Shape” and “Color” are categorical, and the feature “Area” is
numerical. We assume that the order between the values in the categorical
features is not known a priori. From the data, we can infer that an object
with blue color and a triangle or square shape tends to have a small area
(less than 20). Therefore, a triangle can be inferred to be more “similar” to a
square than a circle. However, simple encoding methods, e.g., ordinal encoding:
{ triangle → 0, circle → 1, diamond → 2, and square → 3 }, do not capture
that relationship. To solve this problem, we need a mechanism to measure and
preserve the correlation between categorical and numerical features.
2.2

Correlation Between Numerical and Categorical Data

There are two main approaches to measure the correlation between a numerical
and a categorical feature, i.e., point biserial correlation [34], and regression [21].
The point biserial correlation coefficient is a special case of Pearson’s correlation
coefficient [7]. It assumes the numerical variables are normally distributed and
homoscedastic. The point biserial correlation is from -1 to 1. In the second
approach, the intuition is that if there is a relationship between categorical
and numerical features, we should be able to construct an accurate predictor of
numerical features from categorical features, and vice versa. This approach does
not make any assumption about the data distribution. To construct a predictor,
many different models such as Linear Regression [7], SVM Regression [11], and
Neural Network [33] can be used. Because of its robustness, we follow the second
approach in this study.

3

Related Work

In literature, there are three main approaches for clustering mixed-type data.
The first approach is finding a numerical representation of data then applying
clustering algorithms designed for numerical data. Basic encoding techniques,
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i.e., onehot, ordinal, and binary encoding, are typically used to transform
categorical features into numerical features. The basic encoding approach is
fast; however, it operates on individual features, hence, does not correctly
differentiate between categorical values or capture the correlation between the
features. Several techniques have been introduced to address these problems.
Autoencoder [3] takes the onehot encoded data as input to learn the compact
representation of data. However, autoencoder alone does not fully preserve the
correlations between features. DEC [42] is a variant of autoencoder, which
simultaneously learns feature representations and cluster assignments. DEC first
initializes its parameters with a deep autoencoder, then optimizes them by
iterating between computing an auxiliary target distribution and minimizing
the Kullback–Leibler (KL) divergence [19]. DEC focuses more on optimizing the
discrimination between data objects. Similarly, MAI [24] learns the pair-wise
relationship between features and focuses on learning the discrimination between
objects. It first estimates the density between each pair of categorical and
numerical feature. Then, each data object can be represented by a coupled
encoding matrix. In addition, MAI also has another representation of data
in the onehot encoding space. MAI takes these two representations as input
and employs a neural network to learn the data representation. MAI triggers
the learning process by preserving the distance orders in every set of three
data objects in the onehot encoding and couple encoding space. This approach
captures the pair-wise relationships between categorical and numerical features.
However, it does not capture the relationship between more than two features.
Besides, it preserves the order between data points in the onehot encoding space,
which is generally not accurate. Moreover, the process of estimating the density
of couplings is very time-consuming.
The second approach is converting numerical values into categorical values,
then applying clustering techniques designed for categorical data. The numerical
features are discretized into equal-size bins. K-modes [22], which is based on
k-means, is a common clustering technique for categorical data. K-modes uses the
Hamming distance, which is the number of features where two data objects differ.
K-modes tries to minimize the sum of intra-cluster Hamming distances from
the mode of clusters to their members. The mode vector consists of categorical
values, each being the mode of an attribute. Several categorical clustering
algorithms such as COOLCAT [4] and LIMBO [1] are based on minimizing the
entropy of the whole arrangement. However, the numerical discretization process
is information lossy, which can incur low clustering performance.
The third approach is applying algorithms designed for mixed-type data.
ClicoT [6] and Integrate [9] cluster mixed-type data by minimizing the Huffman
coding cost for coding numerical, categorical values, and model parameters.
K-prototypes [22] combines k-means for numerical features and k-modes [22]
for categorical features. It minimizes the intra-cluster distances, including the
Euclidean distances for numerical features and the Hamming distances for
categorical features. MDBSCAN in [5] introduced distance hierarchy as a
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distance measure suitable for categorical and numerical attributes and then
applied a modified DBSCAN [14] clustering.

4

Correlation Preserving Embedding for Categorical
Features - COPE

Instead of clustering data X in the original space X , we propose to first transform
the onehot encoded values Bc ∈ Bc of categorical features Xc ∈ Xc with a
non-linear mapping fθ : Bc → Zc where θ is a list of learnable parameters and
Zc is the latent embedding space, then concatenate the numerical embedding with
the normalized numerical features in Xn . In other words, the final representation
is [fθ (Bc ), Norm(Xn )], where Norm(.) is a normalization function to ensure
numerical values to be in the same range with the categorical embedding.
Such a representation allows to cluster the mixed-type input data with existing
algorithms designed for clustering numerical data. The dimensions of Zc is
typically much smaller than Xc in order to avoid “the curse of dimensionality”
[23]. To parameterize fθ , Deep Neural Network (DNN) is a natural choice due
to its theoretical function approximation property [20] and its demonstrated
feature learning capability [8]. Following this approach, our proposed COPE
network consists of two main components, i.e., a Deep Autoencoder [30] and
two Fully Connected Neural Networks (FCNN). Figure 1 illustrates our COPE
network design.
The Deep Autoencoder is a deep neural network efficient in representation
learning and is used to extract latent compact features from the categorical input
data. It can capture the relationship between the categorical variables. It consists
of two parts, the encoder and the decoder, which can be defined as transitions
Eφ and Dµ such that Eφ : Xc → Zc and Dµ : Zc → Xc . The learnable parameters
φ, µ are optimized by minimizing the reconstruction loss:
Lae = ||Xc − (EoD)Xc ||2

(1)

We parameterize φ and µ by deep fully connected networks with l layers,
respectively. In the encoder, after each layer, the number of units in a fully
connected layer is decreased by α. In contrast, in the decoder, after each layer,
the number of units in a fully connected layer is increased by α. The embedding
Zc is computed as follows:
Zc = fl (fl−1 (...(Xc )))

(2)

fi (x) = σ(Wi .x)

(3)

where
with σ is an activation function.
Our objective is to preserve the correlation between the two types of features
from the plain encoding and the embedding space. Let Cψ : Xc → Xn and
Cω0 : Zc → Xn be the functions mapping the categorical features in the plain
encoding space and embedding space to the numerical features, respectively.
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Fig. 1: The Correlation-Preserving Representation Learning Network - COPE. It
contains a Deep Autoencoder and two Fully Connected Neural Networks to learn the
representation of categorical features.

The parameters ψ, ω are optimized by minimizing the loss:
Lcr = L1 + L2 + L3

(4)

, where
L1 = ||Xn − C(Xc )||2 , L2 = ||Xn − C 0 (Zc )||2 , L3 = ||C(Xc ) − C 0 (Zc )||2

(5)

0

The losses L1 and L2 constrain C and C to learn the relationship between
categorical features in the plain encoding and embedding space with the
numerical features, respectively. The loss L3 constrains Xc and Zc to have similar
correlations with Xn . The intuition is that if L3 is small, C and C 0 will have
similar performance in predicting Xn . Similar to the encoder and decoder, we
parameterize ψ and ω by one fully connected layer, respectively. To optimize all
the parameters θ = {φ, µ, ψ, ω} concurrently, we combine the two loss Lae and
Lcr into one target loss and use Adam optimizer [25]:
L = Lae + Lcr

(6)

After the parameters are optimized, the encoder is used to compute the
embedding Zc from the categorical input data Xc . Then, the final data
representation [Zc , Norm(Xn )] is obtained. Consequently, clustering algorithms
for numerical data such as k-means [18] and DBSCAN [14] can be applied on
the final data representation.

5
5.1

Experiment Results
Experimental Methodology

We first examined the correlation preserving and convergence capacity of COPE.
Then we compared the performance of COPE with the baseline algorithms using
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the Adjusted Mutual Information [37] and Fowlkes-Mallows [15] scores. Finally,
we compared the quality of the representations produced by algorithms using
t-SNE visualization [29].
All the algorithms were implemented in Python. In COPE, the embedding
dimension was set to a half of the onehot encoding dimensions for categorical
features, and the parameter α was set to 1.2. In the Deep Autoencoder, in each
fully connected layer, we apply a sigmoid activation function. We used the Adam
optimizer with a learning rate of 0.001.

Baseline Algorithms. The baseline algorithms were selected carefully for
each mixed-type data clustering approach. For the first approach of converting
categorical values into numerical values, we selected Onehot, Ordinal, Binary
encoding as the standard encoding methods, Autoencoder (AE) as a typical
representation learning method, and MAI [24] as a state-of-the-art method.
For Autoencoder, we used three variants, i.e., AE-cat, AE-all, and DEC [42].
AE-cat takes only the one-hot encoded values of categorical values as input to
learn the representation for categorical features. AE-all takes both numerical
features and the one-hot encoded values of categorical values as input to learn
the representation for mixed-type data directly. DEC [42] is similar to AE-all
but simultaneously learns feature representations and cluster assignments. We
set the number of units in each layer of the encoder and decoder in these
autoencoder variants similarly to COPE. For the second approach of converting
numerical values into categorical values, we selected k-modes [22] because of
its popularity. Each numerical feature was discretized into ten equal-size bins.
For the third approach of using a clustering algorithm designed for mixed-type
data, we selected k-prototypes [22] as a popular algorithm and ClicoT [6] as the
state-of-the-art algorithm.

Clustering Metrics. In this study, we used the ground-truth classes to evaluate
the performance of clustering algorithms. The assumption is that the members
belong to the same classes are more similar than the members of different classes.
Hence, the goodness of a clustering assignment can be measured as its similarity
to the ground-truth classes. We used the two widely used clustering metrics, i.e.,
Adjusted Mutual Information (AMI) [37] and Fowlkes-Mallows Index (FMI) [15].
Adjusted Mutual Information. Let C, G denote the cluster and
ground-truth class assignments, respectively, of the same N data points. The
P|C|
entropy of C and G is defined as follows: H(C) = − i=1 P (i) log(P (i)), where
P|G|
P (i) = |Ci |/N , and H(G) = − i=1 P 0 (i) log(P 0 (i)) where P 0 (i) = |Gi |/N .
The mutual information between C and G is calculated by: M I(C, G) =
P|C| P|G|
P (i,j)
i=1
j=1 P (i, j) log P (i)P 0 (j) . The value of mutual information is adjusted for
M I−E[M I]
chance as follows: AM I(C, G) = mean(H(C),H(G))−E[M
I] , where E[M I] is the
expected value of the mutual information. The AMI value is ranged from 0 to
1. An AMI of 1 indicates two label assignments are equal.
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Fowlkes-Mallows Index. The Fowlkes-Mallows index is defined as the
TP
geometric mean of pair wise precision and recall: F M I = √
(T P +F P )(T P +F N )

where TP stands for True Positive, the number of pair of data points belonging
to the same classes and clusters; FP stands for False Positive, the number of pair
of data points belonging to the same classes but different clusters; FN stands for
False Negative, the number of pair of data points belonging to the same clusters
but different classes. The FMI value is ranged from 0 to 1. A FMI of 1 indicates
two label assignments are equal.
5.2

Datasets

We used six real-world UCI datasets [13] in various domains. The statistics of the
datasets are reported in Table 2, including the dataset name, dataset size, the
number of categorical features, numerical features, and classes. The KDD dataset
was extracted from the original KDD Cup 99 dataset to obtain more balancing
data. More specifically, we removed the classes with less than 1000 data points
and randomly selected at most 10000 data points for each remaining class. The
counts of classes are as follows: {‘back.’: 2203, ‘ipsweep.’: 1247, ‘neptune.’: 10000,
‘normal.’: 10000, ‘portsweep.’: 1040, ‘satan.’: 1589, ‘smurf.’: 10000, ‘warezclient.’:
1020} . For the Echo dataset, we removed the class with only one instance. For all
datasets, we imputed missing numerical values by mean values, and categorical
values by a value denoted by word “missing”.
Table 2: Statistics of UCI datasets
Datasets

Description

Size

dc

dn

Class

KDD
Income
ACA
CRX
Titanic
Echo

Network packages of different attacks
Census income data
Australian credit approval data
Credit card applications
Titanic’s passenger information
Patients with heart attack

37099
32561
690
690
891
131

7
9
8
9
5
2

34
6
6
6
4
8

8
2
2
2
2
2

5.3

COPE - Correlation Preservation and Convergence Test

We first examined the correlation preserving capacity and the convergence of
our proposed method, COPE.
Correlation Preservation. Table 3 reports the training losses of COPE for
all the datasets. As can be seen in this table, the losses L1 and L2 are small.
It shows that the mapping functions C and C 0 well represents the relationship
between categorical and numerical attributes in both the plain and embedding
space. The loss L3 is very small for all the datasets, which proves the correlation
preserving capacity of COPE. The autoencoder loss Lae is small, which shows
that the original data can be well reconstructed from the embedded data.
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Table 3: Training losses for all datasets.
Datasets

L1

L2

L3

Lae

KDD
Titanic
CRX
Income
ACA
Echo

0.0058
0.0024
0.012
0.0083
0.009
0.0296

0.0058
0.0017
0.0118
0.0083
0.008
0.0294

2.29E-07
1.17E-05
6.67E-06
2.42E-07
3.02E-06
1.54E-08

3.35E-05
1.30E-04
6.50E-04
1.07E-04
5.30E-05
1.40E-04

Convergence Test. We applied k-means clustering [18] on the learned
representation and reported how the loss and AMI change across epochs. We
used the number of ground-truth classes to set the parameter k - the number of
clusters. Figure 2 reports the AMI and the training loss with the KDD dataset
in 50 epochs. Similar results can be obtained with the other datasets. As can be
seen in this figure, the AMI and total training loss converged within 10 epochs.

(a) AMI

(b) Training Loss

Fig. 2: Convergence test on dataset KDD.

5.4

Clustering Results

We applied k-means clustering [18] on the data representation produced by
the methods producing numerical representation and compared their AMIs
and FMIs. We also compared them with ClicoT [6] and k-prototypes [22]
designed for mixed-type data, and k-modes [22] desgined for categorical data.
The number of clusters k in k-means, k-modes, and k-prototypes, was set to be
the number of ground-truth classes. The results are reported in Tables 4 and 5
with all the datasets. As reported in these tables, the AMI and FMI of COPE
were the highest for all the datasets. The top three performers were COPE,
MAI, and DEC, which produce numerical representation. On average, COPE
demonstrated approximately 37% and 30% improvement in AMI over DEC
and MAI, respectively. MAI and DEC optimized the discrimination between
data points and did not well preserve the relationship between categorical
and numerical features. In most cases, we observed AE-all outperforms AE-cat
because AE-all is able to integrate all features. However, for the KDD and Income
datasets, we observed AE-cat performs better than AE-all. This is because
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the correlation between categorical and numerical features was not capture
correctly in AE-all. ClicoT automatically determines the number of clusters,
which might be different from the number of ground-truth classes. K-prototypes
uses Hamming distance for categorical features, which does not capture the
relationship between categorical and numerical features and offers the lowest
performance. The basic encoding methods, i.e., Onehot, Ordinal, and Binary,
do not consider any relationship between features, hence, they also offered low
clustering performances.
Table 4: Clustering performance - AMI. The results of COPE and numerical
representation methods are obtained using k-means.
Numerical Representation

Datasets
Onehot
0.77
0.11
0.43
0.02
0.23
0.11
0.28

KDD
Income
ACA
CRX
Titanic
Echo
Average

Ordinal
0.64
0.02
0.02
0.02
0.02
0.21
0.16

Binary
0.79
0.10
0.01
0.02
0.23
0.01
0.19

MAI
0.71
0.13
0.43
0.43
0.06
0.32
0.37

AE-all
0.76
0.11
0.36
0.16
0.23
0.44
0.34

AE-cat
0.77
0.13
0.22
0.01
0.08
0.01
0.20

DEC
0.73
0.13
0.16
0.43
0.23
0.44
0.35

Categorical
Representation
K-modes
0.71
0.09
0.23
0.20
0.09
0.11
0.24

Designed for
Mixed-Type Data
ClicoT K-prototypes
0.74
0.72
0.03
0.00
0.18
0.28
0.18
0.03
0.07
0.08
0.26
0.37
0.24
0.15

COPE
0.82
0.17
0.44
0.44
0.23
0.59
0.48

Table 5: Clustering performance - FMI. The results of COPE and numerical
representation methods are obtained using k-means.
Numerical Representation

Datasets
KDD
Income
ACA
CRX
Titanic
Echo
Average

5.5

Onehot
0.78
0.64
0.75
0.56
0.69
0.56
0.66

Ordinal
0.68
0.32
0.61
0.52
0.52
0.52
0.53

Binary
0.82
0.34
0.53
0.56
0.69
0.53
0.58

MAI
0.72
0.65
0.75
0.54
0.54
0.79
0.67

AE-all
0.77
0.56
0.71
0.62
0.69
0.80
0.69

AE-cat
0.78
0.65
0.65
0.50
0.63
0.53
0.62

DEC
0.75
0.65
0.61
0.75
0.69
0.80
0.71

Categorical
Representation
K-modes
0.73
0.34
0.68
0.64
0.61
0.64
0.61

Designed for
Mixed-Type Data
ClicoT K-prototypes
0.77
0.77
0.24
0.41
0.41
0.69
0.47
0.68
0.38
0.08
0.71
0.37
0.50
0.50

COPE
0.83
0.67
0.77
0.77
0.69
0.88
0.77

Data Representation Analysis

There are several approaches for data visualization such as PCA [40], and
t-SNE [29]. They are both used for dimensionality reduction. While PCA is
a linear projection, t-SNE uses the local relationship between data points to
create a low-dimensional mapping. Similar data points in the original space
tend to have small distances in the t-SNE mapping. Because of the capacity to
capture non-linear dependencies, we adopted t-SNE to compare the quality of
the mixed-type data representations.
Here, we compared the top six methods that provide numerical
representations, i.e., COPE, DEC, MAI, AE-all, Onehot, and AE-cat. In t-SNE,
we set the perplexity to be 100, and the number of iterations to be 5000. Figures
3 and 4 illustrate the representations of the methods for the KDD and Echo
datasets, respectively, in a two dimensional t-SNE mapping. The representations
of the other datasets are in the Appendix section. Different colors represent
different ground-truth classes.
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(a) COPE

(b) AE-all

(c) MAI

(d) Onehot

(e) AE-cat

(f) DEC
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Fig. 3: The t-SNE visualization of data representations on the KDD dataset.

(a) COPE

(b) AE-all

(c) MAI

(d) Onehot

(e) AE-cat

(f) DEC

Fig. 4: The t-SNE visualization of data representations on the Echo dataset.

The KDD dataset with eight different classes is plotted in red, blue, green,
grey, yellow, pink, purple, and brown colors. As shown in Figure 3, in COPE,
most data points with the same classes are grouped into clusters, and the clusters
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are separated quite clearly. The three largest groups are green, pink, and purple.
Meanwhile, in the other methods, we only observed at most five major classes
clearly with green, purple, yellow, brown, and red colors. Many data points
in other colors, e.g., pink data points, were hidden among green and purple
data points. Note that the group of pink data points is the largest group in
the KDD dataset. It shows the much better separability of COPE compared
to other methods. In MAI and DEC, we observed quite clearly groups of data
points. However, each group consists of data points in different classes. In Onehot
and AE-cat, more data points were scattered because they do not consider the
relationship between categorical and numerical features.
For the Echo dataset, which has two different classes, as shown in Figure 4,
there are two big groups of red data points in all methods. Similar to the KDD
dataset, COPE has the fewest number of grey data points, which were falsely
grouped with the red data points. The second best representation is AE-all. That
explains why COPE and AE-all are the top two performers for the Echo dataset
in clustering.

6

Conclusions

In this paper, we proposed COPE, a framework to learn representation
for mixed-type data. It learns the embedding for categorical features using
an autoencoder and two sub-networks to preserve the correlation between
categorical and numerical features. We showed that COPE generates higher
quality representation and offers better clustering results than the competing
methods by more than 30% in widely used clustering metrics. As future work,
COPE can be combined with techniques that refine the representation to enhance
the discrimination between objects as in DEC for further improvement of the
representation quality. We can also learn the embedding for numerical features
using COPE by switching the roles of numerical and categorical features.
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Appendix
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Fig. 5: The t-SNE visualization of data representations on the ACA dataset.
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Fig. 6: The t-SNE visualization of data representations on the CRX dataset.
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Fig. 7: The t-SNE visualization of data representations on the Titanic dataset.
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Fig. 8: The t-SNE visualization of data representations on the Income dataset.

