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Abstract—With the popularity of mobile devices, Spatial
Crowdsourcing (SC) is emerging as a new framework that
enables human workers to perform tasks in the physical world.
With spatial crowdsourcing, the goal is to outsource a set of
spatiotemporal tasks (i.e., tasks with time and location) to a
set of workers, which requires the workers to be physically
present at the location of the tasks in order to perform them.
Research eﬀorts have focused on diﬀerent aspects of SC, such
as task assignment, task scheduling and protecting workers’
privacy. However, one of the biggest challenges for the research
community is the absence of public real-world datasets from SC
applications such as Uber, TaskRabbit, etc. Therefore, we propose
a synthetic workload generator for the SC applications, namely
SCAWG1, to produce common datasets for experimentation,
thus leading to reproducible research. SCAWG facilitates and
standardizes workload generation in SC research. Speciﬁcally,
SCAWG considers realistic spatiotemporal properties and behaviors for both workers and tasks. In addition, to further emulate
the real-world workloads, it considers various application-speciﬁc
constraints and properties of workers and tasks as well as
their temporal arrival patterns. SCAWG is very ﬂexible and
thus can be customized for diﬀerent spatial crowdsourcing and
crowdsensing applications via a set of user-deﬁned parameters
and distributions. We developed an open-source toolbox2 to
demonstrate the feasibility and applicability of SCAWG. The
toolbox is designed to be generic and extensible, which would
expedite experimental studies.
Index Terms—Spatial Crowdsourcing, Mobile Crowdsensing,
Datasets, User Mobility

I. Introduction
Today’s mobile phones are powerful devices that can act
as multi-modal sensors collecting and sharing various types
of data, e.g., picture, video, location, movement speed, direction and acceleration. Spatial Crowdsourcing (SC) [1] is
emerging as a novel and transformative platform that engages
individuals, groups and communities in the act of collecting,
analyzing, and disseminating environmental, social and other
information for which spatiotemporal features are relevant.
With SC, task requesters outsource their spatial tasks to a set of
workers, i.e., individuals with mobile devices that perform the
tasks by physically traveling to speciﬁed locations of interest.
The nature of tasks may vary from environmental sensing to
capturing images. Typically, requesters and workers register
with a centralized spatial crowdsourcing server (SC-server)
that acts as a broker between the two parties. SC has numerous
1Spatial Crowdsourcing for Adaptive Workload Generator
2https://github.com/infolab-usc/SCAWG
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applications in domains such as environmental sensing [2],
crisis response [3] and urban planning [4].
Consider an emergency response scenario where the Red
Cross (i.e., requester) is interested in collecting pictures and
videos of from various locations in a country (e.g., the Nepal
earthquake in 2015). The requester can issue a query to the
SC-server, and the request is then forwarded to workers that
are situated in the proximity of the zones of interest. The
workers record photos and videos using their mobile phones
and send the results back to the requester. A special case of
SC is Spatial Crowdsensing where the workers are pinged to
provide information at their current locations, either implicitly
by exploiting the sensors on their mobile devices or explicitly
by, for example, asking the user to send a text, ﬁll a form,
take a picture or report precipitation [2], [4]–[8].
Recently spatial crowdsourcing [1], [2], [4], [9]–[13] and
spatial crowdsensing [5]–[8] have attracted extensive attention
in the research community and industry [14]–[16]. However,
to the best of our knowledge, there exists no real-world public
dataset available for research purposes. Most experimental
evaluations are based on proprietary data [17], [18], users’
historical call records [4], [5] or synthetic datasets [1], [2],
[7]–[13]. The call records (or mobility data) do not represent
actual datasets needed for the SC studies, in which workers
respond to tasks posted by requesters. Hence, the generated
synthetic datasets from these studies may not represent the
properties of real-world SC datasets and can only be used for
a particular setting of SC or sensing application.
To ﬁll this gap, we propose SCAWG for generating synthetic SC workloads with realistic spatiotemporal properties.
The generated datasets, which consist of both worker and
task information, are either purely synthetic or adapted from
geosocial datasets with users’ check-in information, such as
Gowalla3 and Yelp4. These geosocial datasets show realistic
mean contribution distances [19] of the users, characterizing
the task locality property in SC, i.e., workers tend to perform
nearby tasks [1], [18]. With purely synthetic data, since a
single spatial distribution may not be able to simulate spatial
distribution of some geosocial phenomena, SCAWG introduces
the mixed distributions to mimic complex behaviors observed
in the real world. The mixed distribution (i.e., either spatial or
temporal) combines multiple primitive distributions supported
3snap.stanford.edu/data/loc-gowalla.html.
4yelp.com/dataset_challenge

with SCAWG (e.g., Uniform, Gaussian). An obvious beneﬁt
of SCAWG is that researchers can reuse our common, wellstructured and extensible datasets in their evaluation studies.
With SCAWG, algorithms can be compared on the same
workload, facilitating the reproducibility of research ﬁndings.
As SC aims to provide a generic platform for diﬀerent
campaigns, our basic workload includes only the core requirements of spatial workers and tasks. In particular, each
task (or worker) comprises an initial location, a start time
(i.e., arrival/online time) and an end time (i.e., expiry/oﬄine
time). The locations of workers or tasks follow a spatial
distribution (e.g., 2D Gaussian) while their start times follow
a temporal distribution (e.g., Poisson). In Figure 1, given a set
of conﬁgurable parameters and distributions, the Basic Workload Generator outputs two separate CSV-formatted ﬁles for
workers and tasks, which contain the basic requirements of
these entities in generic SC applications.
The basic workload generator is appropriate for many SC
applications; however, other real-world SC applications may
have application-speciﬁc constraints, properties or patterns
for the workers or tasks. Consequently, we also propose
the Advanced Workload Generator that considers these
requirements and subsumes the basic generator (Figure 1).
First, workers and tasks may have many constraints. For
example, to avoid receiving too many tasks, a worker can set
the maximum number of tasks he can perform within a time
period, namely capacity. The worker can also set a spatial
region within which he is willing to travel. A task may require
a certain number of times it needs to be performed [12],
[20]. Furthermore, there are diﬀerent kinds of tasks, e.g.,
tasks that require trustful workers [20], need a speciﬁc set of
skills [21] or are associated with rewards [17], [18]. Second,
the advanced generator takes into account worker identity,
which can be used to either improve task allocation [1], [2],
[21] or avoid repetitive activations of the same workers [2].
We also introduce the concept of workers’ activeness, in
which active workers are likely to be available more often and
perform more tasks [17], [18]. Third, we consider temporal
arrival patterns for the workers (or tasks) over time.
The remainder of the paper is organized as follows. In
Section II, we formally deﬁne workers and tasks in a SC
environment. Section IV discusses the basic workload generator and Section V presents the advanced workload generator.
Finally, we conclude with a summary in Section VI.
II. Preliminaries
In this section, we formally deﬁne terminologies that are
widely used throughout the paper.
Deﬁnition 1 (Spatial Task): A spatial task t is a query to
be answered at location l associated with a time period [s, e],
where s, e are the start and expiration times, respectively.
In SC, a spatial task t can be answered only if the worker
is physically located at the location l. A spatial task t can be
completed only if it has been answered before its deadline.
Deﬁnition 2 (Worker): A worker, denoted by w, is a person
who volunteers to perform spatial tasks. A worker can be in

an either online or oﬄine mode. A worker is online when he
is ready to accept tasks. An online worker is associated with
a unique id, his location l and a time range [s, e], where s is
the start time, and e is the end time.
There are two modes of SC applications [1]. In the Worker
Selected Tasks (WST) [10] mode, the SC-server publishes the
spatial tasks online, and workers can autonomously choose
any tasks in their vicinity without the need to coordinate with
the SC-server. In the Server Assigned Tasks (SAT) [1], [11],
[21] mode, the server has the overall information of the tasks
as well as the available workers. The server is responsible for
assigning the spatial tasks to the workers. SCAWG is oblivious
to the mode (WST or SAT) and the generated workloads can
be used by both modes of applications.
In addition, SCAWG can be used to generate workload for
both SC and its special case of crowdsensing. SC workers
may have various contraints (e.g., travel distance [1], [9], [10],
[20], [21]) while crowdsensing workers are not required to
travel [2], [4]–[6]. On the other hand, SC or crowdsensing
tasks may have constraints depending on speciﬁc applications
(e.g., in order to perform a task, workers are required to be
within a distance from the task [2], [6]). Therefore, we propose
a two-phase workload generator to be presented.
III. SCAWG Toolbox
Given a time period and a set of user-deﬁned parameters,
the basic function of SCAWG is to generate workers and tasks
based on two spatial distributions, (i.e., locations of workers
and tasks) and two temporal distributions (i.e., start time and
duration), respectively. SCAWG supports various types of 2D
and 1D distributions for spatial and temporal properties of
tasks (or workers), respectively. A distribution in SCAWG can
consist of a combination of many primitive distributions. For
example, a distribution D in SCAWG can be a combination of
distributions A and B such that a sample from D is 70% of
the times drawn from A and 30% of the times drawn from B.
Being able to combine multiple distributions, allows SCAWG
to simulate complex behaviors observed in the real world.
Figure 1 shows the overview of our workload generation
process, which consists of two components: (1) basic workload
generation (Section IV), (2) advanced workload generation
with considerations from real-world applications (Section V).

Configurable
parameters/
distributions

Basic Workload Generator
• Location (spatial distribution)
• Start/end time (temporal distribution)
Advanced Workload Generator
• Application-specific constraints, e.g.,
working region, worker capacity
• Worker activeness (activeness dist.)
• Temporal workload (workload dist.)

CSV-formatted
files for workers
and tasks

Fig. 1: Overview of the SCAWG toolbox.

IV. Basic workload generation
In a SC system, tasks and workers have spatial (location)
and temporal (start time, end time) properties. Therefore, at the
very least, every SC workload has to generate these properties
for its tasks and workers.
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Fig. 2: Distributions of points of interest in real-world datasets.

In order to generate the locations for workers/tasks, we
propose to not only use synthetic models but also repurpose
real-world distributions from geosocial datasets.
We study the properties of the real-world geosocial datasets
such as Gowalla, Yelp and Foursquare to emulate the spatial
distributions for workers and tasks since they are the closest
datasets to SC workload5. We assume that the users in these
datasets are spatial workers, and checking in a spot is equivalent to completing a spatial task at that location. Gowalla is a
location-based social network, where users are able to check
in at diﬀerent locations in their vicinity. On the other hand,
the Yelp data includes locations of businesses, users and user
reviews. Finally, Foursquare contains the check-in history of
users to the venues. Figure 2 shows the distributions of the
data points in these datasets. It seems that Yelp restaurants
resemble Gaussian distribution while Gowalla check-ins and
Foursquare venues do not follow any particular distribution.
Although these geosocial datasets are not real SC applications, they share similar task locality property [11] of SC
datasets. That is, workers are more likely to perform nearby
tasks in the real-world SC environments [1], [18]. As shown
in [18], 90% percent of workers travel less than 40 miles daily,
and the average travel distance for a worker is 27 miles. Hecht
et. al. [19] have observed a similar property from the contents
posted by Flickr and Wikipedia users, and they propose a
measurement termed as the mean contribution distance (MCD)
for each worker. The formal deﬁnition of MCD is as follows:
MCD(wi ) =

j=1

n

(1)

where L(wi ) is the location of worker wi , and L c j are the
locations of its n contributions.
Figure 3 illustrates the cumulative ratio of users for diﬀerent
datasets when varying MCDs. We select 90% MCD percentile
value as the Maximum Travel Distance (MTD), and consequently the MT D values for Gowalla, Yelp and Foursquare
datasets are 3.6 km, 13.5 km and 16.5 km, respectively. This
indicates that these datasets exhibit the locality property.
Moreover, SCAWG supports various well-known distributions for generating workers’ and tasks’ initial locations such
as UNIFORM, ZIPFIAN, GAUSSIAN, CHARMINAR, etc.
For example, with UNIFORM, workers (or tasks) are uniformly distributed in the given area in Figure 4a; whereas, with
5Other datasets such as taxi GPS trajectories are also applicable.
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Fig. 4: Synthetic distributions of workers and tasks.

GAUSSIAN, workers (or tasks) are grouped into a number of
clusters as shown in Figure 4b. Our observation from realworld geosocial datasets is that workers (or tasks) tend to
group into certain areas of cities with a higher probability,
e.g., there’s a higher probability to observe more workers in
the downtown area than rural area. Hence, a combination of
GAUSSIAN distributions seems to be the closest to the realworld distributions. Figure 4c shows a MIXTURE distribution,
where half of the data points are sampled from UNIFORM and
the other half from GAUSSIAN.
B. Temporal Distributions of Workers and Tasks
Temporal dynamism is another aspect of spatial crowdsourcing that needs to be considered for any workload. Workers
and tasks can arrive at any point in time which we refer to as
the start time. To support all SC applications, we present two
diﬀerent modes for synthetically generating start times.
The ﬁrst mode generates a random number of start times
within each unit of time (UOT). SCAWG supports diﬀerent
granularities for UOT, such as second, minute or hour. Also,
the number of tasks generated within each time interval is a
random variable itself. This random variable can follow any
distribution, e.g., UNIFROM, GAUSSIAN, POISSON, etc.
For example, if the distribution is a Poisson distribution, for
each UOT, we draw one sample from the Poisson distribution
which gives the total number of arrival times within that UOT.
Assuming X is the number of arrival times in the UOT, in this
mode SCAWG uniformly distributes the X start times within
the UOT. Although the distribution of arrival times in one UOT
is uniform, but over all the UOTs, the distribution of arrival
times follow a Poisson distribution [22].

With the second mode of arrival time generation, instead of
the number of tasks (or workers) per UOT, the input contains a
random variable representing the interarrival times of tasks (or
workers). The interarrival time is the time diﬀerence between
the arrival times of two consecutive tasks (or workers). This
random variable follows any of the supported distributions in
SCAWG.
With both modes of arrival time generation, except when the
number of tasks per UOT or the interarrival time is constant,
SCAWG cannot exactly control the total number of start times
generated during the input time interval due to the randomness
introduced in generating the start times. Therefore, for both
modes, instead of providing the end of the time interval, users
of SCAWG can provide the total number of requested tasks (or
workers).
In addition to arrival time, each task has a deadline
and workers will leave the system at some point in time6.
In SCAWG, instead of assigning tasks and workers with
an end time, we assign a duration to them such that
end_time − start_time = duration. The duration of a task (or
worker) is application dependent. However, SCAWG can generate random variables based on a combination of primitive
distributions. This allows SCAWG to accommodate the requirements of diﬀerent applications regarding the duration of tasks
and workers.
C. Basic Workload Generation
Algorithms 1 and 2 show the process of generating tasks (or
workers) based on the number of tasks (or workers) per UOT
and interarrival time, respectively. Note that tasks and workers
use the same basic workload generators. In both algorithms,
the while loop continues until the end of the given time
interval. If the input contains a total number of requested tasks
instead of the end of the time interval, the while loop in both
algorithms can be changed so that it continues generating tasks
until a certain number of tasks are created.
Algorithm 1 BasicWorkloadGen_PerUnit(t Dists, [s, e])
Input: t Dists contains spatial, arrival time and duration distributions for tasks and [s, e] is the time interval.
Output: L a list of tasks.
1: Initialize L = {} ; time = s
2: while time < e do
3:
X = t Dists.arrival.sample()
4:
for i = 1 to X do
5:
Task t
6:
t.l = t Dists.spatial.sample()
7:
t.s = time + rand() ∗ UOT
8:
t.e = t.s + t Dists.duration.sample()
9:
L ← L + {t}
10:
end for
11:
time+ = UOT
12: end while
6Hereafter, we use end time for both a task’s deadline and the time a worker leaves
the system.

Lat
37.7615
37.7719

Lon
-122.4257
-122.4039

Start Time (s)
0
43,200

End Time (s)
86,400
129,600

TABLE I: Sample data of generic workers/tasks. Each row represents one worker/task.
Start and end times indicate the availability of a worker/task.
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Fig. 5: Examples of worker and task types.

In line 6 of Algorithm 1, the task location is generated
randomly from the either synthetic (e.g., UNIFORM, GAUSSIAN) or real-world (e.g., Gowalla, Yelp) spatial distributions.
In line 7, the method rand() generates a uniformly random
value between 0 and 1. This ensures that t.s is uniformly
distributed between the interval [time,time + UOT]. Table I
shows an example of basic tasks. More data can be found in
https://github.com/infolab-usc/SCAWG.
Algorithm 2 BasicWorkloadGen_InterArrival(t Dists, [s, e])
Input: t Dists contains spatial, arrival time and duration distributions for tasks and [s, e] is the time interval.
Output: L a list of tasks.
1: Initialize L = {} ; time = s
2: while time < e do
3:
Task t
4:
t.l = t Dists.spatial.sample()
5:
t.s = time + t Dists.arrival.sample()
6:
t.e = t.s + t Dists.duration.sample()
7:
L ← L + {t}; time = t.s
8: end while

V. Advanced Workload Generator
In this section, we present our advanced workload generator
by incorporating more features for real-world SC applications.
Speciﬁcally, we consider the following three aspects: (1)
application-speciﬁc constraints for both workers and tasks,
(2) worker identity and activeness, (3) temporal workload
distribution.
A. Application-speciﬁc Constraints
The aim of spatial crowdsourcing is to provide a generic
platform for diﬀerent campaigns. Therefore, our basic workload generator includes the essential requirements only (i.e.,
location, arrival time and duration) for spatial workers and
tasks. However, in practice, SC campaigns might have various
requirements for both workers and tasks. For example, workers
can receive awards once tasks have been completed [9] or
crowdsensing tasks can be associated with regions such that
only enclosed workers are eligible to perform the tasks [2],
[6]. We hereby present how to extend our basic worker (or
task) for speciﬁc SC applications.

End Time (s)
86,400
129,600

Radius (r)
5000
1,000

TABLE III: Sample sensing tasks with radius constraint (one time period).

1) Constraints of Workers: In real-world SC applications,
workers can have various constraints. Figure 5a shows three
kinds of workers, which are extended from the basic worker.
In particular, each RegionWorker [1], [9], [10], [20], [21]
is associated with a spatial region R and a capacity maxT,
i.e., the maximum number of tasks he is willing to perform. A TrustWorker is associated with a reputation [20] or
conﬁdence [12], where a high-conﬁdence task only accepts
workers with high-reputation scores. Finally, workers’ skill
sets and expertise have also been considered in [21], termed
as ExpertWorker. The values of R, maxT and skillsets follow a particular distribution, e.g., RANDOM, GAUSSIAN,
ZIPFIAN or MIXTURE. An example of RegionWorker with
constraints (i.e., R, maxT) is given in Table II.
2) Constraints of Tasks: Similarly, generic tasks can be
extended to encompass diﬀerent constraints. Figure 5b shows
three task types. TrustTask [20] and ExpertTask [21] correspond to TrustWorker and ExpertWorker in Figure 5a, respectively while SensingTask [2], [6] is associated with a spatial
region, and aims to collect information for that region, e.g.,
the precipitation level, air pollution and temperature. With
SensingTask, workers who are within a task’s vicinity are
eligible to perform it. Consequently, SensingTask is usually
associated with a radius r, which indicates that only workers
within a circular range of r are able to perform the task.
Table III illustrates examples of SensingTask.
B. Worker Identity and Worker Activeness
Given the total number of workers for one time period, our
basic workload generator produces a set of distinct workers.
However, in practice the same worker may be online multiple
times. In such a case, worker’s identity can be used to
diﬀerentiate workers from each others. Worker’s ID can be
helpful to enhance task assignment in SC applications [1], [2],
[21], and/or to avoid repetitive activation of the same worker
in a short time [2].
An important factor when considering the ID is that workers
are not online with the same probability (i.e. availability),
which means that some workers tend to be more active than
others. Thus, we introduce the concept of worker’s activeness,
which indicates the probability of one worker to be online and
ready to perform tasks7. Hence, the worker’s activeness is a
value between 0 and 1. The higher the value, the more likely
he will be online and perform tasks.
Consequently, we include both worker’s identity and activeness into our workload generator. The intuition is that active
workers are likely to be online than inactive ones. In Table II,
the worker with activeness value 0.2 (i.e., ID 91375) appears
two times more than the worker with activeness value 0.1
7Activeness is related to the concept of worker’s willingness deﬁned in [17], [18],
which indicates his willingness to travel and to perform tasks.
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Fig. 6: Three samples of synthetic workload data.

(i.e., ID 41292). Therefore, we propose to use the roulette
wheel algorithm to decide the workers that can appear in one
time period. Speciﬁcally, given a worker pool of W workers
and the activeness value of each worker (i.e., a1 , a2 , ..., a |W | )8,
the algorithm generates a random integer r between 1 and
 |W |
ai , and
|W | such that r will appear with probability ar / i=1
the worker who corresponds to the random number r will be
chosen.
C. Temporal Workloads
In some real-world SC applications, workers and tasks do
not uniformly arrive during a certain time period. On the
contrary, they have dynamic arrival patterns, i.e., the number
of available workers and tasks varies over time. For example,
Musthag et al. [18] show the time-of-day usage pattern of
workers in real mobile crowdsourcing applications, which
indicates the worker availability peak is between 4 pm and
7 pm when they leave their daily jobs. These patterns can be
used to predict the availability of workers and tasks, which has
been shown to improve the quality of task assignment [1], [2].
In the following, we discuss how to generate both synthetic
and real-world temporal arrival patterns.
1) Synthetic Temporal Workload: The idea of temporal
workload generation is to split the entire time period into
shorter time periods, and use SCAWG’s basic generator to
generate appropriate workloads for every smaller time period.
In particular, dividing the entire duration into T time periods,
we generate a given number of available workers (or tasks) per
time period using one of the following functions: INCREASING, DECREASING, POISSON, ZIPFIAN and COSINE.
Figure 6 shows some sample distributions with 1000 as the
mean value.
2) Real-world Temporal Workload: We adapt the idea of
temporal workload from the real-world datasets. Similar to
the synthetic method, we also divide datasets into a number
of time periods based on time of activities (i.e., review time
for Yelp, and check-in time for Gowalla and Foursquare).
We observe temporal arrival patterns in these datasets as
well. Figure 7a shows the number of check-ins per time
period (i.e., one-hour length) in the Foursquare dataset. During
weekdays, we see three peaks: in the morning when people go
to work, at lunchtime, and between 6 pm and 8 pm when they
commute. During weekends, user activity presents one longlasting plateau between noon and 10 pm. We also observe peak
activity during weekends in Gowalla dataset from Figure 7b
(i.e., time period length is a day).
8The activeness values can be generated from any 1D distribution.
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Lon
-122.4257
-122.4039
-122.4756

Start Time (s)
0
43,200
172,800

End Time (s)
86,400
129,600
259,200

R
[37.7;-122.5;37.8;-122.4]
[37.7;-122.5;37.8;-122.3]
[37.7;-122.5;37.8;-122.4]

maxT
3
2
2

Worker Id
91375
41292
91375

Activeness
0.2
0.1
0.2

700
600
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0

1400
Onlline worker count

On
nline worker count

TABLE II: Sample workers with constraints (one time period). Each row represents one worker.
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Fig. 7: The number of check-ins varies over time periods.

D. Advanced Workload Generation
In this section, we propose Algorithm 3 to generate a
wide range of datasets by combining the spatial and temporal
distributions of workers and tasks and their temporal arrival
patterns. Lines 2 and 3 generate a set of worker and task
counts, respectively. The function TemporalPattern generates
a particular temporal pattern with a mean value. Lines 5-6
calculate arrival time distribution of the tasks using Poission
distribution. Line 7 generates a set of basic tasks for each time
period. Line 8 appends the application-dependent constraints
to the tasks based on the task type. Similar approach is
used to generate a set of workers in the current time period
(Lines 9-12). Note that the worker IDs can be generated in the
method BasicWorkloadGen_PerUnit using the roulette wheel
algorithm. Line 13 outputs locations, times and applicationdependent properties of tasks and workers into two CSV ﬁles,
one for workers (Table II) and one for tasks (Table III).
Algorithm 3 Advanced Workload Generation
1:

2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

Input: number of periods T, worker type wType, task type tType,
periods[], worker/task distributions wDists, tDists, worker/task
patterns wPattern, tPattern
wCounts[] ← TemporalPattern(T, wMean, wPattern)
tCounts[] ← TemporalPattern(T, tMean, tPattern)
for i = 1 to periods.size do
t Rate = tCounts[i] ∗ UOTperiods[i].length
t Dists.arrival = Poisson(t Rate)
tasks ← BasicWorkloadGen_PerUnit(tDists, periods[i])
tasks ← ApplyConstraints(tasks, tType)
wRate = wCounts[i] ∗ UOTperiods[i].length
wDists.arrival = Poisson(wRate)
workers ← BasicWorkloadGen_PerUnit(wDists, periods[i])
workers ← ApplyConstraints(workers, wType)
Dump tasks and workers to into two CSV ﬁles
end for

VI. Conclusion
We presented a toolbox for generating synthetic SC workloads with realistic spatiotemporal properties, based on the
spatial and temporal distributions of workers and tasks as
well as their temporal workload patterns observed over time.
Diﬀerent properties of tasks and workers were identiﬁed

from the examples of real-world datasets. We explained the
data generation process and devised two algorithms, one
for generating basic workload and another for generating
advanced workload with various real-world considerations,
i.e., application-speciﬁc constraints of workers and tasks, their
temporal arrival patterns and worker activeness. The properties
of the synthetically generated data exhibit equivalent characteristics to the real data, and hence can be used in a variety
of SC research.
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