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ABSTRACT
In this paper, we study the problem of publishing a synopsis
of two-dimensional datasets using differential privacy. The
challenge is to enable accurate answers range count queries
given a privacy budget. The state-of-the-art methods either construct a hierarchy of the partitions, or lay a one or
two-level equi-width grid over the data domain, which are
not suitable for high dimension and skewed datasets, respectively. To overcome such issues, we propose a technique that
takes advantage of a two-level tree and a data-dependent
method, namely private h-tree. As the height of the tree
is kept low, h-tree requires less budget for node counts and
thus more budget can be used for median splits. As splitting points of h-tree must be selected privately, we propose
a recursive budget strategy to minimize noise added to the
queries by reducing the number of median splits from linear
to logarithmic. As a data-dependent approach, private htree provides accurate answers for range count queries under
skewed data distribution. Experimental results on both realworld and synthetic datasets compare the accuracy of our
proposed solution with the state-of-the-art methods, showing the superiority of our approach, particularly with skewed
datasets in the presence of outliers.

Categories and Subject Descriptors
H.2.4 [Database Management]: Database Applications—
Spatial databases and GIS
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Differential Privacy; Multidimensional Histogram; Range Query

1.

INTRODUCTION

Recent years have witnessed a significant growth in the
number of mobile device users. An individual with a mobile
device can nowadays act as a multi-modal sensor collecting
and sharing various types of data, e.g., picture, video, location, movement speed, direction and acceleration. Such
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data are being collected at unprecedented scale that can be
used in various applications, from studying human behavior [7], improving traffic monitoring [5] and location-aware
recommendations [27] to spatial crowdsourcing [24]. However, disclosing individual locations has serious privacy implications [8, 14, 6, 1, 22, 23]. Without privacy protection,
a malicious adversary can stage a broad spectrum of attacks
such as physical surveillance and stalking, identity theft, and
breach of sensitive information (e.g., an individual’s health
status, alternative lifestyles, political and religious affiliations). Thus, ensuring location privacy is an important design goal in location-based applications.
Many location-based applications require only the spatial
aggregation of users for optimization. For example, in spatial crowdsourcing, the number of workers within a certain
region is used to maximize task assignment [22, 24]. In this
paper, we study the problem of publishing static geo-spatial
dataset in a differentially private manner. Differential Privacy (DP) [3] is the de-facto privacy standard for data sanitization. It is a semantic model with strong protection guarantees rooted in formal statistical analysis. The semantic
model of DP allows the data publisher to ensure that an adversary is not able to learn whether a particular individual
is included or not in the published dataset. Unlike generalization techniques, such as k-anonymity [20], l-diversity [11]
and t-closeness [10], DP can protect against adversaries with
background knowledge. This is particularly useful in spatial
data, where large amounts of public information exist in the
form of maps, transportation network features, speed limits,
etc.
The work in [1] laid the foundations for privacy-preserving re0
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noisy count. This PSD can then
be used for answering queries directly, for example, estimating the number of data points

within a certain range. The challenge is to enable accurate
answers range count queries while satisfying differential privacy.
The accuracy of queries on DP-releases is determined by
the type of PSD structure and its parameters (e.g., height,
fan-out). With space-based partitioning PSD (i.e., data independent), the split position for a node does not depend
on the count or distribution of the data points in that node.
This category includes regular grids and quad-trees, in which
privacy budget ε only needs to be consumed when answering
count queries. However, such partitions can become unbalanced in skewed datasets, i.e., there are empty nodes while
others are overpopulated, which is not ideal for query answering (Figure 1). On the other hand, data-dependent
structures such as kd-trees [19] perform splits of nodes based
on the placement of data points. Split decisions may consume a significant budget, particularly in high-level kd-trees.
Therefore, to provide privacy protection, more noise needs
to be added to nodes, resulting in higher estimation error.
To leverage both data-dependent and flat data structures,
we propose to publish a histogram of data points using an htree [15]. H-tree is a two-level data-dependent tree. The first
level is constructed by equal-depth partitioning of the data
points on the first dimension (e.g., longitude) while the second level is created by further splitting each first-level partition into equal-depth partitions on the second dimension
(e.g., latitude). As a data-dependent structure, the budget
must be split between the exponential mechanism [13] (for
selecting private medians) and the Laplace mechanism [4]
(for publishing noisy counts). The more budget is allocated
to the exponential mechanism, the more balanced the index
structure. At the same time, there is however less remaining
budget to be used for releasing node counts, which decreases
accuracy.
Releasing private h-tree requires several steps. We first
provide a guideline to compute the size (m×m) of the h-tree
that minimizes the estimation error of range queries by balancing the perturbation error and the non-uniformity error.
The perturbation error represents the difference between the
noisy count and the actual count in all nodes while the nonuniformity error is only associated with partially covered
nodes. Next, we split the count budget across two levels of
the tree. We use a geometric budget allocation [1], based
on a cost model that assumes uniform query distribution.
To minimize the estimation error, most of the count budget needs to be spent on the leaf nodes. Subsequently, we
propose a technique to select the private medians of an htree. As the medians are applied to the same data, a naive
approach requires m − 1 sequential median splits on each
dimension, resulting in high perturbation noise when m is
large. To improve the accuracy of query answering, a recursive partitioning method is devised to reduce the number of
sequential splits to log2 m. This method reduces the noise
added to the nodes, thus, improve the accuracy of query
answering. Finally, we further improve query accuracy via
post-processing of the noisy counts using constrained inference [9].
We compare our proposed private h-tree with the state-ofthe-art methods on both real-world and synthetic datasets.
Experimental results show that h-tree outperforms both the
data-dependent counterpart (i.e., kd-tree) and space-based
techniques (i.e., quadtree, uniform grid) for all datasets.
Moreover, h-tree outperforms adaptive grid on skewed datasets

(i.e., sparse data with outliers) though adaptive grid outperforms h-tree for non-skewed data. We believe that better
techniques are needed to perform consistently well in the
presence of sparseness and outliers that exist in real-world
datasets. Thus, private h-tree which is prone to the sparseness and outliers is the choice for private spatial decomposition.
The remainder of this paper is organized as follows. In
Section 2, we define the problem of releasing two-dimensional
datasets using differential privacy. Section 3 describes related work while Section 4 introduces our approach. We
present the experimental results in Section 5, discuss h-tree
variants in Section 6 and make the conclusion of the paper
in Section 7.

2.

PRELIMINARIES

We first present the notion of differential privacy, followed
by our problem definition.

2.1

Differential Privacy

Differential Privacy (DP) [3] has emerged as the de-facto
standard in data privacy, thanks to its strong protection
guarantees rooted in statistical analysis. DP is a semantic
model which provides protection against realistic adversaries
with background information. DP ensures that an adversary is not able to learn from the sanitized data whether a
particular individual is present or not in the original data,
regardless of the adversary’s prior knowledge.
DP allows interaction with a database only by means of
aggregate (e.g., count, sum) queries. Random noise is added
to each query result to preserve privacy, such that an adversary that attempts to attack the privacy of some individual
w will not be able to distinguish from the set of query results (called a transcript) whether a record representing w
is present or not in the database.
Definition 1 (-indistinguishability). Consider that
a database produces transcript U on the set of queries Q =
{q1 , q2 , . . . , q|Q| }, and let  > 0 be an arbitrarily small real
constant. Then, transcript U satisfies - indistinguishability if for every pair of sibling datasets D1 , D2 such that
|D1 | = |D2 | and D1 , D2 differ in only one record, it holds
that
ln

P r[QD1 = U ]
≤
P r[QD2 = U ]

In other words, an attacker cannot learn whether the transcript was obtained by answering the query set Q on dataset
D1 or D2 . Parameter  is called privacy budget, and specifies the amount of protection required, with smaller values
corresponding to stricter privacy protection. To achieve indistinguishability, DP injects noise into each query result,
and the amount of noise required is proportional to the sensitivity of the query set Q, formally defines as:
Definition 2 (L1 -Sensitivity). Given any arbitrary
sibling datasets D1 and D2 , the sensitivity of query set Q
is the maximum change in the query results of D1 and D2
σ(Q) = max

D1 ,D2

q
X

|QD1 − QD2 |

i=1

An essential result from [4] shows that a sufficient condition
to achieve differential privacy with parameter  is to add to

each query result randomly distributed Laplace noise with
mean λ = σ(Q)/.
Typically, the interaction with a dataset consists of a series of analyses (i.e., transcripts) Ai , each required to satisfy
i -differential privacy. Then, the privacy level of the resulting analysis is computed as follows:
Theorem 1 (Sequential Composition [12]). Let Ai
be a set of analyses such that each provides εP
i -DP. Then,
running in sequence all analyses Ai provides ( i εi )-DP.
Theorem 2 (Parallel Composition [12]). If Di are
disjoint subsets of the original database, and Ai is a set of
analyses each providing εi -DP, then applying each analysis
Ai on partition Di provides max (i )-DP.

2.2

Problem Definition

The aim of the present paper is to publish a private spatial decomposition (PSD) of a 2-dimensional dataset D =
{DX , DY }, to accurately answer count queries over the dataset.
The domain of each attribute depends on the dataset, for
example, with a geospatial dataset (−180 ≤ X ≤ 180) and
(−90 ≤ Y ≤ 90). We consider PSD methods in the following framework. Given a 2-dimensional dataset, each row
corresponds to a point in the two-dimensional space. The
goal is to partition the domain into cells, and then to obtain
noisy counts for each cell in a way that satisfies differential
privacy. The PSD consists of the boundary of these cells
and their noisy counts as shown in Figure 1. This PSD can
be used for answering queries directly.
To measure the utility of the PSD, we estimate the accuracy of range query predicates of the form (minX ≤ X ≤
maxX ) and (minY ≤ Y ≤ maxY ). The result set size of
the range query is the sum of the noisy counts of both the
fully enclosed cells and the partially covered cells. With the
assumption of uniform distribution of the data points within
the cells, the noisy counts of the partially covered cells are
usually estimated proportional to the area overlapped by
the query. For example, in Figure 1, a range query in red
fully covers two cells and partially covers the other two. The
query’s result set size is estimated as 2 × 50 + 0.5(2 × 200) =
300. Following [1, 17], we consider the relative error as the
measure of accuracy, defined as follows. For a query q, we
use A(q) as the actual size of the query result. For a particular PSD and a query q, QP SD (q) denotes the estimated
result set size to the query q when using the P SD to answer
the query q, then the relative error is defined as
REPSD (q) =

QP SD (q) − A(q)
A(q)

For a set of queries Q, the average relative error is
P
REavg [PSD] =

3.

q∈Q

REP SD (q)
|Q|

(1)

RELATED WORK

Xiao et al. [26] proposed imposing a fixed equal-width
grid over the base data. It then partitions the data using kd-tree based on noisy counts in the grid. A heuristic
was proposed to determine non-uniform nodes that will be
split to minimize the non-uniformity error. In [25], Xiao et
al. applied Wavelet transformation over the dataset before

adding noise to it, namely Privlet. The study in [1] introduced the concept of private spatial decomposition (PSD)
to release spatial datasets in a DP-compliant manner. PSDbased techniques have been shown to outperform both the
cell-based methods in [26] and the Privlet method [25]. A
PSD is a spatial index transformed according to DP, where
each index node is obtained by releasing a noisy count of the
data points enclosed by that node’s extent. Various index
types such as grids, quadtrees or kd-trees [19] can be used
as a basis for PSD.
The accuracy of PSD is greatly influenced by the type
of PSD structure and its parameters (e.g., height, fan-out).
With space-based partitioning PSD, the split position for
a node does not depend on the spatial distribution of data
points. This category includes flat structures such as grids
and quadtrees [19]. The privacy budget  needs to be consumed only when counting the data points in each index
node. Typically, all nodes at same index level have nonoverlapping extents, which yields a constant and low sensitivity of 2 per level (i.e., changing a single location in the
data may affect at most two partitions in a level). The
budget  is best distributed across levels according to the
geometric allocation [1], where leaf nodes receive more budget than higher levels. The sequential composition theorem
applies across nodes on the same root-to-leaf path, whereas
parallel composition applies to disjoint paths in the hierarchy.
PSD structures such as kd-trees [1] perform splits of nodes
based on the placement of data points. To ensure privacy,
split decisions must also be done according to DP, and significant budget may be used in the process. Typically, the
exponential mechanism [1] is used to assign a merit score
to each candidate split point according to some cost function (e.g., distance from median in case of kd-trees), and
one value is randomly picked based on its noisy score. The
budget must be split between protecting node counts and
building the index structure.
The study in [17] compares tree-based methods with gridbased approaches and shows that uniform grid tends to perform better than recursive partitioning counterparts (e.g.,
kd-trees and quadtrees). The paper also proposes an adaptive grid approach, where the granularity of the second-level
grid is chosen based on the noisy counts obtained in the firstlevel (sequential composition is applied). Adaptive grid is a
hybrid technique which inherits the simplicity and robustness of space-based PSD, but still uses a small amount of
data-dependent information in choosing the granularity for
the second level. The same authors [18] extend the gridbased approaches to arbitrary dimension. This study also
shows that that branching factors and parameter settings
can greatly influence the performance of hierarchical methods.

4.

PRIVATE H-TREE

In this section, we first show the shortcomings of existing techniques. Then, we describe differentially private htree, a two-level data-dependent structure that overcomes
the drawbacks of the aforementioned techniques.

4.1

Low-level Data-dependent Tree

Flat space-based techniques (e.g., uniform grid and quadtree)
and hierarchical data-dependent approaches (e.g., kd-tree)
have their own advantages and drawbacks. With the same

privacy budget, data-dependent decomposition (i.e., kd-tree
variants) provides better estimation when compared with
space-based techniques (i.e., quadtree variants) [1]. Nevertheless, kd-trees and quadtrees need to devise count budget
to many tree levels, which increases noise added to each
level. Moreover, the noise increases more rapidly with high
dimensional cases [17].
The study in [17] also shows that flat space-based techniques including uniform grid and adaptive grid provides
better estimation than the kd-tree variants. PSDs based on
equal-width grid treat all regions in the dataset identically,
despite large variances in location density. As a result, they
over-partition space in sparse regions, and under-partition in
dense regions. Adaptive grid, the state-of-the-art technique,
avoids these drawbacks by using a two-level grid and variable cell granularity. At the first level, adaptive grid creates
a coarse-grained, fixed-size m1 × m1 grid over the data domain. Adaptive grid uses a space-based heuristic to choose
level-1 granularity based on the total number of locations
(this is considered known, but a high-precision estimate can
also be found using a small fraction of the privacy budget).
Next, AG issues m21 count queries, one for each level-1 cell,
using a fraction of the total privacy budget: 1 =  × α,
where 0 < α < 1. AG then partitions each level-1 cell into
m2 × m2 level-2 cells, where m2 is adaptively chosen based
on the noisy count of the level-1 cell and the remaining budget 2 =  − 1 . The budget parameter α determines how
privacy budget is divided between the two levels, and the
authors of [17] recommend α = 0.5.
Despite the efficient budget allocation of the grid-based
techniques, it has been well-known that such space-based
approach often performs worse on skewed data [16, 21]. The
reason is that grid-based techniques generate many zerocount cells for sparse areas while others are highly populated. In fact, the study in [16] shows a significant improvement of equal-depth partitions over equal-width partitions
(i.e., uniform grid) on the worst-case and average error of
range query. Therefore, we propose to publish a histogram of
data points using an h-tree [15], a low-level data-dependent
tree. Figure 2 demonstrates an h-tree with four partitions
on both dimensions (i.e., column and row). The right figure
shows the index of the h-tree, represented by a high fan-out
B-tree. The construction of a non-private h-tree comprises
of two steps 1) equal-depth [16] partitioning the data points
on the first dimension, each partition corresponds to a level1 node of the tree and contains similar number of data points
2) each level-1 partition is further split on the second dimension with equal-depth partitions. We also consider h-tree
variants discussed in Section 6.
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4.2.1

Query Processing

With h-tree, the count budget εc is divided among two
levels of the tree, εc = εc1 + εc2 . The objective is to devise
a strategy that minimizes the estimation error of a query
workload Q = (q1 , ..., q|Q| ), defined as the average variance
of the query results.
Err(Q) =

|Q|
X
i=1

Err(qi ) =

|Q|
X

V ar(qˆi )

C11 C12 C13 C14

C21 C22 C23 C24

C31 C32 C33 C34

C31 C32 C33 C34
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(2)

i=1

where qˆi is the estimator of the true answer, which is the output of qi over the private h-tree. There are multiple ways
to decompose this query into a set of nodes. It has been
shown that canonical range method minimizes the number
of added nodes [2] and thus minimizes the total error. The
query processing works as follows: starting from the root,
visit all nodes u whose corresponding rectangle intersects
q. If u is fully contained in q, add the noisy count Yu to
the answer; otherwise, recursively query on the children of
u until the leaves are reached. If a leaf intersects q but not
contained in q, under the assumption of uniformity distribution we can estimate the noisy count based on the fraction
of the overlapping nodes. For example, the query in red in
Figure 2 overlaps with C2 and C3 , then fully covers C22 and
partially covers C23 , C32 , C33 .

4.2.2

Granularity

In this section, we provide a guideline to compute the size
of an h-tree (m × m) that minimizes the query estimation
error. The estimation error of a query is contributed from
two sources, the perturbation error and the non-uniformity
error. All nodes contribute to the perturbation error (i.e.,
C22 , C23 , C32 , C33 ) while only partially covered nodes (i..e,
C23 , C32 , C33 ) are associated with the non-uniformity error.
As a query size increases its non-uniformity error decreases;
however, its perturbation error increases. Hence, the key is
to find the right granularity that balances this trade-off.
The following analysis is inspired by the way the optimal
grid size is computed in [17]. Given an h-tree of size m × m,
and a query that selects the number of data points w, about
m2 w
h-tree leaf nodes are included in the query (W is the
W
domain size while εc is the count budget). Since the noise
added to each node follows√the distribution Lap(1/εc ) and
total perturbation erhas a standard deviation of 2/εc , theq
2

Figure 2: Example of an h-tree. The left figure shows how to
partition the tree. The right figure is the tree structure.

4.2

In this section, we develop a budget allocation strategy
for publishing an h-tree using differential privacy. First, we
explain how a range query is processed with the h-tree, based
on that the count budget is optimally allocated to each node
of the tree. Then, we discuss how to select private medians
of the h-tree. Finally, similar to [1, 17], we apply postprocessing to further reduce the estimation error.

√

√

√
ror has standard Laplace deviation of mWw × εc2 = εc2wm
.
W
Besides, the non-uniformity error is proportional to the number of data points in the nodes that partially intersect with
2
the query rectangle. For the query that contains X = mWw
√
nodes, the number of nodes in the border is about
4 X =
√
pw
pw
W
4 wW
, which contains about 4m W
×m
data
4m W
2 =
m
points. Assuming that the non-uniformity error on average
is proportional to the total number of data points
in the
√
query border, then the non-uniformity error is 4 c0wW
for
m
some constant c0 .

Thus, the sum of√ the perturbation
error and the non√
4 wW
√
uniformity error is εc2wm
.
To
minimize this sum
+
c0 m
Wq
c
error, we should set m to Wcε , where c = 2c√02 . Therefore,
to minimize the estimation error the size of the h-tree should
be about
r
W εc
(3)
m=
c
where c is some small constant. The assumption that every
cell has about the same data points is unlikely to be true in
the grid-based techniques but a realistic assumption in the
h-tree. Hence, we believe that this analysis works well for
the h-tree, particularly in skewed datasets.

4.2.3

Count Budget

In this section, we discuss how to split the budget across
levels of the tree index. For any query q, the number of nodes
in the first level n1 (n1 ≤ m), and the number of nodes in
the second level is n2 (n2 ≤ m2 ). As all nodes at level i are
disjointed with the parallel composition (Theorem 2.1), they
have the same Laplace parameter. Since, the variance of the
Laplacian mechanism with parameter ε is V ar(Lap(ε)) =
2/ε2 , based on Equation 2, the total variance is:
Err(q) = n1

2
2
+ n2 c 2
(εc1 )2
(ε2 )

(4)

Therefore, our objective is to minimize the variance error:
M inimize : n1

2
2
+ n2 c 2 , subject to εc = εc1 + εc2
(εc1 )2
(ε2 )

Lemma 1. The variance error is
√
2
2
2 √
Err(q) = n1 c 2 + n2 c 2 ≥ c 2 ( 3 n1 + 3 n2 )3
(ε1 )
(ε2 )
(ε )
Proof. By Cauchy Schwarz inequality, we have:

 √
√ 2
n1
n2
n1
n2
√
√ c
(εc1 + εc2 )
+
≥
+
(εc1 )2
(εc2 )2
εc1
ε2

range in a recursive manner. That is, every split divides
a range into two disjoint partitions, and each of these subranges can be further partitioned using parallel composition.
Consequently, assuming m is the number with a power of 2,
the recursive median mechanism results in log2 m sequential splits on the each dimension. Hence, the total median
budget satisfies the following formula:
m
εm = log2 m(εm
1 + ε2 )

(5)

εm
i

where
is the budget for each private cut in the corm
responding ith dimension. Assuming εm
1 = ε2 , we have
m
m
εm
=
ε
=
ε
/(2log
m).
2
1
2
Since the median mechanism is very sensitive to the range
size, if the size is small, the median mechanism often returns
inaccuracy result. For example, assuming εm = 0.5, if the
range size is less than 32, the private median could be out of
the range. In contrast, if the range size is larger than 1024,
the median mechanism often performs well. Thus, median
split on a node is issued if and only if its size is larger than
or equal to a threshold (e.g., T = 25 ).
As the granularity of the h-tree may not be a power of 2,
we develop a slicing algorithm that recursively splits a range
at the points that are closest to the corresponding medians
(Line 5 in Algorithm 1). We use exponential mechanism
(EM)[13] that provides the most accurate private medians,
to find slicing positions (Line 6). Consequently, the private
h-tree is constructed as in Algorithm 2. The entire h-tree
PSD satisfies ε-DP by the composition property. There are
two kinds of budget, the median budget εm and the count
budget εc (ε = εm + εc ), where each part is further split
m
among two levels of the h-tree, εm = dlog2 me(εm
1 + ε2 ) and
c
c
c
ε = ε1 + ε2 .
Algorithm 1 Slicing Algorithm
1: Input: a range of values A = {vi }, total budget εm , the
minimum number of data points in the leaf nodes T

Equality attained if and only if εc1 = Cn1 /(εc1 )2√and εc2 =
3
c 2
c
Cn1 and
Cn2 /(ε√
2 ) , where C is a constant. Thus, ε1 =
ε√c2 = 3 Cn2 . Plugging this into εc = εc1 + εc2 we have
√
√
√
3
C = εc /( 3 n1 + 3 n2 ). Then Err(q) is at least 2( 3 n1 +
√
3 n )3 /(εc )2 .
2

2: Output: a list of split points
3: No. of values N = len(A), No. of recurrences R = dlog2 P e
4: if N < T then return []
5: Split = random(P/2, (P + 1)/2)N/P
6: SplitPoint = EM(A[Split])
7: if R <= 0 then return [SplitPoint]
8: LeftArr = A[0 → Split]; Left =SLICING(LeftArr )
9: RightArr = A[Split → N − 1 ]; Right =SLICING(RightArr )
10: Return Left + [SplitPoint] + Right

Algorithm 2 Differentially Private H-tree
εc1

Err(q) attains minimal value when equality happens
=
√
√
√
√
√
√
εc 3 n1 /( 3 n1 + 3 n2 ) and εc2 = εc 3 n2 /( 3 n1 + 3 n2 ). Each
level-1 node is split into m level-2√nodes, thus, n2 ≈
√m × n1 .
As
a result, we set εc1 = εc /(1 + 3 m) and εc2 = εc 3 m/(1 +
√
3
m).

4.2.4

Median Budget

H-tree is a data-dependent technique, which requires selecting private medians during construction. In this section,
we propose a median budget strategy to reduce the number
of median splits. Since the median splits are applied to the
same data, the sequential composition is applied (Theorem
1). The naive solution issues m − 1 sequential median splits
to generate m partitions on each dimension. However, this
approach is inefficient since m can be quite large. To reduce
the number of median splits, we partition each dimensional

1: Input: h-tree of size m × m, the minimum number of data
points in the leaf nodes T

2: Get m − 1 private slices the first dimension with budget
m

3:
4:
5:
6:

ε
m
dlog2 meεm
1 (each slice uses ε1 = 2dlog2 me budget)
Create m level-1 nodes and add Laplace noise to them with
parameter εc1
for each level-1 node:
Get m − 1 private slices in dimension 2 with budget
εm
m
dlog2 meεm
2 (each slice uses ε2 = 2dlog2 me budget)
Add Laplace noise with parameter εc2 to m leaf nodes

Assuming kd-tree variants and h-tree have the same granularity, represented by the number of leaf nodes (i.e., m2 =
2h ), it is straightforward to show that the number of private
slices in h-tree is equal to the number of private medians in
the kd-trees (i.e., 2log2 m = 2h). Nevertheless, the number

of levels of h-tree is smaller than that in kd-trees (2  h),
resulting in more budget to each node of h-tree. In addition,
the previous study showed that in most cases the best results were observed when budget is biased towards the node
counts [1] (i.e., more budget for node counts than for medians). Fortunately, h-tree is likely to require less budget
for node counts; hence, more budget can be used for median
splits.

4.2.5

Post-processing

In this section, we further improve query accuracy by
post-processing the noisy counts using constrained inference.
Constrained inference has been developed in the context of
both one-dimensional [9] and multi-dimensional [18, 1] histograms to improve hierarchical methods. The idea is to exploit consistency constraints that should hold over the noisy
output. The goal is to compute a new set of counts for which
the query errors are minimized. The study in [13] shows that
post-processing does not affect the privacy guarantee.
Consider a simple tree with one level-1 node C1 and four
children C11 , C12 , C13 , C14 (Figure 2). It has been shown
in [1] that there are many possible ways to obtain arbitrary range counts as linear combinations of the published
noisy counts. For example, the true count of the level1 node C1 could be estimated by the noisy count of C1 ,
YC1 itself, and the sum of counts of leaves, YC11 + YC12 +
YC13 + YC14 . Interestingly, by estimating the level-1 node
as 4YC1 /5 + (YC11 + YC12 + YC13 + YC14 )/5, the error is
minimized, Err = (4/5)V ar(YC1 ). The optimal value of
the root’s noisy count can be obtained with ordinary lease
squares estimate (OLS). In Algorithm 3, we present a linear
time algorithm that achieves the same result as OLS (i.e.,
Lines 7 and 8).
Algorithm 3 Post-processing
1: Input: root node (a level-1 node)
2: Initialize queue Q ← []
3: Q ← children(root)
4: while len(Q) > 0:
5: curr ← pop(Q)
6: if curr is not
P leaf node:
7:
sum = child∈children(curr) Ychild
8:
adjust = (Ycurr − sum)/len(children(curr))
9:
for child ∈ children(curr) :
10:
Ychild + = adjust
11:
Q.append(child)

5.

PERFORMANCE EVALUATION

We conducted several experiments on both real-world and
synthetic datasets to compare the performance of our proposed private h-tree with the existing techniques. Below, we
first discuss our experimental setup. Next, we present our
experimental results.

5.1

Experimental Setup

Datasets: We conducted experiments on three real-world
datasets given in Table 1. The first two datasets were also
used in [17, 1] for experimental evaluations. The GowallaSparse dataset is a snapshot of the Gowalla data in Pacific Ocean, which includes several islands such as Hawaii
and Catalina. Furthermore, we generated synthetic sparse
datasets by randomly injecting outliers that are far from the

Name
Tiger
Brightkite
Gowalla-Sparse

Size
1,634,167
1,048,576
54,577

Distribution
Fig. 3a
Fig. 3b
Fig. 3c

Table 1: Real-world datasets

majority of data, i.e., at (i.e., 180.0, -90.0) to the original
real-world datasets (e.g., Tiger).

(a) Tiger NMWA

(b) Brightkite

(c) Gowalla-Sparse

Figure 3: Location distributions in real-world datasets

Queries: We used four values of privacy budget ε ∈
{0.1, 0.4, 0.7, 1}. The measure of accuracy was relative error averaged over over 1,000 random queries (i.e., 100×10
random seeds) using Equation 1. Each query was generated
by randomly choosing a data point as the center. We varied
query size in a reasonable range size ∈ {1, 2, 4, 8} square km.
Default values are shown in boldface. The size of an h-tree
is computed based on Equation 3, in which we empirically
set c = 3. The count budgets εc1 and εc2 are devised based
on results in Section 4.2.3. Algorithm 2 uses 40% of the total budget for calculating private medians (i.e., εm = 0.4ε).
The number is smaller than that in [1] (i.e., 30%) as private
h-tree can afford more budget for median splits.

5.2

Experimental Results

Regarding notations, ht-standard is our proposed technique that combines private h-tree (Algorithm 2) with postprocessing (Algorithm 3). State-of-the-art competing approaches Quad-geo and kd-hybrid were proposed in [1] while
grid-uniform and grid-adaptive were introduced in [17]. Kdhybrid, which uses data-dependent splits (i.e., kd-tree) for
the first few levels and space-based splits (i.e., quadtree) for
the remainder, has been shown to perform best in [1] while
grid-adaptive is an improvement of grid-uniform and has
been shown to outperform quad-geo and kd-hybrid in [17].
We first evaluated the performance of the techniques on
the Tiger and Brightkite datasets. Figures 4a and 4c
compare the performance of our proposed solution with the
existing techniques by varying the query size. The figures
show that increasing the query size leads to the decrease in
the estimation error. The reason is that the nodes that are
fully covered by the query only contribute to the perturbation error. Thus, the larger the range query, the smaller the
non-uniformity error. Moreover, the estimation error is typically small (i.e., less than 20%) for large queries. Figures
4b and 4d compare h-tree with others by varying budget ε.
As expected, increasing ε provides a more accurate estimation for the count queries over the PSDs since less noise is
added to the PSD nodes. Last but not least, grid-adaptive
performs best on Tiger and Brightkite datasets, followed by
ht-standard.
Subsequently, we evaluated ht-standard on the GowallaSparse dataset. Figures 5a and 5b illustrate the results
by varying query size and budget, respectively. Particularly,
grid-uniform and grid-adaptive perform much worse than the
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Figure 4: Estimation error on the Tiger and Brightkite datasets.
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Figure 7: Estimation error on the Tiger-Syn dataset.

outliers that exist in real-world datasets. Therefore, datadependent approaches, which are prone to sparseness and
outliers are the choices for PSD. Within data-dependent approaches, h-tree has been shown to consistently outperforms
kd-hybrid.

1
Relative error

1

Figure 6: Structures of various PSDs on Gowalla-Sparse

Relative error

previous set of experiments. The reason is that the spacebased approach assumes that the number of data points in
each grid cell is equal. However, these techniques (e.g., Figure 6a) and quadtree (Figure 6b) produce many empty cells
in Gowalla-Sparse, contributing to large perturbation error.
On the other hands, data-dependent approaches (i.e., htstandard and kd-hybrid) perform best since they are prone
to such sparse data with outliers. More specifically, h-tree
and kd-tree partition the datasets based on the data density
(Figures 6c and 6d) rather than the data domain.

Relative error

(a) Adaptive grid

1.05

1
Relative error
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kd-hybrid
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grid-adaptive
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0.3

Relative error

Relative error

0.6
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0.7

1

Budget

(b) Vary budget

Figure 5: Estimation error on Gowalla-Sparse.

Finally, we evaluated the performance of our proposed
solution on Tiger-Syn (Figure 7). Again, we observed
that quad-geo and grid-uniform fail in this extreme dataset.
These space-based techniques result in very high estimation
error (i.e., larger than 60%). On the other hand, the datadependent techniques (i.e., ht-standard and kd-hybrid) provide similar results as in the original datasets (i.e., without
injecting outliers). Particularly, ht-standard performs significantly better than grid-adaptive. Although grid-adaptive
somewhat adapts to the data distribution as can be seen in
Figure 6a; it performs arbitrarily worse when the data is
sparse in the presence of far outliers.
To summarize, the space-based techniques [17] perform
well and even better than the data-dependent methods. When
the data is quite uniform, the estimation error is often small
and thus the differences in the performance of the approaches
are insignificant. We believe that better techniques are needed
to perform consistently well in the presence of sparseness and

6.

DISCUSSION

We also considered two other variants of the private h-tree,
one is two-layer h-tree, namely ht-composite while another is
ht-hybrid which combines ht-standard and regular grid. With
ht-standard, a large query is decomposed into a large set
of leaf nodes, resulting in larger perturbation error caused
by ε-DP. Therefore, in order to reduce the number of leaf
nodes for large-size queries, we propose ht-composite. The
first layer is a coarse m1 × m1 ht-standard over the data
domain. Subsequently, each leaf node of this ht-standard is
further partitioned by another fine-grained ht-standard with
the size of m2 × m2 such that m = m1 + m2 . Both htstandard and ht-composite require 2log2 m private recursive
splits. This number can be quite large, which yields a small
budget for each median split. Therefore, we replaced the
fine-grained ht-standards in ht-composite by uniform grids
to reduce the budget cost of the private medians. Similar
to ht-composite, ht-hybrid has two layers. The first layer is
a coarse m1 × m1 ht-standard, whose each leaf node is a
uniform grid of size (m − m2 ) × (m − m2 ). The ht-hybrid
method requires only dlog2 me recursive splits. The budget
strategy for ht-composite and ht-hybrid is devised similar to
that of ht-standard. We experimentally compared these h-

tree variants and observed similar performance; thus, we
included only ht-standard in our experiments.

7.

CONCLUSION

The primary focus of this paper is on publishing twodimensional datasets using differential privacy. We observed
the drawbacks of both high-level trees and data-independent
structures and proposed to use a low-level data-dependent
tree, namely h-tree. We proposed several analysis on differentially private h-tree, including budget allocation, median splitting and post-processing to enable accurate answers overs the range count queries. Our experiments showed
that h-tree consistently performed well on various datasets.
Particularly, h-tree outperforms kd-tree and quad-tree in all
cases and adaptive grid for sparse datasets.
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