
Proceedings of the

ACM SIGSPATIAL International
Workshop on GeoStreaming

(IWGS) 2010

November 2, 2010, San Jose, CA, USA

Mohamed Ali
Erik Hoel
Cyrus Shahabi
Editors.



ACM COPYRIGHT NOTICE. Copyright c© 2007 by the Association for Computing Machin-
ery, Inc. Permission to make digital or hard copies of part or all of this work for personal
or classroom use is granted without fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this notice and the full citation on the
first page. Copyrights for components of this work owned by others than ACM must be hon-
ored. Abstracting with credit is permitted. To copy otherwise, to republish, to post on servers,
or to redistribute to lists, requires prior specific permission and/or a fee. Request permissions
from Publications Dept., ACM, Inc., fax +1 (212) 869-0481, or permissions@acm.org.

For other copying of articles that carry a code at the bottom of the first or last page, copying is per-
mitted provided that the per-copy fee indicated in the code is paid through the Copyright Clearance
Center, 222 Rosewood Drive, Danvers, MA 01923, +1-978-750-8400, +1-978-750-4470 (fax).

Notice to Past Authors of ACM-Published Article
ACM intends to create a complete electronic archive of all articles and/or other material previously
published by ACM. If you have written a work that was previously published by ACM in any jour-
nal or conference proceedings prior to 1978, or any SIG Newsletter at any time, and you do NOT
want this work to appear in the ACM Digital Library, please inform permissions@acm.org, stating
the title of the work, the author(s), and where and when published.

ACM ISBN: 978-1-4503-0431-3

ii

mailto:permissions@acm.org
mailto:permissions@acm.org


IWGS 2010 – Organization
Organization Committee

Mohamed Ali, Microsoft
Erik Hoel, ESRI
Cyrus Shahabi, University of Southern California

Program Committee
Walid Aref, Purdue University
Farnoush BanaeiKashani, University of Southern California
Ugur Cetintemel, Brown University
Badrish Chandarmouli, Microsoft Research
Yannis Drougas , ESRI
Michael Gertz, Ruprecht-Karls-University of Heidelberg
Jonathan Goldstein, Microsoft
Yan Huang, Uniuversity of North Texas
Vana Kalogeraki , Athens University
John Krum, Microsoft Research
Mohamed Mokbel, University of Minnesota, Twin Cities
Silvia Nittel, University of Maine
Anand Ranganathan, IBM
Timos Sellis , IMIS/RC Athena and National Technical University of Athens
Mehdi Sharifzadeh, Google
Ankur Teredesai , University of Washington, Tacoma
Vassilis Tsotras , University of California, Riverside

Publicity Chair
Badrish Chandramouli, Microsoft Research

Webmaster
Seyed Jalal Kazemitabar , University of Southern California

iii



Platinum Sponsor

Gold Sponsor

Bronze Sponsors

iv



Table of Contents

1 Microsoft Framework for Geospatial Stream Processing
Ed Katibah (Microsoft) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

2 Geostreaming at IBM: InfoSphere Streams and Intelligent Traffic Systems
Robert Uleman (IBM) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

3 The Oracle Platform for Real Time Streaming Event Driven Architecture based So-
lutions
Robin J. Smith (Oracle) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

4 Spatiotemporal Summarization of Traffic Data Streams
Bei Pan (Univeristy of Southern California), Ugur Demiryurek (Univeristy of South-
ern California), Farnoush Banaei-Kashani (University of Southern California), Cyrus
Shahabi (Univeristy of Southern California) . . . . . . . . . . . . . . . . . . . . . . 4

5 A Data Stream-based Evaluation Framework for Traffic Information Systems
Sandra Geisler (RWTH Aachen University), Christoph Quix (RWTH Aachen Uni-
versity), Stefan Schiffer (RWTH Aachen University) . . . . . . . . . . . . . . . . . . 11

6 Framing the Question: Detecting and Filling Spatial-Temporal Windows
James Whiteneck (Portland State University),Kristin Tufte (Portland State Univer-
sity), Amit Bhat (Portland State University), David Maier (Portland State Univer-
sity), Rafael Fernández-Moctezuma (Portland State University) . . . . . . . . . . . 19

7 Modeling and Prediction of Moving Region Trajectories
Conny Junghans (University of Heidelberg), Michael Gertz (Ruprecht-Karls-University
of Heidelberg) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

8 AIMS: An SQL-based System for Airspace Monitoring
Gereon Schüller(Fraunhofer-Gesellschaft), Andreas Behrend (University of Bonn),
Rainer Manthey(University of Bonn) . . . . . . . . . . . . . . . . . . . . . . . . . . 31

9 OpenSense: Open Community Driven Sensing of Environment
Karl Aberer(EPFL), Saket Sathe (EPFL), Dipanjan Chakraborty (IBM Research
India), Alcherio Martinoli (EPFL), Guillermo Barrenetxea (EPFL), Boi Faltings
(EPFL), Lothar Thiele (ETHZ) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

10 Querying Streaming Point Clusters as Regions
Chengyang Zhang (University of North Texas), Yan Huang (University of North
Texas) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

11 A Programming Framework for Integrating Web-based Spatiotemporal Sensor Data
with MapReduce Capabilities
James Horey (Oak Ridge National Laboratory) . . . . . . . . . . . . . . . . . . . . 51

12 Exploratory Novelty Identification in Human Activity Data Streams
Alexei Pozdnoukhov (NCG), Fergal Walsh (NCG) . . . . . . . . . . . . . . . . . . . 59

v





Microsoft Framework for Geospatial Stream Processing 

   

 

 

ABSTRACT 

Microsoft StreamInsight is a platform for developing and deploying streaming applications. StreamInsight embraces a temporal stream 

model to unify and further enrich query language features, handle imperfections in event delivery and define consistency guarantees on the 

output. With its extensibility framework, StreamInsight enables developers to integrate their domain expertise within the query pipeline as 

user defined functions, operators and aggregates. The addition of the Microsoft SQL Server Spatial Library enables StreamInsight to 

deliver Geostreaming support. With StreamInsight analyzing and summarizing input data, SQL Server and SQL Azure has the ability to 

persist these summaries in the data center or the cloud. These summaries can be used as feedback to StreamInsight for future query 

processing or used as the basis for historical data analysis and reporting. This framework enables organizations to seamlessly consume, use, 

and extend all form of stream data including geographic data. 
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 Ed Katibah is a program manager on the Microsoft SQL Server Customer Advisory Team (SQLCAT). Ed began his professional career 

over 34 years ago while working as an academic researcher at the University of California, Berkeley on remote sensing issues and early 

geographic information system concepts. Ed has extensive experience in the spatial industry with jobs ranging from research, software 

development, consulting, application programming and large scale spatial database production systems. Since 1996, Ed has worked 

exclusively on spatially-enabled database systems for Informix, IBM and now Microsoft. 

Ed Katibah 
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Microsoft SQL Server  
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Geostreaming at IBM: InfoSphere Streams and Intelligent 

Traffic Systems 

   

 

 

ABSTRACT 

Based on a system developed at IBM Research over eight years, and in production in one of the most demanding environments imaginable 

for the last three, IBM has introduced InfoSphere Streams, an advanced, commercial stream processing platform. With an innovative, 

distributed-processing runtime and a graph-based, extensible programming paradigm, it is well suited to extreme performance requirements 

and highly sophisticated processing and analytics on all kinds of data, from structured business records to text, audio, imagery, time-series 

and geospatial data. It is already being used in numerous scientific applications and academic projects. In this talk, I will give an overview 

of the Streams product and then highlight one such project, a collaboration with the KTH University in Stockholm. The ultimate aim of the 

project is to build an intelligent route planning and travel time prediction system based on instantaneous information about speeds and 

travel times from GPS-instrumented vehicles as well as historical data collected by the same vehicles. I will discuss the design and 

implementation of the application as well as performance results from initial simulations. 

 

 

 

 

Short Biography: 

 Robert Uleman is a member of the Worldwide Technical Sales team at IBM Software Group (Information Management), focusing on 

spatial and spatiotemporal technologies and solutions as well as on stream computing. He has over 25 years of experience in software 

product development and evangelism, for products ranging from image processing and GIS tools to Object-Relational database extensions. 

Before going out into the field, he was engineering manager for the geospatial type and index extensions in the Informix database. He is 

IBM's technical representative at the Open Geospatial Consortium, a standards organization. Robert, a native of the Netherlands, holds 

Master's degrees in Exploration Geophysics (Stanford University) and Applied Physics (Delft University of Technology). He lives in 

Sebastopol, California. 
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 The Oracle Platform for Real Time Streaming Event Driven 

Architecture based Solutions 

   

 

 

ABSTRACT 

At the core of the Oracle Event Stream Processing strategy, the Oracle Complex Event Processing (CEP) technology provides a complete 

Real Time Integration Platform for building applications to filter, correlate and process streaming events, so that downstream ED-SOA 

applications are driven by true, real-time intelligence. 

http://www.oracle.com/technetwork/middleware/event-driven-architecture/overview/index.html 

 Applications face an increasing need to track “assets of interest” and initiate actions based on encroachment of boundary proximity to 

fixed and moving objects and other geographic, temporal, or event conditions. This session will provide an overview of how the integration 

of Oracle Complex Event Processing with Oracle Spatial can address these conditions, showcasing a mission critical, highly available Real 

Time geo-fencing application demonstration. 

 

 

 

 

Short Biography: 

 As a Product Management/Strategy Director at Oracle Corporation, Robin is responsible for the Event Driven Architecture and Complex 

Event Processing strategies, focused on the evolution and delivery of the award winning and innovative Oracle CEP product, a corner-

stone technology of the Oracle EDA Suite. At BEA Systems, he successfully delivered the BEA WebLogic Event Server, the industries 

first and only EDA CEP Java Application Server based on OSGi™. Previously, at Sun Microsystems, as a software Product Line Manager 

for 8 years, he lead the product management and marketing of the award winning Sun Java™ Studio Enterprise, development and 

infrastructure software, focused on visual SOA design tools and Java application visualization techniques. Over his career, Robin has 

designed, engineered and implemented, unique performance and systems management software for the Java Platform, AS/400 and VM 

Operating systems, that have been used worldwide. 
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Spatiotemporal Summarization of Traffic Data Streams

Bei Pan, Ugur Demiryurek, Farnoush Banaei-Kashani and Cyrus Shahabi
Department of Computer Science
University of Southern California

Los Angeles, CA 90089
{beipan,demiryur,banaeika,shahabi}@usc.edu

ABSTRACT
With resource-efficient summarization and accurate reconstruction
of the historic traffic sensor data, one can effectively manage and
optimize transportation systems (e.g., road networks) to become
smarter (better mobility, less congestion, less travel time, and less
travel cost) and greener (less waste of fuel and less greenhouse
gas production). The existing data summarization (and archival)
techniques are generic and are not designed to leverage the unique
characteristics of the traffic data for effective data reduction. In this
paper, we propose and explore a family of data summaries that take
advantage of the high temporal and spatial redundancy/correlation
among sensor readings from individual sensors and sensor groups,
respectively, for effective data reduction. In particular, with these
summaries we derive and maintain a ”signature” as well as a series
of ”outliers” for the readings received from each individual sensor
or group of co-located sensors. While signatures capture the typ-
ical readings that estimate the actual readings with bounded error,
the outliers represent the actual readings where the error-bound is
violated. With the combination of signatures and outliers, our pro-
posed data summaries can effectively represent the actual data with
much smaller storage footprint, while allowing for efficient query-
ing of the sensor data with bounded error. Our experiments with a
real traffic sensor dataset shows that our proposed data summaries
use only 23% of the storage space otherwise required for storing
the actual data, while allowing for highly accurate query results
with guaranteed precision.

Categories and Subject Descriptors
H.2.8 [Database Management]: Database Applications - Spatial
databases and GIS

General Terms
Algorithms

Keywords
Summarization, Spatiotemporal data streams, Transportation, Query

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
IWGS November 2, 2010, San Jose, CA, USA
Copyright c©2010 ACM 978-1-4503-0431-3/10/11 ...$10.00.

1. INTRODUCTION
The vast amounts of traffic data collected from the traffic sen-

sors are extremely valuable for real-time decision-making, plan-
ning and management of intelligent transportation systems (ITS).
Traffic sensors collect various readings such as traffic speed, vol-
ume, and occupancy data. In many cases, the traffic data remains
useful for historical analysis long after it is collected. For example,
the traffic data collected from Los Angeles County road networks
can be aggregated over time to estimate the effects of the newly
added traffic lights, or it could be combined geographically with
data from other cities to derive a broader picture of spatiotempo-
ral traffic flow. Even deeper insight might be gained by integrating
historical traffic data with historical demographics data. However,
the majority of ITS deployments focus on placing the sensors in
the field to collect data and consume it immediately rather than
implementing historical data storage that enables analysis and min-
ing of the traffic data. Considering the huge number of sensors
located on the road networks and their 24/7 continuous operation
with frequent sampling, implementation of a scalable data storage
and querying system that facilitates the analysis and management
of the traffic sensor data is an intrinsically challenging data man-
agement task.

A naive approach for archiving historical traffic sensor data is
to maintain the entire data by appending every new sensor read-
ing to the historic dataset as the reading arrives at the data stor-
age systems. This approach can be implemented by using flat files
or database management systems (DBMS) such as Oracle and Mi-
crosoft SQL Server which are continuously updated with the stream-
ing datasets. However, there are two major problems with this
approach. First, a comprehensive data collection strategy is in-
feasible since the sensor data is unbounded. Second, the com-
putational overhead of historical querying and statistical analysis
of such vast amount of data is prohibitively high. An alternative
data archival approach is to employ lossy data reduction techniques
(e.g., Wavelet Decomposition [14] or SVD [15]). The main idea
behind these data reduction techniques is to leverage the redun-
dancy in data and compactly store the main patterns in the data
(i.e., data sketch) in such a way that once needed, the dataset can
be reconstructed in its entirety with a minimal loss of accuracy.
However, such data reduction techniques also have serious short-
comings. Even though these techniques offer very good data re-
duction rates on certain datasets, the reduction efficacy is highly
data-dependent. For example, high variations in the datasets can
cause these techniques to store large amount of data (hence less
data reduction) for acceptable accuracy. In addition, query pro-
cessing with these methods requires developing complex routines
to refactor the sketches and rewrite the queries. Finally, the main-
tenance of the sketches is not straightforward as they are frequently
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invalidated with the streaming sensor data. Although there are sev-
eral incremental algorithms that update the sketches, they cannot
handle the frequent updates of the sensor data.

In this paper, we propose a data summarization technique that
significantly reduces the storage requirement of the traffic sensor
data and enables efficient query processing on the historical datasets.
Our proposed approach builds on the observation that there is a
strong correlation (both temporally and spatially) and redundancy
present among the measurements of the single and multiple traffic
sensor(s). For example, Figure 1(a) plots the average speed mea-
surement from a single sensor located on I-10 East for two consec-
utive Mondays from 6 AM to 9 PM. As shown, both signals fol-
low almost the same trend, and hence it is obvious that maintainng
the two sets of measurements in their entirety is redundant. As
another example, Figure 1(b) depicts a scatter plot of speed mea-
surements (for Wednesday from 8 AM to 9 AM) from four differ-
ent sensors which are spatially close to each other on a segment
of I-10 East. Similarly, there exists a strong correlation among
the speed measurements of multiple sensors in spatial proximity.
Given these observations, with our data summarization technique,
we derive and maintain data signatures which represent typical pat-
terns of the sensor readings which approximates the actual read-
ings with bounded error. These data signatures, first enable us to
store the streaming sensor data more efficiently by discarding the
redundant sensor readings, and hence, provide cost effective data
growth. Second, we can evaluate the spatiotemporal queries based
on a small but informative summary of the sensor readings with
sufficiently accurate results, rather than having to scan the entire
datasets which yields unacceptable response times. Specifically,
with signature based approach, we only store the streaming data
which falls outside of the signature (i.e., outlier) within a given
error-bound; otherwise we discard the data since it is already rep-
resented by the signature. With our study, we use a large-scale
traffic sensor dataset collected from the entire Los Angeles County
highways for the past two years. Based on our experiments on this
real dataset, we observe that our proposed approach can reduce the
storage requirement up to 77% while maintaining high accuracy
(with bounded-errors) on the query results.

The remainder of this paper is organized as follows. In Section
2, we formally define the problem of sensor data summarization
and approximate querying with bounded-error rates. In Section 3,
we provide the overview of our proposed data summarization ap-
proach. In Section 4, we establish the theoretical foundation of our
proposed data summaries, followed by the corresponding process-
ing techniques in Section 5. In Section 6, we present experimental
results with real-world traffic sensor data. In Section 7, we review
the related work on data reduction techniques as well as sensor data
systems. In Section 8, we conclude and discuss our future work.

2. PROBLEM DEFINITION
In our study, we consider the readings collected from each sensor

as a time-series with each reading observed by a sensor node at time
t. Each sensor node is located on a road network segment. Each
sensor reading contains multiple attributes(i.e., speed, volume and
occupancy) describing the traffic behavior. In the rest of this paper,
we only use the speed reading to formalize our problem. In our his-
torical traffic sensor dataset, each sensor reading is represented as a
combination of sensor_id, speed value, date, and time, denoted by
<i, v, d, t>. The speed value denotes the average speed during its
sensor sampling time unit. We denote the entire dataset by D that
contains all sensor readings during the time interval [Ts, Te] where
Ts and Te represent the beginning and ending timestamp of the data
collection period. Our goal is to provide approximate results (with
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Figure 1: Examples of sensor readings

a bounded-error) to the queries that ask for the speed reading for a
single sensor during time interval [ts, te], where [ts, te] ⊆ [Ts, Te].
Note that other queries for speed readings (e.g., average query, ag-
gregate query) can be answered on top of this query defined here.
We refer to such query as spatiotemporal query.

Since we are interested in answering the spatiotemporal queries
within a specified error-bound, we define precision constraint which
incorporates user specified precision parameters and enforces an
approximate result to deviate from the exact result by (at most) ±
error-bound ε with probability δ.

DEFINITION 1. Precision Constraint. Let ε and δ denote rel-
ative error and probabilistic guarantee specified by users, respec-
tively. The approximate result Y to a query should satisfy the fol-
lowing precision constraint:

P [|Y −A| ≤ ε ·A] ≥ 1− δ (1)

where A represents the exact result of the query.

Precision Constraint states that the approximate result Y should
hold a relative error of at most ε of the exact result A with prob-
ability of at least 1 − δ. For example, if a user specifies ε = 0.1
and 1 − δ = 0.9, Y should satisfy P [|Y − A| ≤ 0.1 · A] ≥ 0.9,
i.e., with 90 percent probability the approximate answer is within
the 10 percent of the exact result.

3. OVERVIEW OF APPROACH
One way of answering spatiotemporal queries approximately is

to capture the underlying patterns from the sensor readings and use
them instead of the exact readings. Towards this end, we create
a concise but reasonably accurate pattern of a sensor or a group of
sensors called signature by averaging the sensor readings. Hence,
given a spatiotemporal historical query, we can use the signatures to
represent the results rather than scanning the entire historical data.
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However, when the signatures are not sufficient to represent the ex-
act sensor readings within precision constraint, we store the sensor
readings that violate the constraint as outlier. We consider both
signatures and outliers as data summaries to answer the spatiotem-
poral queries.

To further improve the storage efficiency, we explore temporal
and spatial correlation in constructing data summaries based on
the following observations. Like in most environmental monitor-
ing sensor network deployments (e.g., pollution, temperature), the
data generated by the traffic sensor nodes is highly auto correlated
both in time and space. For example, the weekday readings from a
specific traffic sensor usually follow a similar pattern, i.e., the sen-
sor reports 50-60 MPH (i.e., Miles Per Hour) on average from 6AM
to 8AM and 20-35 MPH from 8AM to 9AM and so on. Similarly,
the readings from multiple sensors located within a spatial prox-
imity may also be strongly correlated, since the traffic flow hardly
diverses or accumulates within a small spatial region, especially
for the road segments with no exits/entries. These correlations can
be captured accurately by constructing different types of data sum-
maries from the historical data traces.

We now explain the construction and maintenance steps of the
data summaries shown in Figure 2. Our approach involves three
phases. At the data analysis and query processing phase, we use the
historical data to precompute the signatures and their correspond-
ing outliers to support historical spatiotemporal queries submitted
by users. At the data collection phase, we compare the incom-
ing sensor readings to corresponding signatures to identify whether
they violate the precision constraint. If precision constraint is vi-
olated, to avoid storing all such sensor readings, we conduct sam-
pling among them with rate 1−δ and only store the samples, other-
wise, we discard the reading because we can use its signature value
to represent it in the query processing.

4. CONSTRUCTION OF SPATIOTEMPORAL
DATA SUMMARIES

As mentioned, the storage requirement of our data archived sys-
tem includes two main components, namely signatures and outliers.
Before formally define these two components, let us first introduce
an important parameter T for sensor readings sampling time unit.
Thereby, every T minute(s), the sensor readings are sampled once.
With the help of T, signature is defined as follows:

DEFINITION 2. Signature. A signature S for a sensor node (or
a set of sensor nodes) is defined by a sequence of sensor readings
during time interval [ts, te]. The length of the sequence equals to
the number of samples taken during interval [ts, te], namely, the
number of time units T covered by [ts, te]. For example, given
sampling time unit T=1 minute, and ts=6:00AM , te=21:00PM,
the signature S of a sensor have a sequence of (21-6)*60 + 1 = 901

average sensor readings with each one representing the average
speed for 1 minute. The solid line in Figure 3 shows a sample
signature of a sensor node.

In general, we can adopt signatures to answer a spatiotemporal
query within precision constraint. However, certain traffic condi-
tions (e.g., lane closures, accidents, sports games) may cause the
sensor readings fluctuate significantly from the signatures. Clearly,
when users conduct queries corresponding to the time intervals of
such conditions, the signatures are not sufficient to satisfy the pre-
cision constraint. Therefore, to ensure the precision constraint, in
addition to signatures, we store the outliers, i.e., the sensor read-
ings that fall outside of the relative error (ε) range as outliers. To
derive the outliers from the precision constraint, we rearrange the
Equation (1) by removing the absolute sign and disregarding the
probability guarantee. Thus, we can obtain the following constraint
for the exact result A:

A ≥ Y

1 + ε
and A ≤ Y

1− ε (2)

The definition of outliers is as follows.

DEFINITION 3. Outlier. If a sensor reading v during a sensor
sampling interval (i.e.,[tj , tj + T ]) satisfies one of the following
inequalities with its corresponding signature Sj:

v <
Sj

1 + ε
or v >

Sj

1− ε , (3)

v is identified as an outlier.

Note that in the definition of an outlier, approximate value Y and
exact valueA are replaced by signature value Sj and sensor reading
v, respectively. In Figure 3, the dash lines indicate the error bounds
of a sample signature and the crosses represent the outliers that are
outside of the error-bounds. When sensor readings are identified as
outliers, we only store a subset of them by sampling with probabil-
ity 1− δ. This enables us to avoid maintaining all the outliers.

Accordingly, given a query, we not only utilize the signatures
to provide approximate answers, but also incorporate the outliers
when the signatures are not sufficient in satisfying the precision
constraints. We argue that the combination of signatures and out-
liers can satisfy the precision constraints. The justification of our
argument is as follows. For the query results (or part of it) from
the outliers, they are 100 percent accurate with no error, because
we store the exact sensor reading as outlier. In this case, we have
P [|Y − A| = 0 ≤ ε · A] = 1. On the other hand, if the results
are from signatures, based on the way we sample the outliers, there
is 1-δ probability that the exact result is within the error range ε,
so we have P [|Y − A| ≤ ε · A] = 1 − δ. Combining the two
inequality in these two cases, we have P [|Y −A| ≤ ε ·A] ≥ 1−δ.
Hence, the combination of the results from signatures and outliers
can guarantee the precision constraint.

We explain our sensor data summarization methods in the fol-
lowing subsections.

4.1 Basic Summarization
So far, we have formally defined the two components of data

summaries: signatures and outliers. In this section, we explain our
basic summarization technique. In this technique, we compute the
daily signature of a sensor by averaging all historical sensor read-
ings from that sensor, and each signature is indexed by sensor ID i
(i.e., <i, S>). We repeat this process for all sensors. For each sen-
sor, the outliers are identified by comparing the sensor reading to
the corresponding value in its signature S. Specifically, since each
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sensor reading is represented as the combination of sensor id, speed
value, date, and time (i.e., <i, v, d, t>), we use the time attribute t
to find its corresponding value of signature S in time unit [t, t+T ],
denoted as Sj . Then, we examine v and Sj in the context of out-
lier definition to determine whether the reading is an outlier. Each
outlier is indexed by sensor id, date and time (i.e.,<i, v, d, t>).

Since each signature is generated by averaging the entire histori-
cal data of the corresponding sensor, the storage need of signatures
is negligible. However, if a signature is not representative enough
(i.e., does not capture the typical patterns of its corresponding sen-
sor), the storage needed to maintain the outliers can be high. We
address this problem by maintaining several signatures for one sen-
sor at different temporal and spatial scales. Meanwhile, we also
aim to strike a compromise between the storage of signatures and
outliers, and minimize the overall storage requirement of data sum-
maries. Towards these ends, we propose two different data summa-
rization techniques that exploit temporal and spatial correlations of
the sensors. We elaborate on these techniques as follows.

4.2 Temporal Summary
In real-world road networks, the traffic patterns may show varia-

tions among different days within a week or even different seasons.
Take traffic behaviors in weekday and weekends as an example. In
weekdays, traffic is always congested in the morning and afternoon
rush hours. However, in weekends, the traffic follows a totally dif-
ferent pattern. We can characterize such diversities with more than
one signatures corresponding to different temporal scales. Trivially,
increasing the number of signatures reduces the amount of storage
needed by outliers.

We explain our temporal summary technique using the example
in Figure 4 where we focus on three levels of temporal summaries.
The leftmost level indicates the method using single signature for
each sensor as discussed in the basic summarization. At the second
level, we increase the granularity of temporal summaries by pro-
viding seven signatures with each one representing a unique day in
the week. Each signature at this level is computed by averaging all
the sensor readings collected on the corresponding day. For exam-

Sensor 1

Sensor 2

Sensor n

E-Segment 1

E-Segment 2
I-Segment 1

Figure 5: Different Aggregation Level of Spatial Summaries

ple, Wednesday signature of a sensor is the average of its sensor
readings collected on Wednesdays in the historical dataset. In this
level, each signature is indexed by sensor_id i with the weekday
category w (i.e.,<i, w, S>), where w ∈ {Mon, Tue, ..., Sun}. At
the third level, we increase the temporal granularity by introduc-
ing seasonal information. Based on each signature generated in the
previous level, we derive three signatures with each one represent-
ing the sensor readings within a particular season. Similarly, we
use sensor ID i, weekday category w, and season category z as an
index of each signature (i.e., <i, w, z, S>). In this level, we create
a total of 21 signatures for each sensor characterizing the sensor
readings at different temporal scales.

To identify whether a sensor reading (i.e.,<i, v, d, t>) is an out-
lier, besides the time information t, we also need to use the date
information d to find its weekday value w and its season value z
to identify the category of the corresponding signature S. Once we
have identified S, we use similar strategy with the basic summa-
rization in examining and storing the outliers.

4.3 Spatial Summary
Besides the temporal correlation of the traffic sensor data, we can

use the spatial correlation of sensor locations to generate different
signatures. Specifically, we exploit the fact that the traffic sensors
co-located within a spatial proximity report similar readings and
behaviors. The main challenge here is to identify the sensors that
are within a close spatial proximity. Based on our observation of
the real-world traffic dataset, the traffic flow changes only at en-
tries/exits or intersections. Therefore, the sensor readings between
two adjacent entries/exits, or between two adjacent intersections
may show similar values. Therefore, instead of maintaining one
signature per sensor, we can compute one common signature for
a group of sensors. Subsequently, with spatial summarization, we
aim at eliminating the redundant signatures.

We define two types of segments for spatial summaries that in-
clude groups of sensors which have similar patterns: the segment
between two adjacent exits/entries E-Segment and the segment be-
tween two adjacent intersections I-Segment. As illustrated in Figure
5, in a typical road network, each E-Segment includes a small num-
ber of sensors, and each I-Segment includes several E-Segments,
corresponding to a larger number of sensors. To compute the sig-
natures for each segment, we first identify the set of sensors located
in that segment by maintaining a mapping between group ID g and
sensor ID i, (i.e., <g, i>). Next, we calculate the average of the sen-
sor readings from all sensors in this group and use it as the common
signature for each individual sensor located in that group. In this
case, we index each signature by group ID (g) (i.e., <g, S>).

To identify outliers, we first use the mapping between group_id
and sensor_id to identify to which group the sensor belongs. Next,
we employ the group signature S as the corresponding signature
for the sensor. Finally, we follow the similar process discussed in
the basic summarization to identify and store outliers .

5. QUERY PROCESSING
So far, we have discussed three different strategies for construct-
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Algorithm 1 Spatiotemporal Query(Sensor i, Time Interval[ts, te])
1: Let R be the result array for the query, initialize with empty
2: for each time interval [tj , tj + T ] in [ts, te] do
3: Abstract date information from tj , denoted as d′

4: Abstract time information from tj , denoted as t′

5: Use its i, d′, t′ to search outlier table.
6: if any outlier O found then
7: Add O to Rj for interval [tj , tj + T ]
8: else
9: Employ its sensor ID i to find its signature S

10: Use t′ to identify the position(k) of [tj , tj + T ] in the
sequence of S

11: Add Sk to the Rj for interval [tj , tj + T ].
12: end if
13: end for
14: Return R

ing data summaries. In this section, we introduce our proposed
approach to answer spatiotemporal queries based on each type of
data summaries. Algorithm 1 depicts the query processing for the
basic summarization technique. With this technique, given a query,
asking for sensor readings during a particular time interval [ts, te]
for a particular sensor i, we perform the following four steps to
generate the answer.

• First, we partition the time interval [ts, te] into individual
sensor sampling intervals (i.e., [tj , tj+T ] ), and initialize the
empty result array to carry the result value for each sampling
interval.

• Second, for each interval [tj , tj + T ], we extract date and
time information from interval [tj , tj + T ], denoted as d′

and t′. We use sensor_id i, d′ and t′ to search the database
to check if any corresponding outlier stored. If we find such
an outlier, we insert its value to the result array for interval
[tj , tj + T ] and skip the third step, otherwise, we continue
with the third step.

• Third, we employ the sensor id i to search for its correspond-
ing signature S. Then, we utilize t′ to find the corresponding
position (k) of S representing the interval [tj , tj + T ] and
insert Sk to the result set for the interval [tj , tj + T ].

• Finally, once we have gone through all the individual sensor
sampling intervals in [ts, te], we return the result array as the
approximate answer to the query.

For the queries based on temporal or spatial summaries, we use
the similar framework with a few changes in the third step. For
temporal summaries, besides sensor id i, we add date information
d′ from tj to search for the corresponding signature S. Since we
maintain several signatures instead of one per sensor, we need to
identify the particular one for tj by using d′. For spatial summaries,
before searching for the signature, we identify the group ID of sen-
sor i. Next, instead of sensor ID, we use group ID to find the group
signature as the signature for sensor i in the third step.

6. EXPERIMENTS

6.1 Methodology
In our experiments, we use a large-scale and high resolution

(both spatially and temporally) traffic sensor (i.e., loop detector)
dataset collected from entire Los Angeles County highways. This
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Figure 6: The overall storage size for temporal summaries

dataset includes both inventory and real-time data for around 1800
traffic sensors covering approximately 3000 miles. The sampling
rate of the streaming data is 1 reading/sensor/min. The format of
the data is <sensor_id, reading, date, time>, e.g., <717534,
67, 2009/06/23,13:40>. To evaluate the storage efficiency, we com-
pare our summarization techniques with a baseline solution which
stores entire historical sensor readings. In the first two sets of ex-
periments, we vary two precision constraint parameters: error range
ε and probabilistic guarantee rate δ by comparing the storage re-
quirement of the baseline approach, with our techniques using dif-
ferent summary strategies (i.e., temporal and spatial summaries).
When varying one parameter, we set the value of the other one to
10%. In the third set of experiments, we fix the precision constraint
(i.e., both ε and δ are set to 10 %), and compare the different combi-
nations of our two summarization techniques in storage efficiency
and signature size. The performance is measured as the storage
requirement of each technique. For all the experiments, we use a
PC running Windows with Intel 6420 Dual CPU 2.13G and 3.0 GB
RAM.

6.2 Results

6.2.1 Performance of Temporal Summaries
First, we compare the baseline approach (B), the basic sum-

marization (BS) technique and two temporal summarization tech-
niques based on two temporal scales: Weekday (W), Seasonally
Weekday (SW). For SW, we define three seasons: spring, summer,
fall with each one covering four months of the year, Jan-Apr, May-
Aug, Sep-Dec, respectively.

Figure 6 shows that as ε and δ increases the overall storage re-
quirement of our summarization techniques based on different tem-
poral correlations decrease sharply as compared to the baseline ap-
proach. For the effect of ε and δ, we observe that as ε increase, we
holds an increasing reduction rate on storage requirement. Specifi-
cally, when ε increases to 10, the storage requirement of our system
is reduced by nearly 75% as compared to the baseline approach. As
ε increase to 20, the reduction reaches 80% to 85% percent. This
indicates that about 75% to 85% of the entire sensor readings are
distributed within a small error range of the signatures. For δ, the
storage size decreases linearly as δ increases. The reason is that
we sample the outliers to store, so the storage size is proportional
to the sampling rate. In general, the higher the temporal scales,
the more signatures are stored, hence resulting in less number of
outliers as shown in Figure 6. From approach BS to W , the de-
crease in storage requirement is noticeable, but from W to SW ,
the two lines nearly overlap with each other, which indicates the
amount of storage saving is negligible. One reason is that the traf-
fic sensor readings hardly changes across different seasons in Los
Angeles. Figure 7(a) shows the size of signatures for SW is two
times higher than that of W . In conclusion, to make a trade-off
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Figure 8: The overall storage size for spatial summaries

between the number of signatures and the storage efficiency, the
temporal summary by weekday signatures is the proper temporal
summarization approach to choose in Los Angeles.

6.2.2 Performance of Spatial Summaries
Next, we study the impacts of different spatial summarization

techniques on the storage size. We compare the baseline approach
(B) and basic summarization (BS) with two spatial summaries de-
signed for sensors within an E-Segment (ES), and within an I-
Segment (IS).

As shown in Figure 8, the impacts of ε and δ are similar to those
previous experiments. When we increase the spatial aggregation
level by grouping sensors according to different size of segments
(in our dataset, I-Segments are longer than E-Segments), the over-
all representation capability of each group signature for individ-
ual sensor is reduced, therefore the number of outliers increases.
In particular, comparing IS with BS in both Figure 8 and Fig-
ure 7(b), although the signature size of IS is reduced significantly
as compared that of BS, IS shows a sharp increase of outliers.
One possible reason for that is the sensor readings generally fluc-
tuate a lot within two adjacent intersections. We observe that both
BS and ES require similar storage capacity in most cases, which
means that sensors located between two exits mostly maintain sim-
ilar speed readings hence the amount of outliers does not increase
significantly. Moreover, the signature size of ES is smaller than
that of BS. Hence, the ES based spatial summarization technique
was the best one in this set of experiments.

6.2.3 Performance of Spatial & Temporal Summaries
With our previous two experiments, we fixed one type of sum-

marization technique at one time to examine the effect of others. In
our third set of experiments, we vary both the spatial and tempo-
ral summarization technique simultaneously to identify the optimal
combination for our system. With this set of experiments, the same
notation as in the last two experiments are used, (e.g.,W+ES indi-
cates the combination of week day summarization and E-Segment
summarization). We fix both ε and δ to 10%.

Figure 9 shows the comparison of the seven combinations for
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overall storage size and signature size. As shown, although IS
methods is useful in decreasing the amount of signatures signifi-
cantly, it sacrifices the overall storage size because of the increas-
ing number of outliers, so it cannot be considered as a part of the
optimal choices. When comparing the performance of techniques
including W and the ones including SW , the storage size does
not change much, but the signature sizes of the ones with SW are
much larger than that of the ones with W . Therefore, we should
also exclude SW technique from our optimal choices. Now, let us
compare the remaining three choices: BS, W and W + ES. As
shown,W andW+ES requires similar storage requirement that is
much less than that ofBS. Hence, we eliminateBS. ButW +ES
performs better by maintaining less signatures as compared to W .
Hence, W + ES is the optimal solution for our system. By com-
paring the overall storage size of W +ES with that of the baseline
approach shown in previous experiments, we observe that the stor-
age requirement of our system as decreased by 77% percent of the
baseline approach with ε=10% and δ=10%.

7. RELATED WORK
In the past, different types of data reduction techniques have

been widely used to reduce the size of the large sensor datasets.
The prominent data reduction techniques are Wavelets [14], Sin-
gle Value Decompositions (SVD) [15] and Principal Component
Analysis (PCA) [10]. The main idea behind these techniques is
to compactly store the main patterns in the data (i.e., sketches) in
such a way that the dataset can be reconstructed back in its en-
tirety from those patterns, with minimal loss of accuracy. Wavelets
- a widely used technique in signal processing and image compres-
sion - compress large datasets by hierarchically decomposing the
raw data and storing a small number of wavelet basis functions
(i.e., wavelet coefficients) which best describe the data. Wavelets
have been applied successfully in answering range-sum aggregate
queries over data cubes [14], in approximate query processing [4,
9, 13]. Likewise, SVD and PCA represent a multivariate dataset
using the smallest possible number of new variables (i.e., principal
components) that are selected based on the statistical characteris-
tics of the dataset. However, the main difference is that although
these compression techniques enable approximate query process-
ing on the set of sketches, most of them do not guarantee any error
bounds on the query results. Specifically, depending on the spatial
and temporal extent of the query, the variation between the actual
result and the approximated result can be unacceptable. In contrast,
our approach ensure both an error bound and probabilistic guaran-
tee on the results to the spatiotemporal queries.

Another line of related work is data stream processing. In many
streaming techniques, the structures similar with signatures(e.g.,
synopsis) are built online for real-time approximate query purposes,
examples include equi-depth histograms and Haar wavelets [7, 11],
maintaining samples and simple statistics over sliding windows [6]
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and data clustering [8]. But most these research efforts focus on the
application of online data monitoring rather than queries over his-
torical dataset. Similarly, in some large streaming projects, queries
over historical data streams do not receive much attention. In the
area of sensor networks, such systems includes Aurora[1] which is
designed for the purpose of managing data streams for monitoring
applications and Telegraph [5] from UC Berkeley which focuses
on creating adaptive engine over querying streaming data from sen-
sors. However, for other streaming projects, such as STREAM [2]
which serves as a general-purpose data stream management system
as well as Niagara[12] which is designed for internet XML query
processing, do concern the historical queries, but the type of their
queries do not include spatial and temporal filters as the spatiotem-
poral query defined in this paper.

For the data reduction in spatiotemporal domain, there have been
several studies customized for specific types of spatiotemporal dataset.
One of them is the work done by Cao et al. [3] on data reduction
over trajectories of moving objects. They adopted line simplifi-
cation approach from graphics field to reduce the storage size of
trajectories. Unlike the traditional reduction technique, the line
simplification based approach can guarantee a deterministic error
bound, which is very similar with our error bounds structure. How-
ever, the approach of line-simplification aims at geographically sim-
plify the presentation of individual moving objects trajectory, there-
fore heavily relies on the structure of trajectory data and not appli-
cable on the traffic sensor data described in this paper.

8. CONCLUSION & FUTURE WORK
In this paper, we proposed a family of data summarization tech-

niques that significantly reduce the storage requirement of the traf-
fic sensor data while enabling efficient query processing on his-
torical traffic datasets. Unlike standard data summarization tech-
niques, our proposed approach builds on insights about the nature
of the traffic sensor dataset. In particular, we observed that there is
a strong correlation (both temporally and spatially) and redundancy
among the measurements of individual as well as groups of traffic
sensor(s). Driven by these observations, we introduced a family
of summarization techniques that capture data signatures and out-
liers to approximates the actual readings with bounded error and
probabilistic guarantee. Our experiments with a real traffic sensor
dataset showed that our proposed data summaries use only 23% of
the storage space otherwised required for storing the actual data,
while providing highly accurate query results with guaranteed pre-
cision.

We intend to pursue this study in three different directions. First,
we plan to extend our experiments to compare the summarization
efficiency of our approach with standard data summarization tech-
niques such as wavelets and SVD with more complex spatiotem-
poral queries (e.g., average, aggregate) over traffic sensor dataset.
Second, we intend to investigate efficient ways for maintenance/
update of the signatures. Finally, to enhance the summarization ra-
tio with our proposed techniques, we plan to study these techniques
under various spatiotemporal data granularities with different cor-
relations. Moreover, we study patterns in outliers for the purpose
of minimizing the outlier storage.
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ABSTRACT
Traffic information systems based on mobile, in-car sensor
technology are a challenge for data management systems as
a huge amount of data has to be processed in real-time. Data
mining methods must be adapted to cope with these chal-
lenges in handling streaming data. Although several data
stream mining methods have been proposed, an evaluation
of such methods in the context of traffic applications is yet
missing. In this paper, we present an evaluation framework
for data stream mining for traffic applications. We apply a
traffic simulation software to emulate the generation of traf-
fic data by mobile probes. The framework is evaluated in a
first case study, namely queue-end detection. We show first
results of the evaluation of a data stream mining method,
varying multiple parameters for the traffic simulation. The
goal of our work is to identify parameter settings for which
the data stream mining methods produce useful results for
the traffic application at hand.

Categories and Subject Descriptors
H.3 [Information Storage and Retrieval]: Systems and
Software—Performance evaluation (efficiency and effectiveness)

General Terms
Design, Performance

Keywords
Data Streams, Data Mining, Traffic Information Systems

1. INTRODUCTION
Though road traffic has never been as secure as today still

many people are injured or die in car crashes. On German
highways, collisions with driving ahead or waiting vehicles
have been the most common cause of traffic fatalities in 2009
[17]. Typical traffic scenarios which cause this type of colli-
sions are queue-ends. Therefore, the immanent question is,
how can these critical situations be detected and prevented.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
IWGS ’10 San Jose, CA, USA
Copyright 2010 ACM 978-1-4503-0431-3/10/11 ...$10.00.

One method is to warn road users who approach the end
of a queue and give them the chance to adapt their speed
in due time. A traffic jam is not a static phenomenon –
it grows or shrinks over time depending on the traffic den-
sity. Therefore, the position of the queue-end has to be
updated at frequent intervals, which requires the collection
and analysis of up-to-date traffic data.

Data collection in road transportation is mainly executed
by two types of detection mechanisms – stationary and mo-
bile detection. Stationary detection uses sensors which are
permanently affixed to the road infrastructure, such as in-
ductive loops, cameras or weather sensors. However, the
costs for stationary detection infrastructure, its installation
and maintenance are high. Hence, only a fraction of the road
network can be covered by stationary detection. Mobile de-
tection uses the vehicles themselves as “sensors” and the col-
lected data is termed Floating Car Data (FCD). Extended
Floating Car Data (XFCD) includes also in-vehicle sensors,
such as rain sensors. Mobile communication technologies
enable the use of vehicles to collect data and to send it to
a traffic management center, as well as to exchange infor-
mation between a vehicle and the road infrastructure (Car-
to-Infrastructure Communication, C2IC) or between two or
more vehicles (Car-To-Car Communication, C2CC).

Not only the collection, but also the processing and analy-
sis of traffic data has to be done very fast to be useful for an
efficient queue-end warning mechanism. Storing the data
to disk and applying data mining methods on the stored
data is not applicable for sensor data as it has to be pro-
cessed in real-time. Therefore, we apply data streams and
corresponding Data Stream Management Systems (DSMS)
to address these challenges. A DSMS focuses on processing
current data. Windows comprising a time period of the near
past or a number of recently seen tuples are queried and the
data is dropped after processing. Queries are defined and
registered once and run frequently on the data. Also trends
in the data streams can be observed, e.g., by using synopses.

Besides the data management also data analysis tech-
niques, such as data mining, have to adapt to the specifics
of data streams. Therefore, data stream mining algorithms
have been proposed to account for fast and one-pass pro-
cessing of data. Characteristics of data stream mining algo-
rithms are, for example, the handling of a limited memory
size, and the ability to detect concept drifts in the data.
However, before data stream mining can be applied in traf-
fic applications, the following questions need to be answered:
(i) Which data stream mining methods with which param-
eter settings produce results in the desired quality? (ii)
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Which data sources and which amount of data have to be
analyzed to get good results? (iii) In what traffic situations
do the methods deliver satisfactory results? To answer these
questions, a thorough analysis of data stream mining meth-
ods for various traffic applications is necessary.

Our contribution is an evaluation framework for traffic ap-
plications based on a data stream management system and
data stream mining. We show the feasibility and efficiency of
the framework by a case study in the course of the project
Cooperative Cars1 (CoCar). A car equipped with CoCar
technology (called a CoCar in the following) sends a mes-
sage over a cellular network infrastructure, when it detects
a hazard, e.g., when it is braking hard, to vehicles in near
vicinity or a specific spatial area, depending on the event.
In our case study we use CoCar messages to determine for
a road section if it contains a queue-end. The proposed
framework enables us to evaluate the influence of different
parameters on the detection accuracy. Especially, not only
the influence of the characteristics of the road network or
the traffic can be analyzed, but also special features of the
data management system and data analysis can be exam-
ined. The framework uses our quality- and priority-based
traffic data fusion architecture presented in [10] which is
briefly explained in Section 2. Section 3 details how queue-
end detection is implemented. In Section 4 results of a first
evaluation are presented. Section 5 discusses related work
in queue-end detection and data streams. Finally, Section 6
concludes our results so far and discusses future work.

2. EVALUATION FRAMEWORK SETUP
The proposed evaluation framework is based on a data

management architecture, which we designed and imple-
mented in the CoCar project. For simplicity, in this section
we will explain only those parts of the architecture which
have been used in the framework and the case study, de-
tails can be found in [10]. The goal of the architecture is
to provide real-time fusion of traffic data to derive and to
provide new traffic information based on fused data. Three
main components constitute the architecture and are de-
scribed along with their realization in the framework in the
following. The overall architecture is depicted in Figure 1.

2.1 Data Sources
The architecture is designed to enable the use of multiple

data sources which are integrated in the data stream man-
agement system (DSMS). The data sources are one parame-
ter which is very interesting to evaluate in a traffic applica-
tion. Which data sources are sufficient for which traffic ap-
plication and what is the influence of integrating additional
data sources? Special emphasis is put on data sources of
mobile detection as they offer several advantages over sta-
tionary detection. One goal of our work is to find out to
which extent and within which limits mobile data sources
can be used for traffic applications, such as derivation of
traffic data [9] or traffic state estimation.

In the CoCar project, of course one important data source
are CoCars sending event-based messages in case of haz-
ards to warn other vehicles. The second important data
source are Floating Phone Data (FPD). FPD are anony-
mously collected positions of mobile phones. From these
positions other traffic data, such as the vehicle speed, can

1http://www.aktiv-online.org/english/aktiv-cocar
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Figure 1: The overall architecture

be derived. Other data sources can be TMC-RDS messages
or data from stationary detection sensors. The data can
be pushed or pulled from the corresponding data source to
the DSMS. For reasons of reproducibility, controllability and
sufficient data creation, we use the traffic simulation soft-
ware VISSIM by PTV AG2 to emulate the creation of data
from mobile and stationary sensors.

We create CoCar messages by using the VISSIM simula-
tion for the following events: a vehicle braking very hard and
a vehicle turning on the warning flashers. In our case study,
we focus on the CoCar messages only as we want to analyze
the usefulness of CoCar messages and parameters, such as
required equipment rates, for certain traffic applications.

2.2 Data Stream Management System
In our scenario, the data is produced at high rates and

hence, we need to process and analyze the data in a fast
way to deliver answers timely. Therefore, we decided to use
a DSMS for data processing and analysis. We use the Global
Sensor Network3 (GSN) system [1]. GSN provides a flexi-
ble, adaptable, distributable, and easy to use infrastructure.
The main concepts in GSN are wrappers and virtual sen-
sors. In GSN, we provide a wrapper for each data source
to receive the data. Each further processing step is encap-
sulated into a virtual sensor which creates the output data
by a query over the input data. For data stream mining,
we integrated the data stream mining framework Massive
Online Analysis (MOA)4 into the DSMS. We implemented
a virtual sensor for GSN which applies a data stream mining
algorithm on aggregated sensor data and outputs the results
as a data stream to the DSMS. The virtual sensor is generic,
i.e., the type of classifier algorithm and the corresponding
configuration can be defined in a virtual sensor configuration
file.

The DSMS exports the derived information and sends it
as messages over the CoCar infrastructure to the connected
road users, e.g., by Geocast (i.e., only into a certain geo-
graphic area). For example, the result can be a message an-
nouncing a queue-end at a certain position. The reception of
messages by the vehicles might influence their driving behav-
ior and the influence of this behavior on the corresponding
traffic application can be analyzed. However, this requires a
deep understanding on how drivers react to certain warning
messages based on social, cognitive, and empirical studies
which are out of the scope of our research. In our evalua-
tion framework, we also export statistics for evaluation, e.g.,

2http://www.ptv.de
3http://sourceforge.net/projects/gsn/
4http://www.cs.waikato.ac.nz/~abifet/MOA
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Figure 2: Overview of the queue-end scenario

mining accuracy, utilizing the export functionality of GSN.

2.3 Spatial Database
All traffic applications have spatial characteristics per def-

inition. Spatial databases have been introduced to ease and
speed up the work with spatial data using special data types
and functions. In our architecture, we store and query the
road network at hand by using the spatial functionality of
Microsoft SQL Server 20085. We export the roads (or links)
from the traffic simulation and store them as curve objects
in the database. Each time we have to localize a vehicle on
the network (a process termed Map Matching), we issue a
query to the spatial database. The Map Matching and us-
age of spatial data in our framework is explained in detail
in Section 3.

3. QUEUE-END DETECTION
To show the feasibility and effectiveness of our evaluation

framework, we setup a case study scenario which aims at the
detection of queue-ends. In our scenario, a road consists of
two links, one for each direction. A link can be divided into
sections. For each section of the links in the road network it
will be determined , if it contains a queue-end or not. The
scenario is aimed at investigating the influence of multiple
parameters on the detection accuracy. As a source for the
traffic data we use CoCar messages created by VISSIM as
described in Section 2. We detail the scenario setup step by
step in this section. An overview of the setup is shown in
Figure 2.

3.1 Traffic Simulation
As mentioned earlier, we use a traffic simulation to create

traffic data. The simulation operates on a simple road net-
work consisting of a highway of 3km length, i.e., two links
with two lanes each. The speed limit is unrestricted. The
links are almost straight, with one sharp turn as depicted in
Figure 3(a). One link contains a hazard (a construction site
with an excavator) narrowing the street to one lane, shown
in Figure 3(b). A reduced speed area encloses the construc-
tion site, restricting the maximum speed to 80km/h.

To prepare the simulation runs, the links have to be stored
in the spatial database as curves to enable a Map Match-
ing later on. As we want to identify the part of the road in
which the queue-end is currently located, we divide the links
of the road into sections of equal length. For each section,
we will determine whether it contains a queue-end or not.
The length of the section is obviously a parameter which
has an influence on the accuracy of the queue-end detec-
tion. Therefore, we will investigate different section lengths

5Other DB products provide similar functions for spatial
data, thus, we are not limited to this particular product.

in Section 4.
Each section is stored in the spatial database with its start

point, its end point, the index of the first point and the last
point of the link curve lying between start and end point of
the section. This storage method ensures that the curve of
a section can be easily reconstructed, but avoids redundant
storage of partial curves for each section.

Since we employ learning, besides the network and the
CoCar messages, we also need to determine the correct class
for a section (does it contain a queue-end?) to train the
mining algorithm, i.e., the ground truth. Hence, we added
queue counters in the VISSIM road network, which are able
to measure the length of a queue starting from their own
position. A vehicle starts queueing when it is slower than
15 km/h and has a maximum distance of 20m to the vehicle
in front. It stops queueing if it is faster than 30 km/h.
The queue lengths are measured every ten seconds and if a
queue is detected a corresponding message is created which
contains the position of the queue-end. When the simulation
is started the CoCar and queue-end messages are sent via
TCP to the server hosting GSN.

3.2 Conversion, Degradation, Map Matching
The GSN system is started simultaneously with the sim-

ulation. For each message type, a separate wrapper is pro-
vided in GSN, which receives and converts the data to the
GSN data format. Stream elements in GSN are defined
according to a flat relational schema, i.e., comparable to
datasets of a single table. The stream elements created
from the CoCar messages are forwarded to a degradation
virtual sensor. Each CoCar message contains, beside other
information, the position, speed and acceleration of the ve-
hicle sending the message. One common issue in mobile
data detection is, that the measured positions contain some
error whose amount depends on the used positioning tech-
nique. This error influences the accuracy of traffic infor-
mation which has been shown, e.g., in [9], and therefore,
has to be considered. In case of the CoCars we can assume
GPS positioning accuracy (9m error at maximum). To ap-
proximate reality as close as possible the exact positions in
the messages created by VISSIM have to be degraded. To
that end, we use a normal distribution to model the error.
When working with real data sources this step is obsolete, of
course. The accurate positions are replaced by the degraded
positions in the stream elements and forwarded – all other

(a) Simulation track

(b) Hazard on the track

Figure 3: The scenario track and a hazard
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data remains unaltered.
The next virtual sensor matches the positions of the Co-

Car messages to the road network, which is termed Map
Matching. Map Matching is the process of finding the closest
link and point to the position where the road user actually
is located. One very basic map matching technique is Sim-
ple Map Matching. In Simple Map Matching the road and
the point with the shortest perpendicular distance to the
measured point are selected. More sophisticated methods
also consider the trajectory of a vehicle and the topology of
the network. For a detailed survey on map matching see for
example [18]. The CoCar messages do not contain any iden-
tifying information about the vehicle sending the message.
Without information about the trajectory of the vehicle, we
can only utilize Simple Map Matching. The Map Matching
also contributes to a realistic scenario as it also introduces
an error common in traffic applications.

The data in the queue-end messages represents the ground
truth of the scenario. In this case, the correct position is
mandatory and is not degraded. But, to determine the links
and sections the queue-ends are located on, the correspond-
ing stream elements are forwarded from the wrapper to a
second map matching sensor. This sensor works in the same
way as the CoCar Map Matching sensor. It introduces no
error, because the positions lie exactly on the sections and
are map matched precisely.

3.3 Integration and Aggregation
After the position of each message has been matched to a

section, we need to prepare the data for data stream min-
ing. The overall goal of the mining process is to determine
for a set of data describing the traffic situation on the sec-
tion at hand, if the section contains a queue-end. In our
approach, we aggregate data of messages with positions ly-
ing on a particular section for a certain time window. This
means, we calculate the following parameters from the Co-
Car data stream elements for one section and a time window
over the last x time units:

• average speed (AVGSPEED)

• average acceleration (AVGACCEL)

• number of hard braking vehicle messages (EBL)

• number of warning light announcement messages (WLA)

In GSN there are two levels of continuous queries which
are defined for assembling the output of one virtual sensor.
Firstly, the required data streams currently active in the
GSN system can be queried. Secondly, an overall query for
joining the results of the data stream queries can be defined.
This means, the aggregation and integration can be done in
one virtual sensor. To complete the training dataset for the
data stream mining, we have to join the aggregated data
with the real queue-end stream elements, which define the
true class value of each dataset. Both streams are joined
over the section and the time window. The join is obsolete
if no training is performed.

3.4 Data Stream Mining
In our approach, queue-end detection is casted as a binary

classification task. A classifier has to decide according to the
dataset at hand, whether a section contains a queue-end or
not. As depicted in Figure 2, we can setup the scenario
according to the two classical data mining modes: training
and classification. If a classification without training is re-
quired, the obsolete virtual sensors can easily be removed.

As already mentioned, we integrated the data stream mining
framework MOA into GSN by encapsulating it into a virtual
sensor. MOA is based on the well-known mining framework
Weka6. In the mining virtual sensor, the incoming data
stream elements are converted into MOA compatible train-
ing instances. To test the accuracy of the algorithm, we use
a Test-Then-Train approach. In this approach each instance
is used twice: firstly, it is used to test the accuracy and per-
formance of the current classifier (the classifier has not seen
this example yet). Secondly, it is used for the training of
the classifier afterwards. This maximizes the use of the ex-
amples available and allows an accuracy analysis on a very
fine-granular level [5]. The statistics of the tests comprise
the number of instances used for training so far and val-
ues for true positives and negatives and false positives and
negatives.

So far, we started evaluation with the implementation of
a Hoeffding Tree classifier included in the MOA framework,
which is “state-of-the-art for classifying high speed data
streams”[5]. The Hoeffding tree splits on an attribute if
the difference between the attribute’s estimated informa-
tion gain and the information gain of the second best at-
tribute excels the determined Hoeffding bound. The Ho-
effding bound has been originally introduced to data stream
mining by Domingos and Hulten [13]. For the configuration
of the algorithm a default set of options has been used, be-
cause we want to focus on the evaluation of the influence
of varying traffic scenario parameters, such as penetration
rate. In future research we will include the evaluation of
multiple algorithms and corresponding configuration sets.

After the mining algorithm classified an instance the statis-
tics of the classifier are updated and the classifier is trained
on the instance. The corresponding stream element is en-
hanced with the estimated class and statistical information
and passed on in the GSN system. If a section has been
classified to contain a queue-end, the coordinates of the sec-
tion midpoint are retrieved by querying the spatial database.
Then, a corresponding CoCar message is generated contain-
ing this position and sent back to the VISSIM simulation
via TCP. The estimated queue-end and the correct queue-
end are visualized by blue and red traffic signs as shown in
Figure 3(b).

4. EVALUATION
We demonstrate the usability and efficiency of our frame-

work on one example traffic application. The goal of this sce-
nario is to investigate the influence of several parameters on
the accuracy of the queue-end detection using data streams,
data stream mining, and CoCar messages as data source as
detailed in Section 3. In this evaluation, we focus on the
effect of various application-related parameters on the accu-
racy of the detection method. We analyzed three parame-
ters, which seemed to be most promising in the queue-end
scenario: the penetration rate of CoCars, the traffic volume,
and the length of the sections. In addition, we studied one
system-related parameter: the window size of the queries
in the DSMS, i.e., the amount of data from the past which
is taken into account by the data stream mining methods.
For the queue-end detection time-based windows have been
used, to select data from the last defined period of time, e.g.,
the last minute.

6http://www.cs.waikato.ac.nz/~ml
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For the evaluation, a default configuration of these param-
eters has been determined. We set the penetration rate to
5%, the traffic volume to 2500 veh/h and the section length
to 100 meters. The window size was chosen to be 120 sec-
onds. To see the influence of one parameter, this parameter
has been varied and all other parameters kept their default
value. The following evaluations of the data mining results
have been made for each run, whereby we define two classes
to be identified by the classifier: sections with a queue-end,
denoted as Positives, and sections without a queue-end, de-
noted as Negatives.

• Overall accuracy: Determines the ratio of instances
with correctly classified classes to the number of all
instances classified so far.

True Positives + True Negatives

Positives + Negatives
(1)

• Sensitivity: Sensitivity is the ratio of correctly iden-
tified queue-ends to the number of all real queue-ends.

True Positives

True Positives + False Negatives
(2)

In this scenario, we are highly interested in the sen-
sitivity, because it is more dangerous to leave a real
queue end unrevealed as to forecast a non-existent
queue-end.

• Specificity: Specificity is defined as the ratio of the
number of correctly classified sections without queue-
end to the number of all Negatives.

True Negatives

True Negatives + False Positives
(3)

Each evaluation starts with a new tree, i.e., the classifier has
not seen any training instances so far. To ensure compara-
bility, all components in the framework have to work in a
reproducible manner, i.e., all randomized elements have to
be set to a fixed seed. For example, each traffic simulation
run configured with the same parameters is identical, i.e.,
the raw data produced by the vehicles is always the same as
well as the traffic state in each time step. To test the com-
parability, two identical evaluation runs with default values
have been made before starting the actual tests. The runs
had almost identical accuracy gradients and differed no more
than 3% in value. Differences in values can be explained by
minor time shifts induced by TCP transfer in GSN and dif-
ferences in time between start of the simulation and start
of the GSN system. That means, the time windows might
not be at the exact same position in the time line as they
had been in the run before and therefore, might not result
in identical averages. Each simulation run had a duration of
30 minutes. The average mining times for one element lay
between 10 and 20ms, while the algorithm mined up to 5833
elements per run. In the following, we describe each evalu-
ated parameter and discuss and show the most interesting
results of the experiments.

4.1 Window Size
The window size determines how much data of the past is

taken into account by the data stream mining algorithm. A
good window size would be very close to the average time
for which the queue-end stays in one section. For example,
if the queue-end is 50 seconds in section A and 50 seconds in
section B, then with a window size of 100 seconds (or more),
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the system would not be able to make a distinction between
section A and B. On the other hand, if the window size is too
small, the mining algorithm will not get enough information
to determine that a queue-end is in a particular section.
Based on some initial observations on the time needed for a
queue-end to go from one section to the next (we observed a
time of about 100 to 200s for the default traffic volume), we
decided to vary the window size parameter between 10 and
300s. The results for accuracy and sensitivity are shown in
Figure 4 and 5.

The results for accuracy are not helpful to identify a good
window size as there are much more negatives than positives,
especially for the smaller window sizes. Therefore, a window
size of 10s has the best accuracy although there is never a
true positive (the line for a window size is not visible in
Figure 5 as it is always at 0%). The results for sensitivity
show that our initial estimation for a good window size was
correct, as window sizes of 90s and 120s deliver most of the
time the best results. The noisy start phase of about 300s
should not be taken into account as the traffic jam has not
been established yet and the mining algorithms could not be
trained on many positives up to that point. It is interesting
to see that a window size of 300s delivers in the end the best
results, although the sensitivity has been much worse earlier.
Furthermore, it can be observed, that sizes over 120s seem to
stabilize in the end in contrast to smaller sizes, which fall all
the time. We need more experiments with longer simulation
times to get a conclusive result for the window size.

4.2 Traffic Volume
The traffic volume is given in vehicles per hour. It is

expected that, when the traffic volume increases, more ve-
hicles will be present in one section. This will also lead to a
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higher volume of CoCars per section and enhance the num-
ber of messages per section. Additionally, a queue will grow
faster when the amount of traffic is higher, which results
in a higher rate of vehicles actively braking and switching
on their warning flashers. It can be assumed that a higher
amount of messages will lead to a more reliable approxima-
tion of the actual traffic state in one section. Therefore, we
expect the accuracy to increase when the traffic volume is
rising. According to current statistics published by the Ger-
man Federal Highway Research Institute7 on German high-
ways traffic volume averages 1500 veh/h calculated from the
daily traffic volume (including the low-traffic night). How-
ever, traffic queues occur at higher volumes during the day.
Therefore, we experimented with 2500, 3000 and 3500 veh/h
(additionally, 1500 veh/h did not lead to any queueing in
our traffic scenario). For these runs we extended our net-
work links to 5km length, to provide enough space for the
queue.

The accuracy results, depicted in Figure 6 fulfill our ex-
pectations: the accuracy rises with the increase of traffic
volume. Skipping the noisy start phase, it can be observed
that the accuracy is above 80% for all tested traffic volumes,
even above 90% for a traffic volume of more than 3000 vehi-
cles per hour. As expected, the highest traffic volume deliv-
ers the best results. The number of seen examples increases
in each run (which is also dependent on the duration of the
run). While in the 2500 veh/h run the classifier trained on
2058 instances, in the 3500 veh/h run the classifier observed
5833 examples which corroborates the assumption, that the
number of messages rises with increasing vehicle volume.
But the analysis of the specificity and sensitivity evaluation
showed, that the biggest portion of the correctly classified
instances are constituted by true negatives. The specificity
reaches accuracies of 98% at maximum in the 3500 veh/h
run and shows the same pattern (rising values with rising
volumes), while the sensitivity only reaches about 40% in
the 3000 veh/h run and no clear trend in the runs can be
observed.

An analysis of the ratio of the “real” positives to negatives
reveals, that with increasing traffic volume and hence, in-
creasing queue length, obviously the portion of sections from
which messages are received and are containing a queue-end
in a time window decreases (from 14% in 2500 veh/h run to
4% in 3500 veh/h run), while the fraction of sections which
do not contain a queue-end increases. The latter group are
most likely sections with congested traffic, but do not con-
tain the queue-end. This fact leads to reconsideration of the

7http://www.bast.de
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Figure 7: Accuracy for varying penetration rates

used attributes (Are they suited to distinguish sections with
queue-ends from sections without queue-ends? Are their val-
ues close enough to real traffic situations?). In the data it
is conspicuous, that emergency braking messages outweigh
warning flasher messages. But braking to that extent may
also occur when vehicles are in the middle of the queue. As
warning flashers usually occur at the end of a queue and not
in the queue, a remedy could be, to give a higher weight to
the warning flasher messages in the decision process (boost-
ing).

4.3 Penetration rate
One of the most common and interesting questions for

traffic applications based on mobile detection is: how many
vehicles must be equipped with the technology to deliver ac-
ceptable results for an application? Huber [12] identified in
his analysis, that a general assumption for FCD penetration
rates cannot be made, but has to be evaluated in the con-
text of the information system, the traffic application, and
the required output quality at hand. The penetration rates
he identified in the analyzed studies vary between 1-5%. We
took these values as a basis and made experiments with 3%,
5%, 7% and 10% penetration rate. It is expected that a
higher penetration rate would lead to a higher accuracy, as
it can be assumed that a higher amount of messages per
section is produced. The results for this experiment were
inconclusive – no clear trend could be identified in the avail-
able simulation time.

In the last section, traffic volume turned out to be a
promising influence factor to enhance the accuracy. There-
fore, we repeated the experiments with a traffic volume of
3000 veh/h. In Figure 7 the accuracy results are shown. Sur-
prisingly, the experiment showed that all penetration rates
converge to a value between 93% and 95%, which would lead
to the assumption, that the penetration rate has no influence
on the accuracy. Again, the specificity is the most influential
indicator, showing the same pattern as the overall accuracy,
while the sensitivity again is inconclusive: though, 10% pen-
etration has the highest and 3% the lowest accuracy, 5% is
substantially better than 7% penetration rate. More sim-
ulations would be very beneficial here to see, if this is the
case also for other traffic scenarios.

4.4 Section Length
One very interesting parameter to consider is the length

of the sections. The section length influences the flow rate
of the system. Obviously, smaller sections lead to a higher
amount of mining instances. Furthermore, with smaller sec-
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tions the real queue-end can be approximated to a higher
degree if classified correctly, because the mean distance be-
tween the real queue-end and the middle of the section (the
forecasted queue-end) is smaller. Due to the lack of empiri-
cal data, we selected section lengths in a way, that results in
a tolerable mean error of distance to the real queue-end (at
most half of the section length). We experimented with 30,
50, 100 and 150 meters. It is expected that a maximum in
accuracy is identified for a certain section length. Too small
sections produce a too small amount of messages which are
not sufficient to determine whether there is a queue-end or
not. Too long sections are expected to be harmful to accu-
racy, because they can contain too many messages, which
do not indicate the correct class. We present the results in
Figure 8. Surprisingly, it can be observed, that a shorter
section length seems to be more beneficial to accuracy. But,
the analysis of the specificity and sensitivity shows again,
that negatives have the highest impact on the result as the
number of positives in the overall training instances only
reaches 12%.

In conclusion, the first results of the experiments show
trends of influential parameters and reveal promising ac-
curacy values also for smaller penetration rates. However,
the results are not sufficient to draw final conclusions as we
need to evaluate different traffic scenarios and fine tune the
data stream mining algorithm. Especially, the low sensi-
tivity rates and inconclusive results need further investiga-
tion. However, it has been shown, that the framework can
be used for the evaluation of traffic applications in a very
flexible way. It can easily be extended, to investigate other
parameters or applications.

5. RELATED WORK
Data stream management systems and data stream min-

ing is a young research area and found its way into traffic
applications in recent years. For example, the product Mine-
Fleet [14] integrates data stream mining into vehicle embed-
ded systems for fleet monitoring to analyze vehicle health,
emissions or driver behavior. Another approach detecting
driver behavior is presented by Horovitz et al. [11], which
use a combined approach of unsupervised data stream clus-
tering and fuzzy logic to detect drunken driver behavior.
Liu et al. [16] propose a distributed traffic stream mining
system for determination of congestion level using Frequent
Episode Mining. On a central server frequent patterns are
determined based on historical data and are then distributed
to stationary detectors, which use the pattern to classify
data from the sensors. The benchmark Linear Road bench-
mark for DSMS in [3] allows for performance measurements

(throughput and response time) and comparison of multi-
ple DMS. The benchmark is based on a simulated traffic
scenario which calculates tolls for vehicles driving into ar-
eas with congestion and accidents. The traffic scenario is a
means to the end of producing data for system stress tests,
but does not aim at analyzing the utilized traffic applica-
tion. Hence, complex tasks, such as mining, are not ana-
lyzed, because it was not given prominence to the realistic
simulation of a traffic scenario. Furthermore, they do not
take into account possible effects of the communication sys-
tem or feedback to the vehicles. Also global players in data
management work on solutions for traffic applications based
on data stream management. Recently, IBM proposed a
real-time traffic information management system based on
its streaming platform Infosphere Streams [4]. They used
GPS data from taxis and trucks of the city of Stockholm to
calculate travel times and shortest paths between city parts
to demonstrate the effectiveness of their system. Microsoft
integrates handling of spatial data with data stream capa-
bilities implemented in StreamInsight [2].

For mobile detection of traffic data, there have been sev-
eral studies, which aim at rating the accuracy of the created
traffic information. Especially, in the field of anonymously
collected Floating Phone Data the interest is high. These
studies can be divided mainly into field studies and simula-
tion studies. Intensive simulation studies have been carried
out by Fontaine et al. [7, 8]. They investigated the influ-
ence of different parameters in the road network and mobile
network on the accuracy of traffic information, such as link
speed. However, they do not consider the characteristics of
the processing information system and do not incorporate
analysis techniques, such as data mining, to derive events
or traffic information from the collected data. In our work,
we investigate the influence of varying road and traffic pa-
rameters, and we also take into account the special features
of a data stream management system, such as window size,
sliding step, and of data stream mining, such as concept
shift.

The investigation of queue-end detection algorithms is an-
other important line of work. Huber [12] studied the oppor-
tunities in traffic information collection using XFCD. He
analyzed, which in-vehicle information, e.g., collected over
CAN bus or sensors, can be used to detect certain local
traffic events. One example he investigated is the queue-
end detection using a deceleration parameter, an indicator
for low speed level, right turn signals, the road type, and
warning flashers. The event determination is implemented
using fuzzification and a rule base. To reach 90% proba-
bility that a vehicle arrives at an incident in a one minute
interval a penetration rate of 6.9% is required already. In
contrast, our system would be able to announce a queue-end
in a much lower time interval (10s) and is therefore more
suitable for local hazard warnings. Furthermore, the system
does not use any learning. Fuzzification and rules are man-
ually defined. The use of fuzzy rules would be an interesting
extension to our method. In [6] Chan et al. present a sys-
tem for real-time queue tracking based on the average speed
detected on road sections by identifying three traffic zones
and analysing the arrangement of these zones. Though, the
authors base their work on stationary detection and have
to rely on larger sections (minimum of 500m between loop
detectors on a comprehensively equipped highway), the idea
of identifying the parts of the queue seems appealing and
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could be integrated in our system to enhance the quality
of the detection mechanism. More current work on queue-
end detection uses methods from the field of artificial intel-
ligence. In [15] Khan presents a simulation study also based
on VISSIM using stationary sensors as data source. They
analyze the data using Artificial Neural Network models,
predicting the current queue length based on accumulated
numbers of cars and trucks at fixed locations. Although they
postulate real-time processing in their information system,
the used algorithm is not capable of online learning, i.e.,
it cannot adapt to concept changes, which can be achieved
by using data stream mining algorithms as proposed in our
approach.

6. CONCLUSION
In this paper, we presented a framework for simulation-

based evaluation of traffic applications. The framework con-
sists of a traffic simulation, a data stream management sys-
tem, data stream mining algorithms, and a spatial database
system. It enables us to evaluate the influence of param-
eters of road networks and traffic scenarios as well as the
impact of characteristics of the information system and the
data mining algorithms. In a case study on queue-end detec-
tion, we illustrated that our approach yields feasible means
to investigate effects of these parameters. The results of the
evaluation carried out show, that trends in accuracy and
specificity based on varying parameter configurations can be
observed already with small sets of training instances. Re-
sults for sensitivity, an indicator for the detection accuracy
for queue-ends, were inconclusive in the tests, most proba-
bly due to the small ratio of positives in comparison to neg-
atives in the training instances and also the high number of
map matching errors (almost 47% for default values). While
traffic volume seems to be a strong factor influencing data
mining accuracy, the penetration rate showed no crucial ef-
fect. The section length had a high impact on the accuracy,
caused by the small number of messages and the even higher
difference in the number of positives opposed to negatives,
which has been reflected in the results for the sensitivity. As
the flexibility of the framework enables the analysis of the
effect of a variety of parameters in the data management
system and the data stream mining, further evaluations are
the next step in our work plan. Additionally, we will in-
vestigate means to enhance the accuracy and sensitivity of
queue-end detection, by enhancing Map Matching accuracy,
by boosting certain input attributes, or by including data
of adjacent sections. in the decision process. Also, taking
into account other data attributes and data sources for the
mining algorithms is easily possible in our data fusion archi-
tecture. In conclusion, it has been shown that the framework
is a very good instrument to study traffic applications and
the corresponding information system.
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ABSTRACT 
We propose a new mechanism, which we term frames, for data-
dependent windows. In contrast to traditional timestamp-based 
windows, frames represent just the boundary of a window and can 
be filled with data from secondary streams or historical data. 
Examples show how frames can be useful in network and sensor 
monitoring applications. We present frame definition and 
implementation in one dimension, discuss extension to multi-
dimensional frames, and identify issues for further investigation. 

Categories and Subject Descriptors 
D.3.3 [Database Management]: Systems – query processing 

General Terms 
Algorithms, Design, Management, Performance 

Keywords 
Spatial-temporal windows, Data-stream management 

1. INTRODUCTION 
Data Stream Management Systems (DSMS) [2,3,7,10,11] process 
unbounded data streams by partitioning those streams into 
windows based on timestamps. Such windows have two 
distinguishing properties. First, they are based only on timestamps 
or tuple-counts hence cannot reflect spans of interest determined 
by data values in the stream. Second, these windows partition and 
analyze the same stream, so that the result associated with a 
window (typically an aggregate) is derived from the values in the 
same stream over which the windows are defined. However, many 
applications have queries that require windows to be defined 
dynamically based on properties of the data values. In this paper, 
we consider a variation on windows called frames—a mechanism 
for data-driven windows. A frame defines the extent or boundary 
of window, and can be used against the same stream or another 
stream to construct window content, or used on its own to monitor 
a condition.  

Consider a network router that emits a stream of summary reports, 
one every 20 seconds, including among other things, the 
percentage of dropped packets. We want to know periods where a 

router has a packet loss above 0.3% for at least 3 consecutive 
reports (1 minute). The system administrators wish to correlate 
these periods of high loss with related data to understand the 
cause of the high packet loss. These results cannot be produced 
using traditional stream queries due to the nature of the window 
definition (packet loss above 0.3% for one minute) and the desired 
correlation with data from a different source. In contrast, frames 
support such behavior and will not report (unnecessary) results 
during periods of low loss.  

A frame will demark the start and end of such a period of high 
packet loss. This frame could be combined with the same stream 
to get average packet volume (both count and combined length) 
for each such period. Or the frame could be used to select data 
from a stream of Border Gateway Protocol (BGP) messages to see 
if the router had a large number of routing revisions to deal with 
in the period. Or, the frame simply could trigger an alert to a 
system manager to investigate further. 

We begin by describing our design and implementation of frames 
in one dimension, present possible extensions to two-dimensional 
frames, and then discuss issues for further investigation. 

2. FRAMES IN ONE DIMENSION 
We have observed a need to identify epochs of interest in data 
streams. These periods have similarities with windows, as they 
describe a stream subset of interest, but unlike windows, they are 
discovered by inspecting stream content rather than partitioning 
by time. We call such data-derived windows frames. A frame 
defines window boundaries based on data values.  

The specification for a frame consists of two parts—a predicate 
and a (time) duration: “Predicate P holds for duration at least D”. 
P is a tuple-wise predicate over the stream. D can be expressed as 
either a number of tuples or a minimum time interval. The frame 
specification for the router example is: “tuple.Loss_Rate > 
0.3 for at least 3 reports”. We take the maximal period satisfying 
the condition. In the example, if there were 5 consecutive high-
loss reports in a row, we would report it as a single frame instance 
(rather than three instances of length 3). 

Our implementation of frames consists of an Apply operator to 
process the predicate P and a Frame operator, which looks for 
sequences meeting the duration condition, D. More specifically, 
Apply applies the predicate, P, to each input tuple and appends a 
true or false value to each. These tuples are fed to the Frame 
operator, which uses the duration D to form frames. 

Figure 1 depicts frame detection. Apply converts Loss_Rate 
values shown in part (a) into Boolean values as shown in part (b). 
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Subsequently, Frame processes these Boolean values to detect 
sequences of true values that endure for the specified time period. 
In this example, there are two separate frames, one from time 2 
through 5, and one from time 7 through 9. 

Frame output consists of a unique frame id plus frame start and 
end times. The methods for detecting a frame depend on how and 
when the data arrives. All data is assumed to have a timestamp 
attribute, but is not assumed to arrive in order. If the data arrives 
on a known reporting schedule, (for example, a router reporting 
Loss_Rate every 20 seconds), the operator can take advantage 
of the known schedule and can use that information to output 
frames as they are detected and infer if data is missing. Missing 
data may be handled in various ways. In the router example, one 
might assume that a missing report is the same as a high-loss 
report. If data is not assumed to arrive in order, then a mechanism 
for communicating the progression of time is necessary. 
Punctuation is one such mechanism [12]. In the case of a reporting 
schedule, punctuation is used to determine when data is missing 
as opposed to just arriving out of order. If there is no reporting 
schedule, punctuation is necessary to determine the start and 
extent of frames. 

 

 

3. EXTENDING FRAMES TO MULTIPLE 
DIMENSIONS 
Consider Figure 2. It depicts data received from freeway loop 
detectors that report speed, volume (vehicle count), and 
occupancy (presence of vehicle over sensor) every 20 seconds. 
The chart represents spatial location on Interstate 5 North in 
Portland on the Y-axis. The numbers correspond to mileposts. The 
X-axis shows time of day. The color codes for speed, with red 
being slower and green faster. 

One can see congestion in the figure, with slow speeds persisting 
over a region of time and space.  The box shows a region with 
speeds below 20mph extending from mile 303.8 to 308 and 
lasting from 16:35 to 18:00.  

We would like to extend our frame operator to capture such 
events that have both temporal and spatial extent. For example, 
we might want to identify periods where speed < 20 mph over 
distance of at least 2 miles for a period of at least 30 minutes. So 
each frame instance would have a start and end location in 
addition to a start and end time.  

Given such a frame, we might combine it with the detector stream 
to calculate total time-delay experienced by drivers in the region, 
using volume, speed, and knowledge of “free-flow” speed. Or we 

could use it to select from a stream of GPS reports coming in from 
“probe vehicles” to look at travel time through the congestion. Or 
we might just take the frame alone and compare it to a collection 
of known “standing bottlenecks” that recur daily to see if the 
frame represents an unexpected spatial-temporal event that might 
indicate an accident or some other road blockage. 

  

We are exploring ways to enhance our frame implementation to 
handle multi-dimensional frames. We describe here two 
alternative approaches. For this description, we assume our input 
tuples arrive at predetermined intervals in time and space, as 
shown in Figure 3. 

 
Both approaches begin by applying the predicate to each 
incoming tuple. We can view the result as a 2-D Boolean array, as 
shown in Figure 4. 

Method I applies our existing 1-D technique at each spatial 
location. At a given point in time, we have the duration of the 
predicate for each location – the number of contiguous prior time 
periods when the predicate was true. For example, in Figure 5, the 
7 entry for location 6 at time 10 indicates that the predicate has 
been true for the past 7 reports.  The durations are easily updated 
at each new reporting time. The existence of a frame instance with 
a given temporal and spatial extent is easily detected from the 

 
Figure 3. Highway speeds < 20 mph. 

 

 
Figure 2. Highway speed contour plot. 

 

Figure 1. (a) Loss_Rate by time. (b) Frames with 
Loss_Rate > 0.3% for 3 or more consecutive time periods. 
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duration values at a given time instant. For example, if we are 
looking for a frame of spatial extent at least 4 units and temporal 
extent at least 5 units, we just need to see whether there is a 
stretch of at least 4 duration values at a given instant where the 
minimum value is at least 5. In Figure 5, for example, locations 5-
8 meet this criterion at time 8.  

 
Method II keeps track of partial frames as a list of “spans” in the 
spatial dimension, along with a temporal “depth” of each span. As 
before, we are looking for frames of spatial extent of at least 4 
units and temporal extent of at least 5 units. Figure 6 shows the 
spans computed at time 7, one of depth 3 for locations 4-9, and a 
second of depth 4 for locations 4-8. These spans are demarcated 
by dotted lines. We only need to maintain spans that have the 
minimal spatial extent. Spans can be updated incrementally; they 
might shrink spatially as their depth increases. For example, the 4-
9 span at time 7 shrinks to locations 5-9 at time 8. A span of depth 
equal or greater than the minimum temporal extent represents a 
frame instance.  

While Method I is simpler, Method II should accommodate 
irregularity in the spatial dimension, for example, if speed reports 
come from vehicles rather than fixed sensors. 

4. ISSUES 
We have identified several issues for further investigation, which 
we describe below. The first three arise from the multi-
dimensional aspect. The last two also arise in the 1-D case, though 
are likely simpler to address there. 

 

A. Maximality: In the 1-D case, requiring maximum duration for 
frames means that frame instances do not overlap.  However, in 
two or more dimensions, maximal frames can overlap. For 
example, in Figure 4 there is a 4-by-7 frame at locations 5-8 
starting at time 4 and a 5-by-6 frame at locations 5-9 starting at 
time 5, neither of which contains the other. While we are not 
opposed in principle to overlapping frames, we are concerned that 
a) The proliferation of frames may lead to computational 
overhead and b) multiple frames representing the same 
“conceptual” event may be confusing to users. One possible 
approach is to define a preference relationship among frames, 
though it might be challenging to come up with an intuitive 
definition that is transitive. 

B. Incremental Reporting: In the one-dimensional case, our 
implementation is capable of reporting frame fragments. Going 
back to the router example, suppose the period of high loss for a 
router extends over 98 reports. We might not want to wait until 
the situation ceases to issue an alert or start filling the frame. 
Thus, once we have reached the minimum threshold, we can 
report an initial fragment, and then report continuation fragments, 
and ultimately a final fragment, as shown in Figure 7. In the 
multi-D case, there is an issue that once we have determined that a 
frame instance will exist, we do not know its final spatial extent. 
Going back to Figure 3, we have an initial 5-by-6 region starting 
at time 5, indicating there will definitely be a frame instance, but 
we do not know at that point whether the frame might end up as, 
say, 5-by-9 or 4-by-9. 

 

 
Figure 7. Incremental frame reporting. 

 
Figure 6. Method II: Spans computed at time 7. 

 
Figure 5. Method I: Duration of predicate values. 

 
Figure 4. Array of Boolean predicate values for Figure 3. 
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C. Non-rectangular Frames: Referring back to the traffic diagram 
in Figure 2, the upper congested region actually has a triangular 
shape (Such a shape is not unusual in traffic analysis; for example, 
see Cassidy et al. [5]). Thus, we might want to allow frames that 
are not rectangles or that are not parallel to the axes. We believe 
both methods we describe could be extended to handle convex 
polygons with additional mechanisms, but are not certain they 
would extend to more complex shapes. 

D. Richer Specifications: There are other ways to specify a frame 
besides a predicate holding over a minimal temporal and spatial 
extent. We might specify a frame based on a certain density of a 
particular kind of event. For example, we might want to determine 
areas in an office building where the number of people per square 
foot (say as detected with RFID readers or motion detectors) 
exceeds a threshold for more than 10 minutes, so that the HVAC 
system can be directed to provide more cooling or ventilation to 
the area. For such a specification, it is not clear whether we want a 
maximality condition on frames. Perhaps we want the smallest 
region meeting the density threshold, such that expanding the 
region drops the average density. 

E. Noisy Data: Traffic sensors give notoriously dirty data, both in 
terms of missing and corrupted reports. We might want to allow 
imputation of a default value for a missing or “bad” report for 
purposes of frame detection. We might want to distinguish “real” 
and imputed reports for frame initiation. For example, a frame for 
a congested region must start with real reports, but can be 
extended with imputed reports. 

5. RELATED WORK 
Window definitions are typically based on a progressing attribute 
such as time or tuple-count. For example, Li, et al. [12] describe 
window semantics in which a window id is attached to each tuple 
based on tuple-count or some other progressing attribute such as 
application timestamp. Frames can be thought of as data-driven 
windows, where the boundaries are dynamic. Past research on 
data-driven windows includes work on predicate-windows by 
Ghanem et al. [8]. These windows slide neither by time nor by 
tuple-count. Tuples enter into and expire from a predicate-window 
depending on whether they satisfy the predicate associated with 
the window. The semantics allow users to write queries such as 
‘Continuously, report the sensor-identifiers for sensors that have 
temperature greater than 90’.  As opposed to detecting sets of 
tuples meeting a predicate, frames detect boundaries of sequences 
of tuples meeting a predicate. Past work also includes research on 
query regions by Mokbel, et al. [13], which can be used to track 
moving objects through a stream, similar to the filling of a frame. 

Another way to think of framing is in the context of pattern 
matching. Various pattern matching languages have been 
proposed in the previous 5 to 6 years. Agrawal, et al., propose the 
language SASE+ [1]. Another system that uses automaton and 
buffer for handling pattern matching queries over even streams is 
Cayuga [4]. SQL-TS is a database counterpart; it is an extension 
to SQL that supports searching for complex patterns in database 
systems [14]. S-OLAP is a flavor of online analytical processing 
system that supports grouping and aggregation of data based on 
patterns [6]. To enable real-time responses to pattern-based 
queries, S-OLAP maintains sets of pattern-based aggregate values 
in structures called s-cuboids. 

The aforementioned systems are interested in the data driving the 
pattern matching. In contrast, our approach focuses on detecting 

the onset and duration of the pattern, enabling us to use this 
information to join with data from another stream to “fill the 
frame”. Our technique also handles out-of-order data, can be used 
with reporting schedules, and can also be parameterized to handle 
missing data.  
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ABSTRACT
Data about moving objects is being collected in many dif-
ferent application domains with the help of sensor networks,
GPS-enabled devices, and in particular airborne sensors and
satellites. Such moving objects often represent not just
point-based objects, but rather moving regions like hurri-
canes, oil-spills, or animal herds. One key application fea-
ture users are often interested in is the exploration and pre-
diction of moving object trajectories. While there exist mod-
els and techniques that help to predict the movement of
moving point objects, no such method for moving regions
has been proposed yet.

In this paper, we present an approach to model and pre-
dict the development of moving regions. Our method not
only predicts the trajectory of regions, but also the evolution
of a region’s spatial extent and orientation. For this, moving
regions are modelled using minimum enclosing boxes, and
evolution patterns of regions are determined using linear re-
gression and a recursive motion function. We demonstrate
the functionality and effectiveness of the proposed technique
using real-world sensor data from different application do-
mains.

Categories and Subject Descriptors
H.2.8 [Database Management]: Database Applications—
data mining, spatial databases and GIS

General Terms
Algorithms, Experimentation, Management

Keywords
moving regions, trajectories, prediction, stream processing

1. INTRODUCTION
Spurred by major advancements in GPS-enabled devices,

location-based services, and sensor technology, research and
development in the area of moving objects have increased
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significantly over the past years. Topics range from modeling
moving objects over query and indexing approaches to the
analysis and prediction of moving object trajectories (see,
e.g., the tutorial by Tsotras [15] for an excellent overview).

Interestingly, most of the research focuses on moving point-
based objects and much less on moving regions, with only
very little work on the analysis and prediction of moving re-
gion trajectories. One obvious reason for the concentration
on point-based objects is the ubiquity of GPS-enabled de-
vices, which typically provide information about (moving)
point objects such as cars, people, or animals.

Moving regions and their (predicted) trajectories, how-
ever, play an important role in applications that deal with
monitoring and tracking environmental events and phenom-
ena, e.g., in the context of decision making processes such as
resource planning in disaster management. Example appli-
cations are concerned with wildfires, oil-spills, flooding, or
clouds of hazardous particles, to name only a few. Common
to these phenomena is that they have a spatial extent and
not necessarily a homogeneous region interior.

In this paper, we present a new approach that enables the
modeling and prediction of the development of moving re-
gions that represent, e.g., environmental phenomena. The
moving regions of interest can either be homogeneous or
heterogeneous. While homogeneous regions just delineate
the boundary of a phenomenon, heterogeneous regions de-
scribe the heterogeneity of a region’s interior with the help
of isolines, which indicate the intensity of the phenomenon
in different areas of the overall region.

Based on (homogeneous or heterogeneous) moving regions
detected over time, we discuss in this paper how region tra-
jectories can be constructed and future region properties
can be predicted. This includes the extent and location of
regions as well as details about the interior of a region, in
the case of heterogeneous regions. The motivation for the
latter is that environmental phenomena modeled as mov-
ing regions must not necessarily move rapidly in space but
may be more stationary with changes in the region itself,
e.g., the intensity of the phenomena may evolve within such
a region. While such comprehensive descriptions of trajec-
tories are useful for subsequent (domain-specific) analysis
tasks, we are in particular interested in predicting the loca-
tion and extent of moving regions as well as the composition
of heterogeneous regions.

Although there has been quite some work on predicting fu-
ture positions of point-based moving objects (e.g., [7,11,12]),
there is very little work that applies similar techniques to
predicting properties of moving regions that go beyond just
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a region’s location. In this paper, we show that proper-
ties of heterogeneous moving region can effectively be pre-
dicted using techniques based on linear regression. For this,
we introduce a comprehensive region trajectory model. We
demonstrate the effectiveness of our approach using several
real-world data sets and compare our prediction approach to
a technique proposed by Tao et al. [11] to predict the devel-
opment of moving objects with unknown motion patterns.

The rest of the paper is structured as follows. In the
following section, we describe some background about de-
tection and tracking of individual moving regions. Sect. 3
then describes our approach for modeling region trajecto-
ries. In Sect. 4, we present our techniques for predicting the
development of moving region. We discuss how to handle
the split and merge of moving regions in Sect. 5. A detailed
discussion of our experimental evaluation is given in Sect. 6.
After an overview of related work in Sect. 7, we conclude
the paper with a summary and outlook in Sect. 8.

2. BACKGROUND
Different techniques can be used to continuously deter-

mine moving regions from, e.g., sensor data streams or GPS-
enabled devices. Such techniques usually generate a series of
snapshots and have been proposed by, e.g., Nowak et al. [6],
Subramaniam et al. [10], and Franke et al. [3]. At fixed or
variable time intervals the current event region(s) present
in the observed area will be generated. Thus, a snapshot
consists of one or more polygons that represent the current
event regions. If no event region exists at the current point
in time, the snapshot is empty.

Moving point objects can be aggregated into moving re-
gions as well, for example by extracting moving clusters [5]
from animal or car movement trajectories. After aggrega-
tion, moving clusters represent a series of snashots of moving
polygonal regions. Lastly, it should be noted that moving
region snapshots can also be obtained from satellite images
or other airborne sensing devices, albeit at a much coarser
time granularity.

It is possible that several event regions may be detected
at the same time, i.e., one snapshot may contain more than
one region. In addition, regions may appear or disappear
as time progresses. In order to identify the trajectory of
one moving region over several consecutive points in time,
a unique matching of the regions in different snapshots has
to be found. The matching of regions in different snapshots
is especially important when regions merge or split between
two snapshots. In this case, two or more regions from one
point in time have to be matched to one region at the next
or previous point in time, respectively.

The region detection method proposed in [10] readily sup-
ports the tracking of detected regions. That is, individual
regions are tracked over time such that in each snapshot
each detected region can be uniquely identified and possibly
matched to one or more regions in the previous snapshot.

Other approaches do not support region matching, but
may still detect more than one event region at the same time,
i.e., in the same snapshot. For these cases, the algorithm
proposed in [14] can easily be applied to consecutive pairs
of snapshots in order to obtain a region matching. In [14],
regions from two different snapshots are matched by looking
for regions in both snapshots where (1) the centroids are
at a similar position in both snapshots, or (2) there is a
considerable overlap between the regions in both snapshots.

(a) (b)

Figure 1: Snapshot of a moving region. (a) A homo-
geneous region. (b) A heterogeneous region, where
the hight of the surface corresponds to the intensity
of the phenomenon.

This way, one can identify each individual moving region
and also recognize region splits and merges.

Thus, given the output of any of the moving region detec-
tion methods named above, i.e., a series of snapshots, we can
analyze the snapshots to identify individual moving regions
in consecutive snapshots. In the following, we can therefore
assume that a series of snapshots of the overall observed area
can be partitioned into series of snapshots for each individ-
ual moving region. Hence, when modeling trajectories, the
input is a (continuously arriving) series of snapshots where
each snapshot contains only one region.

Many region detection methods output homogeneous re-
gions, i.e., the outline of the region, while others generate a
heterogeneous region representation to account for areas of
different intensities within the event region. Figure 1 depicts
an example where the snapshot of a moving region is shown.
The region in Figure 1(a) is homogeneous and thus only
delineates the outline of the observed phenomenon. Fig-
ure 1(b) depicts the same region but uses a heterogeneous re-
gion representation. By adding isolines at different heights of
the surface depicted in Figure 1(b), a heterogeneous polygo-
nal region description is obtained, as depicted in Figure 2(a).
When using a region detection method that generates homo-
geneous regions, such isolines can be obtained by repeatedly
applying the method to the same data using different thresh-
olds. Our model of a region trajectory is suitable for both
homogeneous and heterogeneous regions.

In the following section, we describe how homogeneous
and heterogeneous moving regions that are represented by
polygons in a series of snapshots can be modeled suitably to
support predictions of the evolution of moving regions.

In the case that regions split or merge, their trajectories
have to be split or merged as well, in order to facilitate an
accurate prediction of their evolution. We discuss strategies
to split and merge trajectories in Section 5.

3. MODELING REGION TRAJECTORIES
As mentioned above, techniques for moving region detec-

tion determine snapshots of polygonal regions. While re-
gions and their heterogeneity aspects can be suitably rep-
resented by these polygonal regions, making predictions of
how such polygon-shaped regions will evolve over time re-
quires a simpler model for representing regions. In the fol-
lowing Sect. 3.1, we first present such a model. In Sect. 3.2,
we then present an approach for representing and managing
moving region trajectories.
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(a) (b)

Figure 2: Event region and its “inner” regions. (a)
Heterogeneous region with base region and isolines.
(b) Enclosing boxes of base region and inner regions.

3.1 Region Abstraction Using Enclosing Boxes
We assume that at time t = tnow a set R of event re-

gions {R1,t, R2,t, . . . , Rj,t} is determined. Each region in
R is described by a polygon. To simplify the complexity
of the computations for predictions of the properties of re-
gions, such as location, spatial extent, or orientation, we
model each region as an oriented minimum area bounding
box (in the following simply called enclosing box), which is
not necessarily axis-parallel. Given a region R ∈ R, its en-
closing box can be computed in time O(n logn), where n
is the number of vertices specifying the polygon [4]. Using
the concept of enclosing box, a region R is represented as
a four-tuple 〈C, lmin, lmaj , α〉 where C is the center point
of the box, lmin and lmaj are the lengths of the minor and
major axis, respectively, and α is the angle between the ma-
jor axis and the x-axis, thus representing the orientation of
the region and enclosing box, respectively. In the following,
whenever we refer to a region R, we assume its represen-
tation in the form of the four-tuple above and address its
components using the dot notation, e.g., R.C or R.lmaj .

While an enclosing box associated with a moving region
Ri,t provides for a simple and intuitive representation of
that region, it does not capture any information about the
heterogeneity of the region in terms of varying intensity, an
important property of event regions. To make this aspect
accessible in our prediction model, we extend the represen-
tation of a region by another component as follows.

Recall the heterogeneous region depicted in Figure 1(b).
There, different intensities of the observed phenomenon are
represented by different heights of the depicted surface. We
can normalize the different heights in such a surface to an in-
terval [0, 1], where 1 represents the highest possible peak in
the surface. We use the parameter ∆ ∈ [0, 1], called isoline
height, to describe isolines within R. The idea is that hetero-
geneous regions are described by nested polygonal regions,
where each inner region represents an isoline at a different
height ∆. All inner regions represent more intense event
regions that lie within R. With increasing ∆ inner regions
will become smaller and smaller and one obtains a sequence
of isolines that perform a subsetting of the base region R.
Figure 2(a) illustrates this aspect where for a region R two
isolines at ∆ = 0.3 and ∆ = 0.7 are used to emphasize the
heterogeneity aspect. In that region, in addition to the base
region, seven smaller regions are shown.

Assume that for a moving region R ∈ R respective inner
regions at different isoline heights ∆ have been determined.

Figure 3: Trajectory of the enclosing box of a region
moving west.

Each such inner region can now be represented by an en-
closing box in the same way as the base region R. We add
the information about the inner regions to the description of
R, thus obtaining a five-tuple 〈C, lmin, lmaj , α, I〉, where I
is a set I1, I2, . . . , Ik of specifications of enclosing boxes cor-
responding to the inner regions. Note that if no isolines are
given in the region representation, i.e., the region is homo-
geneous, we have I = ∅. Also note that while inner regions
are contained within the base region, this is not true for the
corresponding enclosing boxes.

Figure 2(b) shows an example of the enclosing boxes de-
rived for the base region and isolines in Figure 2(a). In this
example, for the given region and isoline heights, seven iso-
lines and thus eight enclosing boxes have been derived.

3.2 Region Trajectories
As we are interested in tracking moving regions over time

and predicting their properties, we also have to manage tra-
jectory information about moving regions. Assume that a
region Rt has been determined at time t, including the de-
scription of the enclosing boxes of the base and inner re-
gions. Then, the region trajectory is simply a sequence
Traj(R) = 〈Rt, Rt+1, Rt+2, . . . , Rtnow〉 with tnow denoting
the most recent point in time when the properties of the
moving region have been determined; again, each element of
the sequence is a five-tuple as described above.

From the components of each region specification Rtj in-
dividual component trajectories can be inferred, such as the
trajectory of the center point Rtj .C, the trajectory of the
major axis, or the trajectory of the angle α.

Figure 3 shows an example of a trajectory of the enclosing
box of a moving region. In this example, the trajectory
consists of seven snapshots. The trajectory of the center
point of the boxes is illustrated as well.

4. PREDICTION OF MOVING REGIONS
We now describe how to predict the development of a re-

gion given its trajectory. The prediction is done based on
the enclosing box model for moving regions, and thus the
result is again a region described by an enclosing box with
all its components (cf. Sect. 3.1). We describe two predic-
tion techniques for moving regions: one based on linear re-
gression and one that uses a recursive motion function. The
techniques are called LR-prediction and RMF-prediction, re-
spectively, and are described in the following subsections.

4.1 LR-Prediction
We aim at a method that, given a trajectory Traj(R)

at time t, predicts the enclosing box with its four compo-
nents C, lmaj , lmin, and α at time t + 1. (The analogous
holds for each inner region in R.I). In our technique called
LR-prediction, we predict these conponents with the help of
linear regression, which is successfully used for prediction
tasks in various data mining settings (e.g., [1, 13]).
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In linear regression, the relationship between time and
any of the components of an enclosing box is modeled us-
ing a regression equation. We derive a different regression
equation for each component of an enclosing box, and thus,
regression parameters a and b are different for each compo-
nent. We take the w ∈ N most recent snapshots of Traj(R)
into account when determining the regression equation of a
component. Consider, for example, the prediction of the ori-
entation angle R.α: As our goal is to predict Rt+1.α at time
t, we utilize the w most recent values of α, i.e., Rt.α,Rt−1.α,
. . . , Rt−w+1.α, and the corresponding timestamps of these
snapshots, i.e., t, t− 1, . . . , t−w + 1. It is easy to see that
our prediction is done based on a sliding window of size w.
We demonstrate the effect of different values for w on the
quality of the LR-prediction in our evaluation in Sect. 6.

To obtain the LR-prediction for, e.g., Ri,t+1.α, first the
angle’s regression parameters aα and bα at time t are com-
puted and then the value of the linear regression equation
for time t+ 1 is determined as Rt+1.α = aα + bα · (t+ 1).

It may not be necessary to recompute the regression pa-
rameters a and b for each new snapshot of R. Instead, Rt+2,
Rt+3, . . . can be predicted using the regression parameters
computed at time t. However, the accuracy of the predic-
tion will likely decrease as the regression equations become
more and more “outdated”. Experiments investigating the
LR-prediction accuracy for times beyond t + 1 are part of
our ongoing work where we explore the tradeoff between the
computational effort to determine the regression parameters
and the decrease in prediction accuracy.

One advantage of LR-prediction over RMF-prediction,
which is introduced in the next section, is that the region
snapshots can be taken at arbitrary time intervals. That is,
in LR-prediction there is no need for equidistant timestamps.
This is a very beneficial property as many real data sets have
snapshots taken at erratic time intervals.

We expect LR-prediction to be sufficiently accurate, as
moving regions usually evolve evenly over time, i.e., they
grow, shrink, and move steadily. However, different window
sizes w may be appropriate to properly capture the current
development of a region at a specific time. For example,
a likely scenario is that moving regions may exhibit unpre-
dictable behavior at a “turning point”, e.g., when a region
stops growing and starts shrinking or vice versa. In such a
case, the quality of LR-prediction could be diminished. The
use of a small window size w may help to overcome such
situations without significant impact on the quality of the
prediction, as small values of w, e.g., w = 3, result in a
prediction that is only based on the very recent past of the
region, which very soon contains only snapshots obtained
after the turning point.

For each linear regression equation, the coefficient of de-
termination, R2, is a measure of how well the development
of a region is likely to be predicted by this equation. Thus,
if for a given window size w regression parameters are deter-
mined such that the R2 value of the according linear regres-
sion function indicates a poor prediction quality, the value
of w is adjusted and verified for a better prediction quality
using the corrected window size.

The movement of an event region through space, which
we capture by the movement of a region’s center point, can
follow any given motion pattern. Linear regression is not
able to capture all kinds of motion patterns, e.g., circular
motions cannot be expressed by a linear regression equation.

We therefore now introduce a second prediction technique,
called RMF-prediction, which is able to predict movements
of center points that follow more complex motion patterns.

4.2 RMF-Prediction
In [11], Tao et al. propose a recursive motion function

that supports a broad class of non-linear movement pat-
terns for point objects. Instead of assuming a specific mo-
tion type beforehand, an object’s locations at the w most
recent timestamps are utilized to derive the object’s particu-
lar motion function. Recursive Motion Function-prediction
(RMF-prediction) is only suited to predict the location of
point objects, and thus we use it as an alternative for the
prediction of a region’s center. All other components of an
enclosing box are predicted using linear regression. In our
evaluation in Sect. 6, the quality of LR-prediction and RMF-
prediction is compared.

Due to space constraints, we only outline the main charac-
teristics of RMF-prediction. For full details, we refer to [11].
In RMF-prediction, an object’s movement is modeled using
a motion matrix of size (d · f) × (d · f), where d is the di-
mensionality of the data space, i.e., d = 2 in our case, and f
is a parameter called retrospect. The higher f is, the more
complex movement types can be modeled using the motion
matrix. According to the authors, f = 5 was sufficient to
capture all movement types they tested. RMF-prediction is
most similar to LR-prediction when using f = 1. The mo-
tion matrix is a transformation matrix, and its values are
determined for each moving object, based on the w most
recent locations of the object.

The timestamps of snapshots are not explicitly used when
determining an object’s motion matrix. Rather, a set of
snapshots is considered a time series where the elements’
timestamps are spaced at uniform time intervals. Because
of this, RMF-prediction can only be applied to data where
the snapshots have equidistant timestamps.

5. MERGING AND SPLITTING REGIONS
Regions may merge or split over time. In order to predict

the development of a region after it merged with another
region, the trajectories of the merged regions need to be
merged as well. Accordingly, if a region splits into two, its
trajectory needs to be split as well, such that for each of
the two new regions a trajectory is available to facilitate the
prediction of its development. In the following, we present
techniques for merging and splitting trajectories.

The respective approaches have not been used in the eval-
uation, because no real world data sets are available that
contain more than one moving region. However, despite the
lack of an evaluation, we decided to include the techniques
for merging and splitting trajectories in the paper to provide
a complete description of our approach.

5.1 Merging Trajectories
Assume that at time t = tnow, the union of regions R1 and

R2 to R3 has been detected, which can be done using the
method described in [14] (cf. Sect. 2). As mentioned above,
this method uses information about the overlap of polygo-
nal regions in two consecutive snapshots to infer a matching
of regions. Thus, if two or more regions have considerable
overlap with the same region in the next snapshot, one can
recognize that the regions have merged. Thus at time t,
we have a snapshot for the merged region R3,t as well as
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(a) Snapshots
R1,t−1 and R2,t−1

(b) Snapshot R3,t

of merged region

Figure 4: Union of two moving regions R1 and R2

(Figure 4(a)) to region R3 (Figure 4(b))

trajectories Traj(R1) and Traj(R2) containing snapshots
R1,ti and R2,ti for ti < t. The objective now is to deter-
mine the components of the trajectory Traj(R3) for times
ti < t, i.e., snapshots RM3,t−1, RM3,t−2, etc.1 In order to merge
two regions, merge parameters based on R3,t and the most
recent snapshots of R1 and R2 are determined. These pa-
rameters are then used to merge all pairs of snapshots in the
trajectories of both regions that have the same timestamp.

Consider the example shown in Figure 4. Figure 4(a)
shows regions R1 and R2 at time t−1 and Figure 4(b) shows
the regions in the subsequent snapshot t = tnow, where they
have merged into a new region R3. To compute the merge
parameters, we first obtain predicted snapshots RP1,t and RP2,t
by applying our prediction algorithm described in Sect. 4.1
to the trajectories of R1 and R2. Knowing what R1 and R2

would have looked like at time t, we can compare them to
the actual observation R3,t at that time. With doing so, we
are able to compute merge parameters for the components
C, lmin, lmaj , and α of a region.

Given RP1,t, R
P
2,t, and R3,t, we compute the merge pa-

rameter gα for the region’s orientation angle by solving the
following equation:

R3,t.α = RP1,t.α+ gα · (RP2,t.α−RP1,t.α) (1)

Once gα is determined using Equation (1), the orientation
angle of merged snapshots RM3,t−i, i ∈ N, then is:

RM3,t−i.α = R1,t−i.α+ gα · (R2,t−i.α−R1,t−i.α) (2)

A similar equation can be used to determine the merge pa-
rameter gC for the region center. Thus, α and C of a merged
snapshot are computed as the weighted average from the
corresponding components of both regions R1 and R2. In
contrast, we compute the merge parameter glmaj for lmaj
(and similarly glmin for lmin) from a weighted sum of the
corresponding values of R1 and R2. Thus, we actually com-
pute two merge parameters glmaj ,1 and glmaj ,2 to assign one
weight each to R1.lmaj and R2.lmaj . The values of glmaj ,1

and glmaj ,2 are computed by solving the following equations:

R3,t.lmaj = glmaj ,1 ·RP1,t.lmaj (3)

R3,t.lmaj = glmaj ,2 ·RP2,t.lmaj (4)

We apply different computation methods to the center and
orientation angle of a region and to the lengths of the axes,
because the center (and orientation angle) of RM3,t−i will
likely be in-between the centers (and orientation angle) of

1We use the superscript M (and S) to denote a region snap-
shot obtained by merging (splitting) regions.

R1,t−i and R2,t−i, whereas the length of the major (and
minor) axis of RM3,t−i is most likely larger than R1,t−i.lmaj
or R2,t−i.lmaj alone (cf. Figure 4) and therefore better de-
scribed by a weighted sum. To compute the values lmaj (and
similarly lmin) of the merged snapshots RM3,t−i, we use the
equation below and insert the values of glmaj ,1 and glmaj ,2

as computed by solving Equations (3) and (4):

RM3,t−i.lmaj = 1
2
glmaj ,1 ·R1,t−i.lmaj + 1

2
glmaj ,2 ·R2,t−i.lmaj

5.2 Splitting Trajectories
We now describe how to infer two split snapshots RS2,t−i

and RS3,t−i from a snapshot R1,t−i. This step is necessary
when at time t(= tnow) we detect that a region R1 splits
into two regions R2 and R3.

Splitting one trajectory into two is much more challeng-
ing than merging trajectories. We’ll address these challenges
while detailing the splitting technique in the next paragraph.
Our method is similar to the one for merging trajectories de-
scribed above. First, we determine the predicted snapshot
of region R1 at time t, i.e., RP1,t, using the method proposed

in Sect. 4.1. We then compare the predicted snapshot RP1,t
to the actual observation made at time t, i.e., the two region
snapshots R2,t and R3,t, in order to determine the split pa-
rameters. First, the split parameters glmaj ,1 and glmaj ,2 for
the length of the major axis are determined by solving the
following equations:

RP1,t.lmaj = glmaj ,1 ·R2,t.lmaj (5)

RP1,t.lmaj = glmaj ,2 ·R3,t.lmaj (6)

Then, for each split snapshot RS2,t−i and RS3,t−i, we compute
the value of lmaj as follows:

RS2,t−i.lmaj =
R1,t−i.lmaj
glmaj ,1

(7)

RS3,t−i.lmaj =
R1,t−i.lmaj
glmaj ,2

(8)

Then same method can be applied to compute glmin,1 and
glmin,2, and the values of lmin for all split snapshots.

Unfortunately, computing the values of α and C for the
split snapshots is not as straightforward. This is because
there needs to be a “drift” in the split trajectories of R2

and R3 before time t, i.e., as time progresses towards t both
regions should move away from each other at a certain rate,
in order to create the split observed at time t. However, this
draft can not be specified based on the available data at time
t. We would have to observe the development of R2 and R3

for several points in time ti > t before we can infer the
properties of the necessary draft in split snapshots for times
ti < t. Because of this, right now our approch assumes that
RS2,t−i.α = RS3,t−i.α = R1,t−i.α and RS2,t−i.C = RS3,t−i.C =
R1,t−i.C.

6. EXPERIMENTAL EVALUATION
In this section, we present experimental results obtained

from applying our approach to two real-world data sets. The
evaluation has several objectives: First, we determine how
well the abstraction proposed in Sect. 3.1 models moving
regions found in the data. Second, we evaluate the accuracy
of the prediction of moving regions using linear regression.
The third part of the evaluation then compares the accuracy
of LR- and RMF-prediction.
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fire id fire name # of snapshots
ball Ball Creek Fire 15
beav Beaver Lakes Complex 19
black Black Mountain 2 Fire 19
coon Cooney Ridge Complex 23
fish Fish Creek Complex 21
gold Gold 1 Fire 18
rob Robert Fire 20
sal Little Salmon Creek Complex 22

Table 1: Ids, names, and number of snapshots of
fires used in the evaluation.

storm id storm description # of snapshots
s1 Heavy rain in December 2008 21
s2 Storm in October 2008 15
s3 Storm in October 2008 15
s4 Storm in October 2008 22
s5 Storm in January 2008 26
s6 Storm in January 2008 20
s7 Storm in January 2008 18
s8 Storm in January 2008 29

Table 2: Ids, descriptions, and number of snapshots
of storms used in the evaluation.

In the following subsections, we first describe the data
used in our evaluation in Sect. 6.1, then detail our methods
to evaluate the three different aspects described above in
Sect. 6.2, and finally present experimental results in Sect. 6.3.

6.1 Data Sets
To evaluate our approach, we utilize two real data sets,

referred to as fires and storms. The first one contains the
perimeters of wildfires at different times and is taken from
the geospatial data archive created by the Northern Rockies
Coordination Group during the 2003 fire season2. For our
evaluation, we chose all fires where at least 15 snapshots
existed, see Table 1.

As a second real data set we used hourly sensor data pro-
vided by the California Irrigation Management Information
System (CIMIS)3. In order to find event regions within this
data set, we first searched the storm event database4 of the
National Climatic Data Center (NCDC) to find the dates
and areas in California where storms occurred in 2008. We
then applied the TWISI approach [3] to the wind speed and
precipitation data of the CIMIS data set to detect the mov-
ing regions that correspond to the 2008 storms in the NCDC
database. This way, we generated eight storm events con-
taining between 15 and 29 snapshots. Details about the
storms as well as the ids we use in the evaluation are listed
in Table 2.

6.2 Methods and Measures
A prototype of our approach was implemented in Python.

All experiments were performed on a 1.86GHz Intel Core 2
Duo machine with 2GB of RAM running Debian Linux.

First, our model of the moving regions is evaluated. For
this, we compare the area of the regions to the area of their
respective enclosing box.

In the second part of the evaluation, we determine how ac-
curate the event regions are predicted using our LR-prediction
approach. In addition to the enclosing box of a moving re-
gion R at a specific point in time, we compute the predicted
enclosing box, called P , of that region at the same point

2www.fs.fed.us/r1/fireinfo/2003web/dataindex.htm
3wwwcimis.water.ca.gov
4www4.ncdc.noaa.gov/cgi-win/wwcgi.dll?
wwevent~storms

(a) Using w = 3 (b) Using w = 10

Figure 5: LR-prediction of the 12th snapshot of the
beav fire using different window sizes w.

in time, using the method described in Sect. 4.1. We com-
pare P and R for each snapshot using the standard measures
precision and recall in order to measure the quality of our
prediction. We use the area of both enclosing boxes to com-
pute these measures as follows:

precision = area(R∩P )
area(P )

recall = area(R∩P )
area(R)

In the equations, R∩P is the polygon that represents the
intersection of the boxes R and P .

Figure 5 illustrates our evaluation method. The black
polygon is the 12th snapshot of the beav fire, and the gray
box represents its enclosing box. The red box (thick lines) is
the LR-prediction of the beav fire at that time. Figure 5(a)
shows the LR-prediction of the 12th snapshot of the beav
fire for w = 3, whereas w = 10 was used in Figure 5(b).

During our experiments, we noticed in many cases that
even if the predicted enclosing box P did not match the
event region’s box R perfectly, the actual event region poly-
gon, called A, was covered very well by P . This essentially
indicates that our predictions of the event regions might be
better than is reflected by the quality measures precision
and recall described above. To verify this assumption, we
use an alternative quality measure, denoted region recall,
where we compare the area of P to the area of A as follows:

region recall = area(A∩P )
area(A)

In the last part of our evaluation, we compare the quality
achieved by LR-prediction to the quality of RMF-prediction.
Recall that RMF-prediction requires sequences with equidis-
tant timestamps. While the storm events are derived from
hourly data and thus have equidistant timestamps, the fire
data contain snapshots at erratic intervals, ranging from a
few hours to several days. We therefore interpolated the fire
data to achieve equidistant snapshots. We chose to have one
snapshot every 24 hours, as most fires had somewhat daily
snapshots. Using the above quality measures precision and
recall, we compare the prediction accuracy obtained by us-
ing LR-prediction to the accuracy of RMF-prediction. For
this, we computed three enclosing boxes for each snapshot in
each data set, i.e., the enclosing box of the moving region at
that time and one box each for the LR- and RMF-prediction
of the region at the same time.

6.3 Results
We now present the experimental results we obtained us-

ing the data and methods described above.

Experiment 1. Table 3 illustrates how well the event re-
gions are approximated by their enclosing boxes. The frac-
tion of box area that is covered by the corresponding event
region is shown for each fire and storm individually. As
there are several snapshots for each event, each figure in the
table is the average area covered by the region over all snap-
shots. On average, fire regions (storm regions) cover 53.3%

28



fire id cover rate in % storm id cover rate in %
ball 56.8 s1 57.5
beav 54.3 s2 51.4
black 55.0 s3 74.2
coon 53.3 s4 68.1
fish 57.3 s5 73.2
gold 57.6 s6 58.3
rob 45.5 s7 52.9
sal 47.0 s8 68.0

avg. 53.3 avg. 62.9

Table 3: Fraction of the area of the enclosing box
that is covered by the enclosed event region.
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Figure 6: Quality of LR-prediction for different win-
dow sizes w.

(62.9%) of the area of their respective enclosing box. These
numbers indicate that event regions are sufficiently well ap-
proximated by their enclosing boxes, considering the high
degree of simplification achieved by using this abstraction.
The fire regions (storm regions) used in our experiments are
described by polygons containing about 900 (60) vertices on
average. Thus, although the enclosing boxes are larger than
the underlying event regions, they greatly reduce the com-
plexity of computations when predicting the development of
moving regions.

As we will show below, moving regions are accurately pre-
dicted using LR- and RMF-prediction, which indicates that
the model of enclosing boxes is sufficient to capture and pre-
dict region development.

Experiment 2. In this set of experiments, we evaluate the
quality of LR-prediction. We ran LR-prediction multiple
times for all data sets, using different window sizes w each
time. Precision and recall of the predicted enclosing boxes
were measured for each run and are shown in Figure 6. The
average precision and recall is depicted separately for fire
and storm data. It is obvious from Figure 6 that predictions
for the storm data were not as accurate as for the fire data.
This is due to the nature of our test data, where storm
regions are more susceptible to sudden changes than the
fire perimeters. Nevertheless, the quality of the prediction
is high for both data sets, and fairly stable over all tested
window sizes. A value of w = 6 seems to be ideal here.

We also measured the quality of the prediction separately
for each component of the predicted enclosing boxes, and
found it to be fairly similar over all components. We noticed,
however, that for larger window sizes (w = 8 to w = 10) the
predicted axis lengths often exceed the real lengths. This
effect is likely due to a strong initial growth of the event
regions, which decreases after the first few snapshots. The
“short-term memory”of predictions using small window sizes
is not affected much by this initial growth, whereas larger
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Figure 7: Precision and recall of LR- and RMF-
prediction for all data.

window sizes “remember” it. This becomes evident in Fig-
ure 6, where the precision values decrease for window sizes
w ≥ 8. Figure 5 also demonstrates this effect, as lmaj is
clearly larger in the predicted enclosing box using w = 10
(Figure 5(b)) than for w = 3 (Figure 5(a)).

As mentioned in Sect. 6.2, we also computed the region
recall to determine the accuracy of LR-prediction. In con-
trast to the recall, the computation of region recall uses the
event region A itself to compute the overlap with the pre-
dicted box. The results of this experiment are also given
in Figure 6, which clearly shows that region recall indicates
a better prediction quality than the quality measure recall.
On average, the region recall is 4–6% better than the recall.

This indicates that LR-prediction captures the general
trend of moving regions very well, as the predicted enclosing
boxes cover the actual event regions accurately.

Experiment 3. In our last experiment, we compare the ac-
curacy of LR- and RMF-prediction. Similar to experiment
2, we ran the prediction algorithms on all data sets for win-
dow sizes w between 2 and 10. The results are depicted in
Figure 7. For RMF-prediction, we conducted three separate
runs with different values of the retrospect f , i.e., f = 1,
f = 2, and f = 5. Recall that RMF-prediction is most simi-
lar to LR-prediction for f = 1. The expressive power of the
motion matrix increases with f , so we expected a higher pre-
diction accuracy for higher values of f . However, our results
show that the prediction accuracy of RMF-prediction actu-
ally decreases with increasing f . Specifically, Figure 7(a) de-
picts the precision of LR- and RMF-prediction for all data
sets, accumulated for each tested value of w. Figure 7(b)
shows the corresponding recall values. Both figures show
that RMF-prediction is only as good as (and for small val-
ues of w slightly better than) LR-prediction if f = 1. RMF-
prediction’s accuracy is worse than that of LR-prediction
using f = 2, and decreases even more significantly when
f = 5. We believe that this decrease in accuracy of RMF-
prediction is due to an overfitting of the region’s movement
when f > 1 is used.
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Figure 7 illustrates that RMF-prediction outperforms LR-
prediction slightly for f = 1 and small window sizes, i.e.,
w ≤ 4. For all other configurations, LR-prediction turns out
to be more accurate.

7. RELATED WORK
The techniques presented in this paper are mostly re-

lated to managing moving regions and the prediction of
their future development, based on recorded region trajec-
tories. While many papers talk about moving objects in
general, there are only a few that explicitly focus on moving
region objects. Several techniques have been proposed to
detect regions in the context of environmental monitoring,
e.g., [3, 10, 17, 18]. These papers, however, are concerned
with the detection of event regions only, and do not address
the problem of region prediction.

Tøssebro and Güting [14] explicitly address concepts and
methods for moving region representations as series of snap-
shots. We use some of the concepts in the context of splitting
and merging regions (cf. Sect. 5). Closely related to our work
are the approaches presented by Worboys and Duckham [16],
Duckham et al. [2], and Robertson et al. [9]. In [16] an ex-
pressive computational model of spatial change is presented,
which focuses on monitoring spatial region objects describ-
ing some events in a geosensor network. In [2], a compre-
hensive model for querying information about (region-like)
dynamic spatial fields has been introduced. Finally, in [9] an
approach supporting the spatial-temporal analysis of moving
polygons has been introduced. While all these approaches
suggest valuable techniques to manage, query, and analyze
moving regions in sensor fields, they do not support the pre-
diction of future region trajectories.

The other area of research related to our approach is the
prediction of moving objects. Most of the proposed tech-
niques, however, solely focus on the prediction of moving
point objects, e.g., [1, 11], and supporting index structures,
e.g., [7, 12]. However, some of the techniques developed
for predicting trajectories of moving point objects can be
used for components of complex moving regions, as we have
shown in Sect. 4, where we used the RMF-prediction for
determining a region’s future center point.

An interesting approach to modeling future movements of
more complex spatial objects has been proposed by Praing
and Schneider in [8]. The focus in this approach, however,
is more on respective data types and query components,
and only a general confidence distribution is proposed for
modeling future positions of objects but no computational
approaches or evaluations.

8. CONCLUSIONS AND FUTURE WORK
In this paper, we presented a model for moving hetero-

geneous regions using enclosing boxes. The resulting re-
gion trajectories enable us to efficiently and accurately pre-
dict the development of moving regions. In our evalua-
tion, we used real world sensor data to demonstrate that
LR-prediction has a higher prediction accuracy than RMF-
prediction in almost all cases.

An enclosing box is a fairly coarse approximation of a re-
gion. As part of our future work, we explore alternatives for
the efficient representation of moving regions. Also, our ap-
proach for splitting and merging trajectories requires thor-
ough evaluation, which is part of our ongoing work.
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ciously providing the source code for RMF-prediction.
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ABSTRACT
In this paper, we present the “Airspace Monitoring System”
(AIMS) for monitoring and analyzing flight data streams
with respect to the occurrence of arbitrary complex events.
In contrast to already existing tools which often focus on a
single task like flight delay detection, we want to provide a
more general system that allows for a comprehensive analy-
sis of aircraft movements. This includes, e.g., the detection
of critical deviations from the current flight plan, abnor-
mal approach parameters of landing flights as well as areas
with an increased risk of collisions. To this end, tracks are
extracted from cluttered radar data and SQL views are em-
ployed for a timely processing of these tracks.
Our general aim is to show that conventional relational

database technology is capable of dealing with data streams
of remarkably high complexity and frequency.

Categories and Subject Descriptors
H.2.4 [Systems]: Query Processing

General Terms
Design, Performance

Keywords
Geospatial Data Streams, CEP, Monitoring, Sensor Data

1. INTRODUCTION
Sensor infrastructures for monitoring traffic systems are

ubiquitous by now. Whether cars, railways, ships, or planes
are concerned, enormous amounts of position data are
recorded every second all around the globe, each of these sys-
tems generating tremendous streams of geo-referenced data.
Most of these geo streams are used for ”driving”monitoring
equipment used for visualizing the current state of the resp.
traffic system in such a way that human controllers are able
to supervise what goes on. This way, they try to detect
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abnormal, if not critical events early enough for prevent-
ing disaster. Airspace monitoring systems have probably
been among the earliest instances of this class of technical
equipment, based on radar observation of the airspace, or on
transponder signals broadcast by the airplanes themselves,
or both. However, there are still plenty of situations where
highly critical events are detected too late (or not at all) by
the human flight controller. A particularly tragic incident of
this kind is still in the mind of many over here in Europe: In
July 2002, two planes clashed over the German-Swiss border,
causing the death of more than 70 passengers [10]. Inatten-
tiveness of the responsible flight controller at Zurich airport
was the main reason for this catastrophe.

There are far more close encounters of planes in airspace
occurring every day than is commonly known. Most of them
remain uncritical, but some of them are detected far too
late. This problem of early recognition of potentially fatal
events in airspace is just an example of a class of situations
where humans are often enough unable to analyze the prob-
lem arising quickly or reliably enough for reacting in time.
Another less critical, but increasingly important example is
the surveillance of no-fly zones over cities for noise protec-
tion reasons, or over power plants for preventing terroristic
attacks. Disappearance of flights from their scheduled route
is another variation; one may just remember the 9/11 cir-
cumstances. The development of automated tools able to
detect critical events based on streams of continously ar-
riving sensor data and to raise an alarm triggering human
(or automatic) action is therefore a highly relevant, but still
mostly unsolved task.

In this paper, we present AIMS (AIrspace Monitoring Sys-
tem), a first prototype of a computerized system aiming at
the automatic detection of complex events over streams of
track data generated from radar and/or airplane transpon-
der signals. AIMS combines an advanced tool for deriving
complete and consistent tracks of the individual planes from
streams of often enough incomplete, imprecise and/or dis-
turbed kinematic data ([8, 26]) with a newly developed tool
for deriving complex event occurrences from such track data
stored in a relational database.

The key innovative feature of AIMS is the use of contin-
uously evaluated SQL queries (stored in the DB as views,
too) for declaratively specifying those situations that are
to be detected. Using SQL queries as executable specifica-
tions has the advantage of being able to easily extend the
system by additional criteria without having to re-program
large amounts of code. Moreover, the generic services offered
by the highly optimized query evaluation components of a
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Figure 1: Architecture of AIMS

DBMS can be exploited for gaining efficiency without being
forced to organize complex reasoning processes explicitly in
imperative programs. Evaluation of such queries does not
only take into account stream data, but may involve his-
torical track data as well context data stored in the same
database. Even though AIMS up till now has only been
tested over recorded but “real” data covering air traffic over
Germany, the goal is to reach efficiency which enables us to
use this technology online, i.e. for detecting critical events
in real time. Experiments over simulated scenarios (feed-
ing previously recorded tracks in real time into the system)
resulted in very promising efficiency. Moreover, earlier ex-
periences with a similar approach to analyzing stock market
data online did already support our confidence in SQL-based
stream monitoring ([7]).
The main focus of this paper is on the SQL-based analysis

of tracks generated from fusioned streams of kinematic flight
data (cf. chapter 4). However, we briefly introduce the
main ideas of track generation based on statistical methods
in chapter 3, too. In chapter 5, the maintenance of state
transitions is discussed in order to obtain a fault tolerant
system. Chapter 6 provides first interesting detection and
performance results.

2. THE AIMS SYSTEM
AIMS is a prototype of a system for monitoring and an-

alyzing flight movements which has been developed at the
University of Bonn in cooperation with Fraunhofer FKIE
and EADS Deutschland GmbH. The aim is to develop ef-
ficient DBMS-based methods for real-time gathering and
monitoring of streams of flight data. Currently, the sys-
tem is used to monitor the complete German airspace every
4 seconds with up to 2000 flights in peak times. An overview
of the AIMS architecture is given in Figure 1.
Our system basically consists of three components. The

first one is a track extraction tool used for detecting and
pursuing aircrafts using radar data and transponder signals.
Since radar data usually contain noise, we employ the so-
called probabilistic multiple hypothesis tracking (PMHT)

approach for detecting moving objects in a cluttered en-
vironment [26]. Essentially, PMHT calculates probabilistic
values for a time-series of inaccurate sensor data quantify-
ing the likelihood that a measurement belongs to the track
of a moving object or not. The resulting tracks and the
transponder signals are then merged into a stream of highly
accurate aircraft positions.

The resulting stream of timestamped position and velocity
data (track data for short in the following) is periodically
pushed into a relational database. For programming this
database application, we used Microsoft SQL Server because
of its well-optimized user defined function (UDF) processing.
UDFs are, e.g., used for spatial coordinate transformations
and vector computations. Every 4 seconds, new track data
is provided and stored in a ’delta table’ containing just the
most recent track data. Its former content is moved to the
history table such that the complete course of each flight is
recorded. However, before data is stored in the database, a
lot of data transformation and cleansing has to be done for
which we heavily employ SQL triggers.

The key feature of our approach to stream monitoring is
to use continuous SQL queries (stored in the DB as views)
for specifying anomalous situations to be detected, as well as
important application-specific concepts and parameters re-
quired for anomaly detection. Questions to be continuously
answered this way are, e.g.:

1. Which aircrafts are currently airborne?

2. Which aircrafts are currently landing?

3. Which aircrafts approach each other critically?

4. Are there critical deviations from flight plans?

5. How many aircrafts are currently over a certain region?

6. What is the average number of landings for an arbi-
trarily chosen airport?

The resulting views are stored in and managed by the rela-
tional database system although their definition is done in
the so-called Flight Monitor on the client site. This third
component is a graphical user interface written in Visual Ba-
sic and C# that allows the user to freely interact with the
system (see Fig. 2). Its main tasks are the support for defin-
ing new anomaly detection views and the continuous moni-
toring of their results. The incorporated SQL editor allows
to freely define new detection views which may directly ac-
cess the two tables of timestamped flight data and/or other
anomaly detection views already defined. This way, various
conditions of given detection views can be combined in or-
der to define complex events with respect to critical aircraft
movements.

In addition, the Flight Monitor allows for visualizing query
results and provides performance measurements for each pe-
riodic query execution. After considerable tuning, all of the
above queries could be executed in less than 2 seconds (ex-
cept for the last one determining average values) which is
important because it is below the refreshment rate of 4 sec-
onds. Another feature of the Flight Monitor is its graphical
visualization of the detected anomalies by means of an ex-
ported KML (keyhole markup language) file which can be
processed by several programs. In our case, Google Earth
is employed as long as our system remains in a prototypical
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status. In order to archive a meaningful graphical visualiza-
tion, the anomaly detection views usually retain attributes
for position and time values of the flight data under consid-
eration.
Even though a considerable degree of analysis can be

achieved by purely recomputing expressive SQL views in
each refreshment cycle, the given stream scenario will sooner
or later drastically slow down our system without further
optimization. In the following sections, we will explain in
more detail how our efficient tracking algorithm works for
generating a stream of accurate flight data. Afterwards, we
describe our incremental evaluation technique for the view-
based analysis of the generated stream data.

3. TRACKING FLIGHT DATA
A flight track is – briefly said– a sequence of probability

density functions that represents a flight path estimation.
At first glance, one might think that obtaining tracks could
be done by just taking the sequence of measured kinematic
data (including position, velocity and direction values). Un-
fortunately, the whole process is much more complicated.
The measured kinematic data - also called plots - are ob-
tained by two means: primary and secondary radar. Pri-
mary radar measures the run-time (proportional to distance)
and heading direction of electromagnetic waves that are re-
flected by the surface of flying objects. It is less accurate
than secondary ”radar” that emits an electromagnetic pulse
and measures the active answer of a transponder. A beam
antenna measures the direction and runtime of the answer
pulse. Today, all aircrafts above 5.7 metric tons of mass and
a possible true airspeed above 250 knots have to be equipped
with a so-called Mode S transponder [12]. The answer mes-
sage from this kind of transponder will also return the height
and velocity as measured by the aircraft’s instruments.
However, position measurement suffers from several draw-

backs. First of all, radar measurements are usually incom-
plete as some signals may be missed. One reason is that
some aircrafts head towards a direction in which the radar
pulse is reflected weakly or diverted from the receiver an-
tenna. Another problem arises from bad weather conditions
which may lead to a high damping of the signal. In sec-
ondary radar, it may also occur that the transponder misses
a request from the ground station or that it suffers from mal-
function. Additionally, a radar system itself usually leads to
clutter and false detections. Clutter results from reflections
of the ground, humidity or other atmospheric effects as well
as from the intrinsic noise added by the transmitter antenna.
It will add noise to the ”true” reflected signals and shows up
as randomly distributed plots over the field of view (FoV).
False detections may arise from punctual disturbing source
like clouds, birds etc. Misdetection and false alerts/clutter
are connected anti-proportionally as levering the amplifica-
tion of the signal will also amplify the disturbing signals
[23]. Another issue is that radar signals are not sharp in
position, the measurement will be smeared out due to the
nature of radar antennas. If multiple objects are in the FoV
(which is likely in airspace), problems will arise from the
connection between plot and plane.
All these effects challenge the process of tracking. In the

past decade, many tracking algorithms have been proposed,
e.g. [9, 18, 26], and this topic is still an active research area
(at Fraunhofer FKIE in particular). Tracking algorithms
can be distinguished by several characteristics. For example,

Figure 2: GUI of the Flight Monitor

there are trackers that can cope with multiple targets and
will compute several hypotheses about which plot belongs
to which target. Others feature prediction (”How will the
target behave in future?”) or retrodiction (”What can we say
about the way in the past by knowing the current results?”).
In our approach, a Bayesian tracking algorithm is employed
which uses Expectation Maximization [19, 20] for handling
assignment conflicts. This approach employs a sliding data
window (also called batch) and exploits the information of
previous and following scans in each of its kinematic state
estimates.

Let xk be the state vector of an object at time tk. It’s tem-
poral evolution (movement behavior) can be modelled by a
Markovian transition density p(xk|xk−1). Let Zl = {zsl }Ss=1

with (l ≤ k) be the set of measurement from S synchronized
sensors at time tl and Zk = {Zk,Zk−1} the accumulated
series of measurement sets. The statistical properties of a
sensor measurement zsl is then described by a probability
function p(zsl |xl). A Bayesian tracking algorithm iteratively
updates the probability values p(xl|Zk) which represent all
available knowledge on the state vectors xl of the objects at
time instant tl. To this end, the following steps are itera-
tively applied:

Prediction:

p(xk−1|Zk−1)
dynamics−−−−−−→
model

p(xk|Zk−1) (1)

Filtering:

p(xk|Zk−1)
current data Zk−−−−−−−−−−→
sensor model

p(xk|Zk) (2)

Retrodiction:

p(xl−1|Zk)
filtering output←−−−−−−−−−−
dynamics model

p(xl|Zk) (3)

It is important to know that most trackers use stochastic
models and will - in addition to the kinematic state - output
a quality indicator of the estimation, i.e., the covariance in
position and speed as well as a measure for the size of the
region in which the object can be estimated with a certain
probability. Thus, a sample output of our tracking algorithm
may look as follows:
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timestamp id lon lat height covX covY

19:20:43 34 51.124 7.054 4534 30.2 1.2
19:20:44 35 50.985 6.345 2324 40.4 1.4

. . . . . . . . . . . . . . . . . . . . .

This tracking algorithm is computationally efficient be-
cause its memory usage remains linear in all parameters. As
a target-oriented approach, however, it requires the num-
ber of targets in the surveillance area to be a priori known,
and it expects all tracks to truly exist. In our scenario,
however, the number of registered flights is usually provided
together with the current flight plans. If not, a sequential
likelihood-ratio test can be incorporated into our approach
(as proposed by [26]) which allows to handle an unknown
and constantly changing number of targets in the field of
view, as well.

4. VIEW-BASED TRACK ANALYSIS
Although there are various commercial implementations

of flight tracking services (e.g., OpenATC [22], AirNav [1],
FlightView [14] or FlightStats [13]), they are often limited
to a set of predefined tasks like delay detection or identifi-
cation of basic flight states such as departing, approaching
or cruising. In order to develop a flexible and extensible
monitoring system, we have decided to use SQL views (rep-
resenting stored continuous queries) for analyzing our track
data. The advantage of a view-based analysis is that the
underlying definition can be easily recovered and modified
while new anomalies can be simply defined in form of view
hierarchies. In addition, the application of SQL views al-
lows the efficient computation of air traffic parameters di-
rectly within the database system where the track data and
flight plans are usually stored, thus avoiding the well-known
impedance mismatch.
On the other hand, the set-oriented computation of SQL

queries is not always well-suited for certain types of air
traffic parameters. Another drawback of using SQL is the
limited expressiveness of most implemented dialects which
cause problems for example when considering recursive algo-
rithms such as the above mentioned PMHT-based tracker.
The view-based analysis is performed over a stream of track
data and almost static domain knowledge about flight plans
and airport specifications. The track data contains up to
69 attributes including track id, call sign, timestamp, posi-
tion, various altitude and velocity measurements as well as
a maneuver respectively ACAS-report. The flight plans are
divided into several source as well as system flight plans.
The airport data contains IATA and ICAO code values as
well as latitude and longitude values. Usually, a continuous
query is based on fast changing track data as well as on fixed
domain knowledge. As an example, consider the following
query for determining all landing flights:

CREATE VIEW vw_landings AS

SELECT t.ID, t.lat, t.lon, t.alt

FROM trackdata AS t

WHERE t.incline < 0 AND t.alt < ’FL0’ AND

EXISTS

(SELECT *

FROM airport AS a

WHERE getDist(f.lon,f.lat,a.lon,a.lat)<20000)

The view returns all descending flights which are below flight
level zero and whose distance to an airport is less than 20
km. The declarative specification of the employed three cri-
teria remains quite readable and can be easily modified or
extended by the user. For example, the required distance to
an airport could be increased or decreased depending on the
needs of the flight controllers using AIMS. Another example
for defining flights over a given rectangular region is given
by the following SQL view:

CREATE VIEW vw_overFrankfurt AS

SELECT P1.ID, P1.lat, P1.lon, P1.alt

FROM trackdata AS P1

WHERE P1.lat<50.80 AND P1.lat>50.40 AND

P1.lon<8.46.4 AND P1.lon>8.35

This view returns all tracks detected over the Frankfurt air-
port, including those detected a long time ago. In a real-
time application, it is typically much more interesting to
find all those tracks which are currently over the given area.
The same argument applies to the above query for selecting
landing flights. A simple solution would be the selection of
the respective tracks using the newest timestamps. How-
ever, this would require an additional selection time with an
asymptotic run-time of Θ(m log n), where m is the number
of matching tracks and n is the number of all tracks.

In order to avoid this costly overhead, we provided the
necessary focus in a different way. To this end, two tables
are used: a delta table for storing the newest flight tracks
and a history table for recording older track information.
For synchronizing the two tables; the following SQL trigger
is employed:

CREATE TRIGGER insTrackdaten

ON tbl_trackdata

FOR INSERT AS

DELETE FROM tbl_delta

WHERE tbl_delta.track_id IN

(SELECT track_id FROM inserted);

INSERT INTO tbl_delta

SELECT * FROM inserted;

--

INSERT INTO tbl_history

SELECT * FROM inserted;

--

UPDATE tbl_trackids SET ttl = ttl-1;

UPDATE tbl_trackids SET tbl_trackids.ttl = 15

WHERE tbl_trackids.track_id IN

(SELECT inserted.track_id FROM inserted);

INSERT INTO tbl_trackids( track_id, timestamp)

SELECT track_id, GETDATE() FROM inserted

WHERE track_id NOT IN

(SELECT track_id FROM tbl_trackids);

DELETE FROM tbl_trackids WHERE ttl = 0;

The trigger updates the delta table and moves its former
content to the history table. The table tbl_trackids main-
tains all track data arriving in one of the last 15 refreshment
cycles by decrementing and resetting a time to live (TTL)
attribute. This technique is important because not all tracks
are catched with every update, since tracks may be missed or
delayed, and a simple deletion could erase still active tracks.
The same technique can be applied to other problems arising
in air space monitoring, as will be shown in Section 5.
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Figure 3: Plot of critically approaching flights

The focus on new track information is employed in al-
most every anomaly detection view we use. However, even
this focus on new track data is sometimes not sufficient for
avoiding performance problems. As an example, consider
the view definition for finding critical approaches in air traf-
fic. Suppose the position and velocity of two planes is given
by the vectors p1 and v1 as well as p2 and v2, respectively.
The two planes are on a potential collision course if the fol-
lowing conditions hold:

1. There are two scalar values λ1 and λ2 such that the
following equation holds:

p1 + λ1v1 = p2 + λ2v2 (4)

2. Both planes fly towards the potential collision point
pc, i. e., pc − pi is parallel but not anti-parallel with
respect to vi.

3. Both planes would arrive at the collision point simul-
taneously, i. e.

dist(p1,pc)

v1
=

dist(p2,pc)

v2
(5)

In practice, however, the above conditions are much too
sharp and a general security distance dc has to be addition-
ally taken into account. This can be achieved by simply
modifying conditions 1 and 2 as follows:

1.

d =
(p1 − p2) · (v1 × v2)

|v1 × v2|
< dc (6)

2. ∣∣∣∣
dist(p1,pc)

v1
− dist(p2,pc)

v2

∣∣∣∣ <
dc

vmax
(7)

It is obvious that the calculation of planes on a collision
course would consume much time if all planes currently fly-
ing were checked against each other. However, there is a

Figure 4: Altitude measures of a critical approach

simplification that will drastically speed up the computa-
tion. The idea is to check only those planes that occupy
adjacent quadrants such that a collision detection becomes
crucial. To this end, the absolute value of the longitude and
latitude difference for the respective planes should be below
1. The reason is the natural speed maximum for common
planes (less than 300 m/s) such that collision points which
take more than 40 minutes to be reached can be ignored. In
fact, during that time the course will typically change any-
way such that a potential collision will not be detected later.
Using the above selection conditions, an efficient SQL view
for detecting collision courses could be defined as follows:

SELECT *

FROM tbl_delta AS f1

WHERE EXISTS

(SELECT TRACK_ID

FROM tbl_delta AS f2

WHERE (TRACK_ID <> f1.TRACK_ID)

AND (ABS(f1.lon-f2.lon)<1)

AND (ABS(f1.lat-f2.lat)<1)

AND (doCollide(f1.lon, f1.lat, f1.height,

f1.speed_verti, f1.speed_hori, f1.heading,

f2.lon, f2.lat, f2.height, f2.speed_verti,

f2.speed_hori, f2.heading)=1))

where the user-defined functions doCollide returns 1 if both
planes satisfy the criteria specified in equations 5, 6 and 7
from above. In our scenario with up to 2000 flights, this
view could be executed in less than 1 second. An example
of two flights critically approaching is given in Figure 3. It
shows the tracks of two civil aircrafts with a slope distance
of less than 1000 meters and a vertical distance of less than
300 feet. The critical approach itself is indicated by the two
circles in the middle of the picture while the courses of the
respective airplanes 30 seconds before and after this event
are depicted, too. Note that the curved lines already re-
present computed tracks which result from interpreting the
dotted radar data also provided in the picture. In Figure 4, a
different view of a similar event is given where a descending
airplane critically approaches a cruising one. Again, the
critical approach itself is indicated by the two circles in the
middle of this picture.
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An interesting result in this context is the very high num-
ber of critical approaches detected during a day of tracking
the German air space. In Figure 5, the various incidents
are depicted underlining the importance of having a real
airspace monitoring system. Note that the exact number
of critical approaches as well as the identification of planes
involved cannot be published in this paper because of confi-
dentiality reasons.
Another area of application for airspace monitoring is the

calculation of statistical values, e.g., the number of airplanes
crossing a given region in a certain period of time. In this
case, usually the history table has to be accessed which will
grow larger and larger over the tracking time. The following
view outputs the number of flights over Frankfurt within the
last 30 minutes:

CREATE VIEW vw_overFrankfurt AS

SELECT COUNT(P1.ID)

FROM tbl_history AS P1

WHERE P1.lat<50.80 and P1.lat>50.40 AND

P1.lon<8.46.4 and P1.lon>8.35

AND TIMESTAMP>NOW()-1800

A query like this can usually not be executed within the
refreshment cycle of 4 seconds because its performance de-
pends on the growing size of the history table. However this
drawback seems to be acceptable because statistical values
are normally not needed instantaneously. Performance tests
showed that a common DBMS needs 8 seconds for count-
ing the respective values over 650,000 tuples in the history
table, representing half an hour of German track data.

5. MAINTAINING STATE TRANSITIONS
In principle, we distinguish between the determination of

a certain system state from the occurrence of an event. A
flight state usually holds for a certain time period whereas
an event occurs at a certain point in time with no duration.
For example, a flight may have the state departing, landing
or cruising. In contrast, interesting events may be:

• A new track id is reported from the sensor.

• A track id is no longer reported.

• A plane has abnormally changed its height.

• Two planes have steered into a collision course.

• A plane has left its predefined flight way.

All these event types can be detected by AIMS and may lead
to a change of state for the respective flight. Since the state
of a flight has a certain duration, its determination must be
robustly defined. For example, a turning plane may be on a
“collision course” for some seconds, leaving this state imme-
diately. Thus, a situation like this is more like an artifact
rather than a change of status. Only if the collision course
lasts for some seconds, a critical situation has occurred and
a corresponding flight state should be derived. Another ex-
ample is that planes may change their flight levels during
their cruising period only because of noise in the underlying
track data, while a landing plane may even increase for a
short time in order to adjust its approach. All these events
do not cause a change in the state of a flight and should be
ignored.

Figure 5: Critically approaching flights over Ger-
many detected on a particular day

In order to avoid this kind of false alerts, we employ the
“time to live” (TTL) approach again which has been already
introduced in Section 4 for maintaining the delta and history
table. This time, it is employed to make state derivations us-
ing our anomaly detection views more robust. For instance,
let us reconsider the view for detecting landing planes from
Section 4:

CREATE VIEW vw_landings AS

SELECT t.ID, t.lat, t.lon, t.alt

FROM trackdata as t

WHERE t.incline < 0 AND t.alt < ’FL0’ and

EXISTS

(SELECT *

FROM airport As a

WHERE getDist(f.lon,f.lat,a.lon,a.lat)<20000)

Each of the three criteria - a negative vertical speed, a
flight level below zero and the proximity to an airport - could
be violated for a short time. Therefore, the view is material-
ized and a TTL value added for maintaining its content. The
following trigger is used to update TTL values accordingly:

ALTER TRIGGER updLanding ON tbl_trackdata

FOR INSERT AS

BEGIN

UPDATE tbl_landing SET ttl = ttl - 1;

UPDATE tbl_landing SET ttl = 15, CONF=CONF+1

WHERE tbl_landing.TRACK_ID IN (

SELECT f.TRACK_ID FROM ....);

INSERT INTO tbl_landing

SELECT t.TRACK_ID, a.Name, 15 AS TTL, 0 AS CONF

FROM Delta AS t INNER JOIN tbl_airports a

ON getDist(f.lon, f.lat, a.lon, a.lat)<20000

WHERE (f.SPEED_VERTI_FTMIN < 0) AND

(f.HEIGHT_FT * 0.3048 < 301)

AND f.TRACK_ID NOT IN

(SELECT o.TRACK_ID FROM tbl_landing AS o);

DELETE FROM tbl_landing WHERE TTL<=0;

END
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In the first block, the TTL counter is decremented. All
previously existing tracks are refreshed in the second block,
and the confirmation counter CONF is increased by 1. In the
following block, new data is inserted with a “fresh” time to
live but with a confirmation counter of 0, meaning that the
status has not been confirmed yet. Last, all “dead” landing
tracks are deleted from tbl_landing. In the visualization
component of AIMS, all unconfirmed landings are ignored
and thus, not depicted.
A more sophisticated way would be the usage of a Likeli-

hood Ratio (LR) test. This test consists of the comparison
of two probability density functions l(x|Θ1) and l(x|Θ0) for
an outcome x of an observed variable and two hypotheses
Θ1,Θ2:

LR =
l(x|Θ1)

l(x|Θ0)
(8)

The application has already been investigated on tracking
data, e.g. in [26], for the number of objects in a given FoV.
The calculation of an appropriate probability density func-
tion l(x|Θ0,1) is crucial for the LR test, as the likelihood
function can be gained from using the Bayesian theorem.
The incorporation of a LR test is an interesting topic in
our future research which may allow to further sharpen the
determination of changes in flight states.

6. FIRST RESULTS
After more than a decade of research on data stream man-

agement, it is widely believed that conventional relational
database systems are not well-suited for dynamically pro-
cessing continuous queries [6, 16, 24]. Therefore, various
SQL extensions [11, 3] and stream processing engines have
been proposed [2, 4, 5, 21] some of them even designed as
full-fledged commercial products (e.g, StreamBase [24]). As
a first result, however, AIMS already indicates that conven-
tional SQL queries can be used for efficiently processing a
realistic stream scenario. Since AIMS is still in a prototyp-
ical state, a comprehensive performance evaluation cannot
be presented yet. However, all presented anomaly detec-
tion views - which include the determination of landing and
departing flights, critical approaches, deviations from flight
plans as well as the determination of delay times - could
be executed in less than 1 second 1 on a standard PC with
Windows XP 32 bit and 4 GB of RAM. In a related stream
scenario - the view-based analysis of stock market data -
our group could show similar performance results even with
respect to complex aggregate queries over streams based on
update propagation techniques [7]. This encourages us to
believe that new anomaly detection views in AIMS can be
efficiently evaluated, too.
In addition we have shown that the TTL approach is

suited for building a robust and fault tolerant monitoring
system. TTL attributes could be used to make the system
robust with respect to cluttered track recordings as well
as with respect to flight state determinations. Of course,
our TTL approach is not appropriate anymore if flight state
queries of the form ”Which aircrafts have been landing dur-
ing the last 30 minutes?”are considered. In this case, the his-
tory table has to be accessed and the corresponding planes
with state ’landing’ must be retrieved. Taking our expe-
riences with update propagation methods into account, we
1This excludes statistical queries over historical track data.

plan to evaluate this query type using Magic Updates [7].
Again, our experiences with implementing technical indica-
tors for stock market data encourage us to believe that the
resulting views can be efficiently evaluated [7].

Finally, another important result is that critical ap-
proaches seem to appear much more frequently than com-
monly assumed. In the same way we could show violations of
no-fly zones and determine zones with a critical high number
of aircraft movements. Currently we are working on the de-
termination of abnormal landing approaches and even these
detection views can be efficiently evaluated. The remaining
problem in this scenario is the automated derivation of ideal
approach parameters from the given track data.

In contrast to already existing commercial systems like
OpenATC [22], AirNav [1], FlightView [14] or Flight-
Stats [13], AIMS provides a more flexible approach to
airspace monitoring allowing the free definition of arbitrary
complex events over a stream of flight data. The flexibility
results from using SQL views which freely add and combine
user-defined anomaly detection view specifications. In con-
trast, systems like OpenATC, FlightView or FlightStats do
not allow for any user-defined analyzes while AirNav sys-
tems solely provides pre-defined filters which can be freely
combined, though. In fact, filters in this system can be used
to track aircrafts by altitude, range to a specific location or
type. The system AirNav does not support, however, the de-
tection of general emergency situations nor the identification
of geographic regions with certain/critical flight statistics.

7. CONCLUSION
We have presented the airspace monitoring system AIMS

which allows the detection of interesting and critical situa-
tions in air traffic using SQL views. Our first performance
results already indicate that conventional database systems
are capable of handling this interesting geospatial stream
scenario. This encourages us to believe that traditional re-
lational database techniques are indeed suited for analyzing
a wide spectrum of data streams. Another result of our
prototype is the detection of a large number of critical flight
approaches which underline the need for an automated mon-
itoring tool like AIMS.
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ABSTRACT
This paper outlines a vision for community-driven sensing of our
environment. At its core, community sensing is a dynamic new
form of mobile geosensor network. We believe that community
sensing networks, in order to be widely deployable and sustain-
able, need to follow utilitarian approaches towards sensing and
data management. Current projects exploring community sensing
have paid less attention to these underlying fundamental principles.
We illustrate this vision through OpenSense – a large project that
aims to explore community sensing driven by air pollution moni-
toring.

Categories and Subject Descriptors
H.1.0 [Models and Principles]: General; H.2.0 [Data Manage-
ment]: General

General Terms
Algorithms, Management, Measurement

Keywords
Community sensing, Utility functions, Mobile sensors, Data man-
agement, Air pollution, Monitoring

1. INTRODUCTION
Traditional environment sensing principles have been primarily

driven by need to optimally reconstruct model phenomenon for
consumption by applications and scientists. Air pollution moni-
toring in urban areas using the community is a rapidly growing
area of environmental sensing, and a perfect example of a commu-
nity driven mobile geosensor network. Data collected from these
mobile sensors forms a large geostream corpora, which needs to
be mined and analyzed in different dimensions for consumption by
applications.

This paper outlines a vision for an open community-driven sens-
ing infrastructure (OpenSense) with air quality monitoring as an
example. We envision an open infrastructure that exploits heteroge-
neous sensors owned and/or carried by the community for sensing
the environment.
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Community sensing, in order to be sustainable, requires a rigor-
ous and systematic understanding of the model. We believe that in
this emerging model, the environment should be spatially and tem-
porally sampled (and visualized) only at the rate necessary, and not
necessarily at the rate to reconstruct the underlying phenomenon.
To realize this, we need to consider factors that converge to model
utility of data being produced and consumed in this geosensory eco-
system. Furthermore, we need to translate utility models at various
layers to utility models used by sensors. To do this, we believe,
we need a decentralized approach. This is due to the heterogeneity
of service providers, application requirements, sensors, and their
decoupled ways of operation in practice.

Utility-optimized approach in community sensing has been con-
sidered in a limited context before by Krause et al.[13], with a fo-
cus on designing near-optimal sensing principles considering pri-
vacy and location of privately-owned sensors for reconstructing
traffic conditions from GPS data. We argue that a large variety of
community-sensing based applications could be efficient and sus-
tainable by using utilitarian sensing approaches. These approaches
should factor in certain aspects inherent to community sensing –
uncontrolled or semi-controlled mobility of sensors, spatial and
temporal validity of readings, errors, storage and data management,
cost of data production, and privacy requirements of users and ap-
plications. The system should be “open”, with multiple decoupled
infrastructures (sensors or data management) from different service
providers, integrated together seamlessly through data utility mod-
els at every layer of the eco-system. This is unlike wireless/mobile
geo-sensor networks [10, 18] where the primary objective is to ac-
curately monitor the environment by specifying the desired mo-
bility/sampling characteristics in order to reconstruct a particular
phenomenon.

Air quality monitoring is a topic of extreme importance today.
Common air pollutants have direct effect on human health [8] and
form a perfect candidate for fine-grained sensing. Since it is costly
and infeasible to install sensors everywhere, this can benefit sub-
stantially from involving the public into the monitoring task. As
such, today there are a variety of projects [1, 3, 7, 11] which use
mobile sensors – even mobile phones assisted by sensors – mounted
on people for sensing several environmental parameters of urban
spaces (toxic gases, diffusion patterns, temperature, humidity, etc.).
However, most of the works are primarily focused on, sensor qual-
ity improvement, use-case trails, analytics, storage, and visualiza-
tion of such geostreamed data [6, 12, 17, 20]. Less attention has
been focused on the unique characteristics and underlying funda-
mental principles that should guide large-scale data production and
consumption, for sustaining a OpenSense-like dynamic and new
form of geosensing.

Why Utilitarian Approach?: In essence community-based sens-
ing advocates for efficient microscopic [15] monitoring of our envi-
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ronment. However, unlike traditional sensor networks, the commu-
nity sensing paradigm is different. In traditional sensor networks,
producers of the data (i.e., fixed or mobile sensors) are not con-
sumers themselves, but rather are instrumented to create data for
consumption by scientists, applications, or community. In com-
munity sensing, sensors (producers) and consumers involve people
and the devices/entities owned by them; and are tightly coupled.
In this case, sensor involves devices (e.g., cell phones, thermal
watches, thermometers in vehicles, etc.), customized sensing units
for measuring dust or toxic gases, and most importantly the “carri-
ers” (cars, buses, people, etc.) – the community. This gives rise to
an organic, unstructured sensing paradigm, somewhat analogous to
the Web 2.0 model, where the community participates in generat-
ing the data. In return, the same community would expect a better
value-add than the current macroscopic view of the environment
they receive today (e.g., city-wise weather updates).

Mobile Sensors 
(Cell phones, 

vehicle mounted 
gas sensors, GPS 
from cars etc)

Decision Making

Sensed Data � Basis for decision
making

Utility Feedback � Incentive for 
Sensing

- Private and public sensors

- Uncontrolled mobility

-Heterogeneous sensors

-Unreliable, privacy-sensitive

-Application/community  

demands

-Available spatio-temporal 

distributions, deviations

-Error handling

-Energy efficiency

-Data Management costs

-Privacy, trust, reputation

Sensor Infrastructure Application, Middleware, 

Management Infrastructure

Figure 1: OpenSense cycle of production and consumption of
community sensing data.

Consumers of the data (applications or communities) would, in
turn, need the producers to produce the data. Since producers and
consumers are part of the same cycle, we believe that making this
cycle remain in equilibrium at all times is critical for sustainabil-
ity and success of this paradigm. Our vision proposes a way to
enable this cycle. In our vision (refer Figure 1), sensed data flow-
ing into the infrastructure forms the basis for decision making –
driven by utilitarian approaches that consider several parameters of
the sensing side and infrastructure side (e.g., application demand,
data storage cost, transmission costs, error models, privacy, spatio-
temporal distribution of available data, deviations, etc.). Data util-
ity computed through this process translates into a feedback for the
sensing units, that enables distributed autonomous sensors to de-
termine sensing principles (rules and policies). Decision making is
not a global optimization problem, rather is multi-parameter, dis-
tributed, and decentralized; with a focus on maintaining the cycle
in equilibrium. Next, we illustrate characteristics of this geosensor
network through use-cases.

2. PROBLEM ILLUSTRATION
Community sensing faces substantial technical challenges to scale

up from isolated, well controlled, small-user-base trials to an open
and scalable infrastructure. This infrastructure involves several
small-, micro-, or potentially even nano-scale sensors participating
in an open “opt-in” model. Let us consider the following use-cases:

Smart Healthcare: Sensors placed on private or public transport
moving objects ( including fixed mounted sensors at strategic loca-
tions) monitor CO, NOx, etc., in Lausanne, Switzerland. The syn-
thesized data is provided to preventive health researchers to gather
a fine-grained model of environmental factors affecting pollution-
induced diseases (e.g., asthma, fine particle allergies, etc.). People

collaborating in the data collection get discounts and air pollution
alerts on their usual travel routes.

Urban Planning: Traffic planning authorities in Delhi, India mon-
itor pollution hotspots of ultrafine particles and determines alterna-
tive routing strategies. Nano-scale pollution sensors are attached
to cars of volunteers. Furthermore, in-car GPS is used for position
approximation. Volunteers get cell phone data charges waived to
participate. This information is offered to news media for dissemi-
nation and raising public awareness.

Several observations of community-based sensing phenomenon
arise from these examples, also revealing some central differences
with traditional sensor networks.

1. Ownership and Participation: Sensors are private (e.g.,
phone) or public (e.g., traditional sensing stations) and could
be controlled by the owner (e.g., sensors mounted on a car or
a public transport vehicle) during the sensing act.

2. Heterogeneity of Sensor Equipments: Sensing equipments
can be of several types with varying capabilities. They could
have different battery capacity, sensor accuracy, or commu-
nication methods.

3. Data Sampling: Frequent sampling is infeasible as large
bulk of data might be wasted. Users also need to invest bat-
tery resources (e.g., boards powered by car battery; GPS is
energy hungry on cell phones).

4. Mobility: Unlike traditional mobile sensor networks, sen-
sors are carried by different entities whose mobility cannot
be controlled for sensing purposes.

5. Reliability: Air quality sensors on moving objects such as
buses, cars, or bikes incur mild to major shocks and need
recalibration with time. Furthermore, deviations could also
be due to the geo-spatial variations (e.g., pollution levels vary
drastically within a city [7]).

6. Trust-worthiness: Participants in the system (producers, con-
sumers) have incentives to manipulate the data; for instance,
to induce bias in environment maps of toxic pollutant distri-
butions.

7. Privacy: Participants might be sensitive towards publishing
data that can be reverse-engineered to reveal private informa-
tion (e.g., location).

At its core, traditional sensor network deployments have a bottom-
up organization with controlled and structured mobility patterns.
Also, the sampling rate of the sensor deployment is tuned to the
environment. On the contrary, a community-driven geosensory en-
vironment has an organic involvement structure, with less control
on sensors. Next, we briefly describe the OpenSense project that
is geared towards research of sustainable sensing models and man-
agement of such geosensor networks.

3. OPENSENSE
OpenSense [4] is an open platform whose major scientific ob-

jective is to efficiently and effectively monitor air pollution using
wireless and mobile sensors by adopting complex utility driven
approaches towards sensing and data management. Optimization
goals include: (1) reducing resource consumption (deployment or
operational), and thus cost of the infrastructure, while increasing
accuracy and value of the information produced, (2) optimizing
accuracy of data considering application demands, (3) minimiz-
ing transmission, analysis, and storage of measurement data, (4)
reducing the latency of real-time information delivery against per-
turbation factors and uncertainties. For achieving these goals, we
will exploit personalized and contextual data consumption patterns
of the community and pollution monitoring applications. We aim
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to study decentralized approaches for management of the geosen-
sory eco-system, using multi-parameter utility-optimized sensing
principles.

Deployment Details: In OpenSense, we are deploying sensing
units on mobile vehicles and stationary monitoring stations around
the city of Lausanne, Switzerland. To start with, the project has col-
laborated with the public transport authority of Lausanne to mount
mobile sensing units on public transport buses as well as bus stops
(refer Figure 2). These mobile units would enable monitoring of air
pollutants, like, Carbon Monoxide (CO), Carbon Dioxide (CO2),
Nitrogen Dioxide (NO2), etc., at major intersections in the city.

interpretation and
presentation of data

wireless
fixed nodes

mobile nodes

Internet

GPRS
GPS

Figure 2: OpenSense Deployment Infrastructure.

3.1 Phenomenon Model Factors
Central to our research is the notion of data utility. To realize

our vision, our objective is to consider several dimensions of the
geosensory eco-system to model the utility of the data being pro-
duced and consumed. Secondly, we aim to create a decentralized
control system for utility-driven management of the geosensor net-
work ([15] emphasizes need for decentralized spatial computation
in geosensor networks). Sustainable community driven air pollu-
tion monitoring poses several challenging questions: 1) How to de-
velop sustainable models that encourage users to participate, given
the risk of privacy evasion? 2) How to obtain a (quasi)-consistent
view of the environmental phenomenon using data contributed by
the community? 3) How to unanimously quantify the importance
of the data produced by the community for deciding efficient stor-
age and information dissemination strategies using utility models?
Next, we critically investigate these questions; we outline the chal-
lenges and illustrate factors that need to be considered for achieving
sustainable utility-optimized community sensing.

Sensing Model: Unlike traditional sensing, where the primary fo-
cus is on optimally sampling the environment, here, sampling poli-
cies should be driven by the application-layer requirements and
projected utility of data being sampled. This is because price of re-
dundant sampling could be consumption of scarce battery resources
or additional transmission and storage cost, and could severely af-
fect the sustainability. Thus, we should have real-time control on
the community sensing cycle (refer Figure 1) in order to maintain
the data gathering efficiency around the best operational point, pos-
sibly under a variety of scenarios characterized by a high degree
of uncertainty. This is a challenge for a heterogeneous and pri-
vate/public owned sensor infrastructure. Furthermore, utility mod-
els should incorporate uncontrolled mobility and user behavior. It
is a challenge to address varying demands of large user communi-
ties and adapt sensing principles. In a way, sensing models form
the final outcome of decision making, that are communicated to
sensors using utility feedbacks.

Data Management Model: Data storage and management of geosen-
sor networks is costly [6]. Cloud computing infrastructures are
adopting economic models since they cannot push arbitrary amounts
of data into the management infrastructure [5]. Utility models guid-

ing the OpenSense cycle (Figure 1) need to consider data manage-
ment aspects (e.g., storage space available, computation capacity,
querying/indexing capacities) as factors (parameters) guiding the
utility. Furthermore, the data management domain needs to ad-
dress the following challenges: (i) efficiently applying updates ob-
tained from the continuously streamed data sensed by mobile sen-
sors having unstructured mobility patterns, (ii) as opposed to tradi-
tional sensing, users are more likely to be interested only in recent
data, thus developing archival techniques that smoothly trade-off
representational accuracy with storage space as a function of time
are necessary, (iii) all proposed solutions should inherently support
uncertain data.

Error Handling Model: It is well-known that sensor hardware of-
ten malfunctions, requiring frequent fixes and recalibration. More-
over, unlike traditional sensing, sensors used in community sens-
ing cannot be recalibrated manually. Thus an important challenge
is to develop utility functions that tolerate errors while measuring
data relevance. We need algorithms for determining uncalibrated
sensors and measure the amount of necessary recalibration. These
algorithms should be capable of distinguishing between malfunc-
tioning sensors and uncalibrated sensors. There is a need of re-
searching mechanisms for Over-the-air (OTA) transmission of re-
calibration instructions. In our vision, such control should also be
driven by utility (e.g., no need to fix a sensor immediately that is
redundant in a certain zone). Moreover, since data produced by the
mobile sensors are often imprecise, techniques should be capable
of handling imprecision.

Energy Management Model: In traditional sensor networks, one
of the prime objective is to conserve energy and increase life-time.
Although this objective remains unchanged, sensor hardware shares
its energy demands from the same energy sources (e.g., phone bat-
tery, car battery), that are also used for other purposes by the user.
Thus, utility models should consider adaptive and energy efficient
sensing schemes, that take into account communication costs and
secondary resource usages on the platform.

Privacy and Reputation Model: There are strong incentives for
manipulating sensitive pollution data. This calls for developing ro-
bust reputation mechanisms to detect malicious use of sensors to
hide pollution. Furthermore, users would demand varying levels
of privacy to prevent reverse engineering of their coordinates (e.g.,
different levels of location cloaking). Hence, utility models should
be sensitive to privacy requirements. Reputation management (e.g.,
signaling or sanctioning reputation schemes [9]) schemes need to
be designed based on environmental models of the parameters be-
ing monitored.

Application Demand Model: Lastly, applications and community
will demand micro-environment updates, potentially over contin-
uous phenomenon or over dynamic geo-spatial events (e.g., pol-
lution hotspots notification). This does not preclude traditional
queries for macro updates. Utility of data being produced will crit-
ically depend on its importance for answering existing queries in
the geosensory ecosystem.

3.2 Management of OpenSense Cycle
To realize our vision of holistic, utility optimized, and sustain-

able community sensing, we plan to take a step-by-step approach.
As a first step, we consider parameters that decide utility of data
at every layer of the OpenSense platform. These layers mainly
include, (i) sensing environmental pollution parameters, (ii) ex-
changing data with base stations (communication costs), (iii) ef-
ficient storage, (iv) querying data based on application demands,
and (v) archiving old/unused data. Notice that the common entity
connecting these layers is data, which moves from sensors to appli-
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cations. Moreover, at every layer, important resources are utilized
to manage this data. Thus, OpenSense would quantify and track
importance of data at every layer of the OpenSense eco-system,
and measure utility at each layer as a function of local factors and
requirements coming from the next layers.

A second aspect of managing the OpenSense cycle is to investi-
gate decentralized decision making and control mechanisms. This
is because having a centralized control system with a single opti-
mization goal [13] will not meet demands of heterogeneous pro-
ducers and consumer applications. As an example, some units
may strive to minimize power consumption, while some other units
might want to minimize transmission costs. Furthermore, data man-
agement costs will vary depending on resource availability. Utility
parameters at various layers are used to perform decision making,
considering different optimization goals, while accounting for the
domain knowledge they build about characteristics of the geosensor
network from past data.

Finally, each sensing unit autonomously determines its sampling
frequencies after considering the utility of the data it is producing.
To quantify the utility of data, we plan to use the expected utility
function. An expected utility function u maps a set of choices P to
the set of real numbers R, u : P 7→ R. This function assigns a real
number to every choice P such that an application’s preferences
are captured. For e.g., the utility function could be defined over a
set of locations, times intervals, or values. Thus, once the utility
functions are disseminated in the sensor network, the sensing units
can autonomously decide data transmission policies.

4. EXISTING LITERATURE
There are many projects exploring community sensing for effi-

cient air quality monitoring [2, 7, 8, 14, 19]. The Air Project [8]
is a public, social experiment in which people are invited to use
portable air monitoring devices to explore their neighborhoods and
urban environments for pollution and fossil fuel burning hotspots.
The Ergo [1] project focuses on delivering nearby air quality read-
ings to mobile users through SMS based updates, using US Gov-
ernment’s data sources. The N-Smarts [7] project aims to build a
large scale, distributed scientific instrument for characterizing so-
ciety’s relationship to its environment, using environmental sen-
sors embedded in location aware mobile phones. OpenSense tar-
gets a much more comprehensive and large-scale monitoring of air
quality, with focus on the key scientific questions of sensor het-
erogeneity, mobility handling, optimal sensing, developing trust-
worthiness, and fair monitoring eco-systems.

Padhy et al. [16] provide energy-aware protocols for adaptive
sensing. In their framework the sensors locally – as opposed to
based on application requirements – decide their sampling rate based
on information theoretic measures. In OpenSense, due to the par-
tially controlled or uncontrolled mobility patterns the sampling ob-
tained is non-uniform and imprecise. Honicky et al.[11] advocate
a Gaussian Process noise model, a promising approach for han-
dling non-uniform sampling and imprecision produced by loca-
tion aware sensors. Krause et al. [13] propose a complete solu-
tion for approximating optimal sensing policies under constraints
of sensor availability, context-sensitive value of information, sensor
owner preferences about privacy and resource usage. This study is
done in the context of road traffic monitoring under centralized set-
tings. OpenSense looks at the general problem of optimal sensing
by community-driven sensors. The project considers several chal-
lenges including, information dissemination, efficient data manage-
ment, and energy efficiency in resource utilization.

5. CONCLUSIONS
This paper brings out the generic ecosystem, inherent to the com-

munity sensing environments. Though akin to the Web 2.0 model in

WWW, important challenges arise for sustaining this paradigm for
community-driven geosensor networks. We elaborate our vision of
how sensing should be guided using complex utilitarian approaches
for sustainability. We elaborate the challenges and discuss our ini-
tiatives to address them in OpenSense.
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ABSTRACT
This paper focuses on one important type of geo-streaming
data - point geo-streams. Many interesting applications re-
quire selected discrete points with similar observations to
be clustered according to spatial proximity and further ele-
vated into higher-level spatial regions. Querying streaming
point clusters as regions directly in a geo-stream database
has many benefits, but is also very challenging. We pro-
pose two query optimization strategies, namely semantics-
based optimization and incremental optimization for answer-
ing queries involving both point geo-streams and static data
set. The experimental results on a streaming meteorological
data set demonstrate the effectiveness and the efficiency of
the query processing techniques. Compared with the base-
line methods, our optimization methods can reduce the total
execution time by more than an order of magnitude.

Categories and Subject Descriptors
H.2.4 [Systems]: Query processing; H.2.8 [Database Ap-
plications]: Spatial databases and GIS

General Terms
Algorithms

Keywords
Geo-stream, spatial clustering, query optimization

1. INTRODUCTION
With the advent of sensory and communication technolo-

gies, the volume of real-time streaming data produced by
sensor networks is staggeringly large and growing rapidly.
Traditional sensor networks such as those managed by the
National Weather Service (NWS) [23] are collecting mete-
orological observations across the country at progressively
finer spatial and temporal granularities. The increasingly
popular location enabled devices are continuously producing
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large volumes of streaming data – complementary to those
produced by traditional automobile sensors, e.g. loop detec-
tors, and amenable to traffic analysis. The development of
MEMS (Micro-Electro-Mechanical Systems) and nano tech-
nology promises miniature and dust-like intelligent sensors
that can be scattered around to self-organize into a network
to measure just about everything that you can imagine.

While stream databases such as [4, 1, 5, 2] and sensor
databases such as [16, 7, 3] have successfully adopted some
and reinvented the other salient features of traditional databases
(e.g. query language and query processing strategy) to fit
the new scenarios, insufficient attention has been paid to a
large class of streaming data - geo-streams that are produced
by geo-sensor networks monitoring spatially and temporally
continuous phenomena such as flooding and traffic jam.

In this paper, we focus on one important type of geo-
streaming data, namely, point geo-streams. Many inter-
esting applications, e.g. weather and traffic, often require se-
lected discrete points with similar observations (water level,
vehicle speed, wind speed, etc.) to be clustered according
to spatial proximity and further elevated into higher-level
spatial objects, e.g. regions1.

Traditionally, cluster analysis and polygonization (i.e., con-
verting clusters to polygons) are considered as mining pro-
cesses and are separated from a database system. However,
there are several important benefits to query streaming point
clusters as regions directly in a geo-stream database. First
of all, many spatial databases have built-in functions to sup-
port a variety of operations on regions. By querying clusters
as regions, we avoid the effort to reinvent many geometric
functions. Secondly, regions can be more efficiently com-
puted and stored than point clusters (e.g., the representa-
tion of a polygon only requires all of its boundary vertices).
Last but not least, regions can better characterize certain
phenomena (such as flooding zones) than points in many
GIS applications.

Efficiently querying point clusters as regions is very chal-
lenging in streaming applications. Clustering algorithm is
usually beyond linear time complexity. Elevating point clus-
ters to polygons is non-trivial except for simple polygons or
convex hulls. Continuously performing the clustering and
polygonization for point clusters is unacceptable in most real
time applications.

In our previous papers [14, 29], We have proposed a data-
type-based approach [14] to uniformly represent geo-streams

1Please note that we use region and polygon interchange-
ably in this paper for writing convenience. However, strictly
speaking a region is defined as a set of polygons.
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with and without extended spatial extents. We also pro-
posed to generalize GROUP BY to CLUSTER BY in SQL
to allow static points to be aggregated into static regions
and then participate in spatial queries. This paper builds
on top of our existing work, and focuses on query optimiza-
tion strategies for querying streaming point clusters as re-
gions. Specifically, the paper brings together the following
contributions:

1. We propose a novel semantics-based query optimiza-
tion algorithm for processing queries involving stream-
ing regions abstracted from point clusters;

2. We further develop an incremental algorithm to opti-
mize queries on streaming windows;

3. We perform experimental evaluation on a real stream-
ing meteorological data set to demonstrate the effec-
tiveness and the efficiency of the query optimization
techniques. Compared with the baseline methods, our
optimization strategies can reduce the total execution
time by more than an order of magnitude.

The rest of the paper is organized as follows: Section 2
elaborates the motivation and formulates the problem def-
inition. Section 3 proposes the semantics-based query op-
timization algorithm as well as the incremental query op-
timization strategy. Experiment results are shown in sec-
tion 4. Section 6 summarizes the paper and discusses future
work. Finally we review the related work in Section 5.

2. MOTIVATION AND PROBLEM FORMU-
LATION

In this section, we first show a motivating example, and
then formulate the problem definition.

Example 1 (Motivating Scenario: Flood Damage
Analysis): During and after a flood, the city hydrologic
information center needs to continuously monitor and ana-
lyze the flooding and its damage. Surface water data in the
format of (location,time,waterLevel) can be obtained by a
variety of sensors, such as a network of submersible pressure
transducers. A location is considered flooded if it has a sur-
face water level above a user-given threshold d. A flooding
zone is formed by elevation of flooded point clusters into re-
gions. A spatial database is used to store the county and
house information in two separate tables. We list three chal-
lenging queries.

• Q1: Continuously list the counties traversed by a flood
in the past 2 days.

• Q2: Continuously return the areas(sizes) of the flood-
ing regions.

• Q3: Continuously list the phone numbers of all the
houses within 3 miles of the flooding water front.

Assuming we have the following table schemas, the above
queries cannot be easily answered without complicated clus-
tering and polygonization process. This is because there is
an inherent mismatch between discrete point-based obser-
vations (e.g. waterLevel) and continuous phenomenon (e.g.
flood).

waterLevel(location: point, waterLevel: streaming real)
county(name: string, extent: region)
house(owner: string, phone: string, extent: point)

However, if the geo-stream database supports the eleva-
tion of point clusters as flooding regions, i.e., we have the
following schema, the above queries can be much more in-
tuitively expressed and answered.

flood(floodname: string, extent: streaming region)

We may use the syntax proposed in our previous paper [14,
29] to express query Q1, Q2 and Q3.

Q1 SELECT c.name

FROM flood f, county c

WHERE intersect(f.extent[past 2 days], c.extent)

Q2. SELECT name, extent[now], area(extent[now])

FROM flood

Q3. SELECT h.phone

FROM flood f, house h

WHERE distance(f.extent[now], h.exent) < 3

The above example can be generalized to the following
query that involves streaming regions (e.g. flood) and static
data set (e.g., county and house).

Q: SELECT Streaming/non-streaming attributes,

aggregate function

FROM Streaming regions, static dataset

WHERE Streaming spatial predicates

The rest of the paper will focus on how to optimize this
type of query. More formally, the problem is defined as the
following:

Given: A set of point streaming observations S (location:
point, reading: streaming real).

Find: Answers to queryQ that involves streaming regions
Sr formed by clusters of points in S above a user specified
threshold d and static regions.

Objective: Optimize the query execution in terms of
CPU and IO costs.

3. QUERY PROCESSING STRATEGIES
To process real time point cluster streams and answer con-

tinuous queries over them, we need efficient data structures
and query processing mechanisms. In this section, we will
use the motivating query Q1 in Section 2 to illustrate query
processing strategies. First, we will go through the basic
data structure and a naive query processing method. Then
our semantics-based and incremental optimization strategies
are proposed. At the end of the section, we will discuss how
our approaches can be applied in a general context.

3.1 Basic Data Structure
Consider a geo-stream S representing point observations

in our context. Without loss of generality, we assume that
the schema of S is of the format: S(reading: streaming
value, extent: point), where extent is a static point data
type with two component x and y in certain reference co-
ordinate framework (e.g. longitude and latitude, or relative
locations).
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In most queries, WHERE statement is used to apply boolean
conditions in order to select a subset of the original streams
emitted by discrete sensor points. We assume that memory
is enough to hold all the real time streaming data of recent
sliding window. At each time slice, a different set of points
may be selected to fulfill the query, therefore it is desirable to
have a memory-based indexing structure to efficiently access
each point.

We maintain a doubly linked list for all the points. Each
point is inserted into the doubly linked list based on the as-
cending order of x coordinate, and then on the ascending
order of y coordinate when the points have equal values for
x coordinate. However, locating an arbitrary point in the
list still requires a linear scan from the beginning or end of
the doubly linked list. Therefore, in addition, we maintain
a sparse index over x coordinates. Thus, the whole space
is divided into equally sized stripes according to the x co-
ordinates. There is a single entry in the sparse index for
each stripe pointing to the first point in the linked list that
appears in that stripe. Each point in the list is also as-
sociated with a sequence of timestamps, e.g. (t0, t2, ..., tw),
which contains all the timestamps when data emitted by the
point satisfies the selection criteria. New timestamps are ap-
pended to the end of the sequence, and expired timestamps
are removed from the beginning of the sequence. Thus
the timestamp sequence is incrementally updated and has
a maximum size of query window size w. In the application
where sensors are static (such as the example queries), sort-
ing and indexing only need to be performed once, while the
timestamp sequence is updated as data streams come in.

x=0-4 x=5-9 x=10-14 x=15-19 indexing
x

y
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4
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Figure 1: Data Sorting and Indexing

Example 2(Data Sorting and Indexing) Figure 1 shows
an illustrative example of the above data sorting and index-
ing mechanism. Each entry in the sparse index points to the
first point appearing in that stripe. The sequence of num-
bers associated with each point contains all the timestamps
in the query window when reading from that point meets
the selection criteria.

Please note that the basic data structure is independent of
our query optimization strategies that are introduced later.
In the scenarios where sensors are moving, we may need to
use some moving object indexing [20, 19]. The details of
these indexing methods are beyond the scope of this paper.

3.2 Naive Query Processing
A naive query processing approach applies clustering al-

gorithm and polygonization algorithm to aggregate/elevate
point observations as regions at each time slice. The resul-
tant streaming regions can then participate in queries di-
rectly. However, both clustering and polygonization opera-
tions are computationally expensive, which limits the feasi-

bility of the approach in processing geo-streams. We pro-
pose a straightforward approach with basic optimizations
and then compare it with our semantics-based and incre-
mental query optimization methods later.

Various clustering methods can be performed on point
data. For example, DBSCAN [9] identifies a number of clus-
ters from a set of points using the estimated density distribu-
tion of points. Density-based algorithms fit our applications
better because they identify arbitrary shaped clusters. The
original DBSCAN algorithm has two parameters: maximum
radius of the neighborhood Eps and minimum number of
points MinPts in an Eps-neighborhood of any point. The
algorithm starts with an arbitrary point p, and retrieves all
points whose distance to p is no more than Eps. If the num-
ber of such points is larger than MinPts, p is considered
a core point of a cluster. The density-reachable points of p
are points within Eps of P , and are either border points or
core points depending on whether they have enough points
around them. Otherwise p may be a noise point or border
point of some other cluster. This process iterates until all
the points are visited. Paper [9] provides more details of the
algorithm.

The spatial clusters generated in the clustering step need
to be elevated into regions, which then participate in queries
involving other geo-streams and/or static spatial datasets.
Paper [15] provides one such method. However, this method
is only for visualization purposes and does not compute the
sequence of the vertices that constitute the resultant poly-
gons. Therefore we go one step further to obtain the ordered
edge sequences for the resultant regions. Briefly, we first
construct delaunay triangulations(DT) over all the border
points in each cluster respectively. During the DT construc-
tion, we also record the length of each edge. Using the av-
erage length of all the edges for a particular cluster, we may
heuristically remove all the edges that are longer than the
average length (with a tuning factor α) because these edges
are unlikely to be the boundary of the resultant regions.
Then we remove inner edges of the polygon by deleting all
edges that are shared by more than one triangulations. Fi-
nally we start from one arbitrary edge e0 and continue to
another edge that share the same vertex with e0. This pro-
cess iterates until a cycle is formed. We then start with
another unvisited edge until all the edges have been traced.

Let Sr (name: string, extent: streaming region) represent
the streaming regions; Sr may participate in queries in dif-
ferent ways. For example, Query Q1 involves joining Sr(i.e.
flood) with a static spatial relation R(i.e. county) on their
extent attributes. We use query Q1 to illustrate the algo-
rithms and discuss other query types later in this section.
We may use the following query processing strategies:

• Linear Scan Join Since every time slice of Sr for cur-
rent window is in memory, we perform a linear scan on
R. For each tuple r in each retrieved block of R, we
check every snapshot of Sr to see whether any region
intersects the extent of r. The results from all snap-
shots can be used to determine r’s eligibility as the
returned query answer. Then we continue with the
next tuple in the block. When a block is consumed,
a new block of R is read into the memory. In this
strategy, R only needs to be linearly scanned once for
the current window, while Sr needs to be checked nR

times, where nR denotes the number of tuples in R.

45



• Indexed Scan Join An alternative approach is to
compute the bounding box for each individual region
in Sr. Then indexes built on static relation R can be
used to limit the number of potential tuples of R to
be retrieved. For each region s in Sr, all the tuples
in R that intersect s’s bounding box are retrieved and
tested. The results from all the regions in Sr can col-
lectively determine the final query answers for current
window.

3.3 Semantics-based Query Optimization
The above selection-clustering-polygonization approach an-

swers queries by explicitly aggregating and elevating the
points into streaming regions, which may then participate
in queries directly. However, it is often not necessary to
find the actual regions(polygons) to answer the queries. De-
pending on the semantics of the query, answers(or approxi-
mation of answers) may be obtained without clustering and
polygonization process. In this subsection, we will propose
the semantics-based query optimization method for the join
query illustrated in query Q1. The end of the section dis-
cusses how the approach can be applied to other query types.

Figure 2: Semantics-based Optimization v.s. Naive
Query Processing

Figure 2 compares the semantics-based optimization with
the naive approach in processing one time slice of query Q1.
In naive query processing, points are aggregated and ele-
vated into regions to participate in join queries. Whether
any resultant region s in Sr intersects any tuple (polygon
of county) r in R can be determined by calling standard
programming libraries or functions built into the spatial
database.

On the other hand, in the semantics-based optimization
approach, we take the following steps:

1. We first select a random point p from all the points in-
side any polygon r in R. Then we search p’s Eps neigh-
borhood (a circle with center p and radius Eps) to find
all the points close to p. If more than MinPts(number
of points that are enough to from a cluster) neighbor-
ing points are found, we consider p a core point, and
the potential streaming region s in Sr is considered
intersecting r at this time snapshot.

2. If p is not a core point, we continue with another point
q in the p’s neighborhood to see whether q is a core
point and p is a border point.

3. If p is neither a core point nor a border point, we mark
p visited and start with another unvisited point inside

r. The process stops as soon as we find one core/border
point inside r.

4. If we cannot find any core or border points inside r
(either there is no point inside r, or the points inside
r are not dense enough to form a region), we consider
s not intersecting r at this time slice.

The details of algorithm to determine intersecting condition
in our semantics-based query optimization is formally pre-
sented in Algorithm 1.

Algorithm 1 Intersecting Condition Test Algorithm for
polygon r at time slice t0 (ICT (r, t0))

1: Compute r’s bounding box BB(r)
2: From original geo-stream S’s snapshot at time t0, find

all the points P [i], i = 1 to n that are inside BB(r)
3: for P [i] = P [1] to P [n] do
4: Compute P [i]’s Eps neighborhood NP [i], with center

P [i] and radius Eps
5: Compute numP1 as number of points inside NP [i]

6: if numP1 ≥MinPts, where MinPts is the minimum
number of points to form a region then

7: ICT (r, t0) = TRUE
8: Exit
9: else

10: for NP [i][j] = NP [i][1] to NP [i][numP1] do
11: Compute numP2 as number of points inside

NP [i][j]
12: if numP2 ≥MinPts then
13: ICT (r, t0) = TRUE
14: Exit
15: end if
16: end for
17: end if
18: end for
19: ICT (r, t0) = FALSE

Given Algorithm 1, queries that join Sr and R over win-
dow w(w = 2 days in Query Q1) can be answered using
Algorithm 2. It processes tuples from R sequentially. Ini-

Algorithm 2 Semantic based Query Processing over cur-
rent window w
1: for each retrieved tuple r from static relation R do
2: Let tc = NOW
3: if tc − w ≤ 0 then
4: Q.append(ICT (r, tc))
5: else
6: Q.append(ICT (r, tc))
7: Q.remove(ICT (r, tc − w − 1))
8: if Q(j) is TRUE for all j from 0 to w then
9: Output r as query answer for query Q1

10: end if
11: end if
12: end for

tially, for each tuple r, every snapshot over window w is
evaluated using Algorithm 1 and the result is appended to
queue Q. When the current window slides, Q’s content is
updated, i.e. the value for the earliest time slice is removed,
and the value for latest time is appended. Then we evalu-
ate the content of Q to produce answers according to the
semantics of the query. For example, when Q contains only
TRUE values, r is considered the answer for query Q1.

3.4 Incremental Optimization
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The approaches we have discussed so far observe a snapshot-
based pattern to answer all the queries. However, the tem-
poral continuity of streaming data implies that it may not
be necessary to explicitly evaluate query conditions at each
time slice. For example, to answer query Q1, if we find that
condition at one time snapshot tk is FALSE, we can decide
that query condition over any window w that covers tk is
FALSE. We call tk the spoiler (time). We may safely skip
some time snapshots until the current window has passed
the spoiler, as shown in Figure 3. Note that in Figure 3, we
continuously evaluate query conditions starting from cur-
rent time tc until we find time tk, at which the condition is
FALSE.

Figure 3: Illustration of Incremental Optimization
for Query Q1

The process of incremental optimization for query Q1 is
formally given in Algorithm 3.

Algorithm 3 Window based Query Processing for Query
Q1 over current window w

1: for j = 1 to nR, nR is number of tuples in R, j is each
tuple’s id (in memory) do

2: Let tc = Current Time
3: if (tc − w) ≤ tk(j) then
4: DO NOT retrieve tuple rj
5: Exit
6: end if
7: Retrieve tuple rj from R
8: for ti = tc to tc − w do
9: if ICT (rj , ti) == false then

10: tk(j) = ti
11: Exit
12: end if
13: end for
14: Output rj as the query answer over current window

w
15: end for

Note that in Algorithm 3, we keep spoiler tk associated
with each tuple’s id in memory. If the current window has
not passed the tk, that tuple is not retrieved from the disk.
Thus we can save IO cost as well as computation cost (to
test intersecting condition).

Please also note that in Query Q1, we assume the seman-
tics of “intersect” is “intersect for all the time slices”. How-
ever, we can easily adapt the definition of spoiler, as well as
Algorithm 1-3 to support the semantics of “intersect for any
one of the time slices”.

3.5 Optimization for General Query Types
We have illustrated the optimization strategies using query

Q1. To see that these approaches are not ad-hoc, we need to
identify type of queries that our optimization methods can
be applied to.

Observation 1. Incremental optimization can be applied
to any spatial predicates.

Spatial predicates evaluate the relationship between spa-
tial objects and return “true/false” boolean results. Spa-
tial predicates usually appear in the “WHERE” statement.
OpenGIS specification defines many spatial relationship func-
tions that are predicates, such as Intersect(s), Contain(s),
Disjoint, Touch(es),Overlap(s), Cover(s),Within, Equal(s)
etc. It is easy to see that the incremental optimization
strategies can be applied to any of these predicates. The
spoiler condition and Algorithm 3 can be easily adapted with
minimum modification.

Observation 2. Semantics-based optimization can be ap-
plied to most spatial predicates and some spatial measure-
ment functions.

By examining the random sampling approach in process-
ing Query 1, we may notice that semantics-based optimiza-
tion can be extended to many other spatial predicates, such
as Intersect(s), Contain(s), Disjoint, Touch(es),Overlap(s),
Cover(s), Equal(s) etc. For example, if we find a core/border
point outside the static data set, we can optimize the queries
to evaluate Contain(s), Touch(es) or Equal(s) conditions
similarly.

Spatial measurement functions evaluate certain properties
of spatial objects (such as distance, area etc.), and return
floating values as the output. Spatial measurement func-
tions usually appear in the “SELECT” statement as aggre-
gate functions. The semantics-based optimization can be
extended to these functions, but requires careful design of
algorithms. For example, to calculate the area of flooding
in query Q2, we may use density and average distance infor-
mation of the points to get the approximate answers. Now
the queue Q in Algorithm 2 becomes a sequence of real num-
bers (instead of booleans), and an additional step needs to be
added to produce the aggregated result over current window
w from Q. We plan to address our strategies systematically
by examining EVERY OpenGIS defined spatial predicates
and spatial measurement functions in our future work.

4. EXPERIMENTS
In this section, we will present our experiment results to

demonstrate the effectiveness of our proposed query seman-
tics and efficiency of the optimization strategies.

4.1 Experiment Settings
The geo-stream data used in our experiments is a modi-

fied version of climate data archives provided by University
of Delaware Center for Climatic Research [25]. The archives
contain grid-based temperature and precipitation data with
0.5-degree latitude-longitude resolution. Each grid may be
considered a spatial point data type. We have chosen a
subset of the precipitation data that covers a spatial area
across the United States. (Longitude: −120 ∼ −75 Lat-
itude: 30 ∼ 50) and temporal period of year 1999. The
stream is fed into the memory with a schema of (precipita-
tion: sreal, extent: point). Figure 5 shows the statistics of
original streaming precipitation data. Most points’ precipi-
tation is within the range of [0, 20]. The average precipita-
tion is 54mm. For the static spatial relation, we use a table
state that contains all the states in the U.S.A. generated
from a shape file provided with ESRI ArcGIS software. It is
easy to see that example query Q1 can be directly mapped
to this dataset.
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Figure 4: Effect of Semantics-based Optimization on Query Q1
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Figure 5: Statistics of Original Geo-stream

We measure both the (in memory) computation time and
IO time (which is proportional to the number of IO block
transfers) for queries over window size w = 5. The re-
sults are generated for different selection ratio γa to test
the scalability of the methods. In measuring the IO time,
we use “LIMIT n” statement to simulate the memory buffer
used to load the static dataset. Typically the block size is
2KB − 4KB. Based on the size of the static relation state,
we set n = 1 to best simulate the size of one block, which
means each time only one tuple in the state relation is loaded
into memory.

4.2 Experimental Results

4.2.1 Effect of Semantics-based Optimization
Figure 4 shows the effect of semantics-based optimization

on IO time, computation time and total execution time over
one sliding window. The window covers 5 time slices (i.e.
window size w = 5) instead of 2 time slices as in Q1. The
semantics is the same as query Q1. As demonstrated by
Figure 4 (a), both linear scan join and semantics-based op-
timization have stable IO time regardless of selection ratio
of S, while the IO time for indexed scan join is near lin-
ear to selection ratio. When γa is high(50%), the IO time
for indexed scan join is nearly 6 times of that of other two
methods. This can be explained by the fact that the static
relation R is always scanned once for the current window in
the other two methods, while R may be scanned multiple
times in the indexed scan join depending on the number of
regions in Sr.

Figure 4 (b), on the other hand, demonstrates the effect
of semantics-based query optimization on computation time

for query Q1. As can be observed from the figure, the
semantics-based optimization can reduce the computation
time substantially. When the selection ratio is high, it can
save more than an order of magnitude of computation cost.
The nice scalability of the optimization is due to the fact
that clustering and polygonization have high computation
cost in the naive query processing.

From Figure 4 (a) and (b), we may also observe that IO
time is a less dominant factor in our experiments. Therefore
the total execution time of semantics-based optimization is
also significantly smaller than the naive query processing.
As shown in Figure 4 (c), depending on the selection ratio,
the optimization can save the execution time by 2 to more
than 10 times.

4.2.2 Effect of Incremental Optimization
To evaluate the effect of incremental optimization, we per-

form the queries Q1 that covers 5 time slices for each win-
dow. We also let the current window continuously slide un-
til the current time moves 7 time snapshots ahead. The
semantics-based optimization has been built into both non-
incremental and incremental cases.

As shown by Figure 6 (a), incremental optimization can
substantially reduce the IO time. When selection ratio is
relatively low, the IO time can be reduced more than 50%.

The incremental optimization can also improve computa-
tion efficiency on the basis of semantics-based optimization.
As shown in Figure 6 (b), the computation time can be re-
duced by more than 5 times when selection ratio is low. The
total execution time is also significantly reduced by up to 5
times, shown in Figure 6 (c).

Combining semantics-based and incremental optimization,
our strategy can reduce the total execution time by more
than an order of magnitude.

5. RELATED WORK
Traditional database management systems are inadequate

in processing complicated queries over continuous data streams.
New processing paradigms and methods have been proposed
and implemented in several streaming data management sys-
tems [6, 4, 1] to achieve common objectives. However, these
systems treat each stream as the unit of operation. Aggre-
gating points into high-level phenomena is not considered.
Furthermore, there is limited support for spatial data types,
such as evolving regions, and queries involving these types.

A large body of research has been devoted to moving ob-
ject databases [26, 22, 21, 13, 19]. Many efficient index-
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Figure 6: Effect of Incremental Optimization

ing methods have been proposed. For example, a time-
parameterized R-Tree(TPR Tree) is proposed in [26] to in-
dex the positions of moving objects whose moving pattern
can be described by a function. The TPR Tree allows for
efficient query of the current and future projected locations
of the linearly moving objects. Indexing of moving objects
with non-linear motion patterns is addressed in [24], where
server-level coarse indexes and client-level refined indexes
are combined to incorporate predictive queries over non-
linear motion patterns of the objects. Query processing and
optimization algorithms for continuous query [21, 22, 20,
19], mainly range queries and nearest neighbor queries, have
been proposed. In SCUBA [22], moving micro-clusters are
utilized for pre-filtering in order to reduce unnecessary spa-
tial joins and perform intelligent load shedding. Our work is
different for the following reasons: (1) Our data comes from
static geo-sensor networks monitoring spatially and tempo-
rally continuous phenomena, not from moving objects; (2)
in moving object databases, queries typically originate from
a moving object and are mostly moving window queries or
nearest neighbor queries. In our context, queries do not
come from moving object and join queries are common. As
a result, some indexing and query processing strategies de-
signed for queries from moving points are difficult to be ap-
plied directly. For example, the SCUBA system’s optimiza-
tion strategy is not applicable in our scenario because there
are no individual queries within the micro-cluster; (3) most
indexing algorithms assume that positions of moving objects
are continuously materialized into disks in some way. We as-
sume the recent geo-streams are memory resident as in SINA
[20] (in-memory hash tables to incrementally evaluate) and
SOLE [19] (uses memory-based algorithms to perform online
operations).

Work in processing streaming images, such as [10], at-
tempts to treat an image as a complex data type and in-
troduces map/image algebra operations to allow users to
manipulate streaming images. Supporting queries with ex-
tended spatio-temporal extent in real time were not ad-
dressed in the work. Spatial-temporal database systems
such as Secondo [12], and Dedale [11], have been built with
various levels of support for spatio-temporal data. However,
supporting geo-streams has not been addressed.

Our work is also related to spatial clustering and poly-
gonization. Spatial clustering is a well studied area in data
mining. However, supporting spatial clustering through database
management systems and query language has only been ex-
plored recently. Our previous work [29] and [17] recognize

the inadequateness of aggregation using GROUP BY in SQL
and suggest using CLUSTER BY in static database systems.
However, efficient implementation algorithms for continuous
queries were not addressed. The elevation of a cluster of
points into spatial regions is non-trivial without previous
knowledge of cluster boundary information. In [15], average
length of all edges was used as the threshold to eliminate
edges in a triangulation for polygonization. This approach
is for visualization purposes only and does not compute the
sequence of the vertices that constitute the resultant poly-
gons. We introduce an approach to elevate discrete spa-
tial data points into higher-level spatial objects and support
continuous queries on them (with or without explicit poly-
gonization).

Our work is further related to sensor network databases.
The feasibility of abstracting a sensor network as a database
has been documented and prototyped in pioneer sensor database
systems, notably Cougar [28] and TinyDB [18]. These sys-
tems have the same interface as desktop or server databases
through standard query languages, e.g. SQL. Many efforts
have been dedicated to extending the lifetime of a sensor net-
work. The recent work [8, 27] recognizes the mismatch of
discrete sensor readings with high-level phenomena and tries
to bridge them. Worboys [27] et. al. proposes a framework
for detection of global high-level events based on discrete
local sensor readings. MauveDB [8] proposes using interpo-
lation to bridge the discrete reading from geo-sensors with
the continuous phenomena that a sensor network monitors
to deal with the inherent noisy and unreliable underlying
sensor networks. However, none of this work allows further
abstraction of the phenomena into spatial objects such as
flooding zones, nor does it allow real time queries on them.

6. SUMMARY AND FUTURE DIRECTIONS
This paper focuses on one important type of geo-streaming

data - point geo-streams. Querying streaming point clusters
as regions directly in the geo-stream database has many ben-
efits, but is also very challenging. We proposed two query
optimization strategies, namely semantics-based optimiza-
tion and incremental optimization for answering queries in-
volving point geo-streams and static data set. The experi-
mental results on a streaming meteorological dataset demon-
strate the effectiveness and the efficiency of the query pro-
cessing techniques.

As an extension to this paper, we plan to work on query
processing for different types of queries systematically. We
also plan to extend our work to handle more complicated
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queries involving multiple geo-streams and/or static spatial
relations. One opportunity in multiple query optimization is
to exploit the similarities of two queries in terms of spatial
coverage. If we can build a tree of the queries based on
their spatial coverage, the result for an intermediate query
node may be computed from the results of its children query
nodes. Another possibility is to observe the moving models
of the streaming regions and perform pre-computation for
future time slices when the query load is not at peak state.
Finally, as an integral part of the system, query processing
on moving sensors will also be addressed.
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ABSTRACT
Web-based sensor data, provided by organizations such as the Na-
tional Oceanographic and Atmospheric Administration, provide a
valuable service to the public and scientific communities. How-
ever, much of this data is locked in a variety of presentation for-
mats and is computationally inaccessible. In addition, although
these data have a spatiotemporal context, both the spatial and tem-
poral data are usually only implicitly defined. Although storing
this data in a consistent database can partially resolve this prob-
lem, a data-driven programming model coupled with MapReduce
capabilities is a more flexible and extensible solution. Our imple-
mentation of this programming model allows users to parse a wide
array of sensor data and express complex computation in a sim-
ple, scalable manner. In addition, our framework uses a simple
key-value storage mechanism and provides convenient geospatial
output mechanisms. In this paper, we discuss some early results
of our programming model within the context of our current Java-
oriented implementation, and demonstrate how the system can be
used to create many different applications. We also discuss and
evaluate our system with respect to memory usage and scalability.

Categories and Subject Descriptors
D.1.3 [Programming Techniques]: Concurrent Programming—
Distributed programming; H.3.4 [Information Storage and Re-
trieval]: Systems and Software—Distributed systems

General Terms
Design

Keywords
MapReduce, programming, sensor data

1. INTRODUCTION
The past few years have seen a dramatic increase in the avail-

ability of spatiotemporal sensor data over the internet via webpages
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and blogs 1. This is beneficial to both the public and scientific com-
munities. Organizations such as the U.S. Environmental Protection
Agency and National Oceanographic and Atmospheric Administra-
tion, regularly update webpages with weather and ocean buoy data.
More recently, sensor networks have been deployed in both natural
and urban landscapes to monitor the environment. This data is of-
ten streamed to publicly-accessible webpages and data repositories.
Even in non-research settings, people have started uploading per-
sonal sensor data onto well known blogging sites such as Twitter 2.
Given these advances, there is an opportunity to exploit this deluge
of data. Unfortunately, nearly all these data sources employ differ-
ent data formats and presentation layouts. Standardized geospatial
formats, such as Web Map and Feature Services (WMS, WFS), do
not exist for streaming sensor data. Although human observers can
easily parse the relevant data, the variety of formats makes it diffi-
cult to automate data processing and visualization.

Previous systems designed to make sensor data accessible over
the internet have focused on data organization and sharing (Sen-
sorMap [23], SensorBase [4])) often using a relational database
model. Providers of sensor data must register their data, specify
a geospatial context and schema, and then implement the necessary
infrastructure to upload the data to the desired repository. Because
these repositories have yet to gain wide adoption, implementing
the necessary infrastructure imposes an additional burden on the
data providers. Even with more flexible, non-structured reposito-
ries (SciScope [2], Sensorpedia [10]), these methods often provide
few computational capabilities. If a client needs to analyze sensor
data, the client must first download data and implement the com-
putational infrastructure on their own machine. For large data sets,
this approach is undesirable and unscalable, especially if the user
must continually download new data for streaming analysis.

In this paper, we argue for a more loosely-coupled approach in
which users construct data-driven scripts that download, parse, and
store sensor data. In order to accommodate a wide variety of data
types, the data is stored and referenced using a key-value pair that
allows multiple values to be stored under a single key. Once parsed,
users can then integrate sensor data into a set of MapReduce-style
computations [7] that allow users to filter, analyze, and aggregate
data using key-value pairs. The MapReduce computation will not
necessarily be used to reduce the amount of communication or stor-
age; instead the high-level programming interface will serve to
simplify programming and ensure that the system can scale with
the number of data sources and analysis operations. Data from the
parsers and analysis would then be made available to users.

We anticipate two primary benefits of this approach. First, by
separating the process of uploading data to the public (via web-

1http://www.data.gov
2http://twitter.com
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Figure 1: In our programming model, the user first configures the data sources, assigns a MapReduce job, and optionally fetches the
final result.

pages) and parsing the data (via local scripts), users controlling the
data sources can upload their data in any format using widely avail-
able web publishing tools. For example, users can feel free to inte-
grate this data into their homepage, etc. without any additional data
formatting considerations. Later, other technically savvy users can
construct scripts to download and parse this data. We anticipate this
loosely-coupled approach encouraging the creation of “mashups”
and community-oriented web portals. Such portals could host a va-
riety of sensor-oriented applications including traffic detection (us-
ing publicly available traffic cameras), pollution monitoring (using
a combination of traffic cameras and environmental sensors), and
social applications (using publicly available neighborhood sensor
information). Second, our key-value approach also integrates well
with data-parallel programming models such as MapReduce.

In this paper, we present an early design of our system, including
the underlying programming model. We discuss how this MapReduce-
style programming model can be applied to web-based sensor data,
and give examples of actual data sources we have parsed and ana-
lyzed (Section 2). We also discuss the current implementation of
our system on both a local, single-machine configuration and a dis-
tributed, multi-machine configuration (Section 3). We evaluate this
implementation for both user perceived latency and memory con-
sumption. We demonstrate that our implementation can effectively
utilize processing resources to minimize latency. Later, we discuss
future optimizations (Section 5) and offer a brief conclusion (Sec-
tion 6).

2. COMPUTATIONAL MODEL
Our computational model consists of two distinct programming

elements: data-driven local scripts that parse data and the MapReduce-
style methods that analyze data. MapReduce [7] is a programming
model originally developed for scalable processing of vast datasets
over commodity clusters. Data is loaded and stored on a distributed
filesystem [3] as a collection of key-value pairs. Users then spec-

ify two functions: map and reduce. The map operation is applied
over individual elements in the data collection. The reduce opera-
tion, on the other hand, is applied over a set of values sharing the
same key. Parallelization occurs across map operations and keys.
Users need not explicitly define these partitions; the system auto-
matically parallelizes jobs for optimal performance. Finally, af-
ter applying the map and reduce operations, the system collates
and sorts results. Because most MapReduce implementations (e.g.
Hadoop) write intermediate results onto the disk, these implemen-
tations are not suitable for streaming sensor data. Therefore, our
programming model consists of an alternative implementation of
MapReduce with specific extensions for streaming sensor data and
with tighter integration with local parsing scripts.

The user initiates computation by creating a session with a set
of computational servers (specified via a user-defined configura-
tion file). During the session, the user specifies the relevant data
sources, assigns a MapReduce job, and finally fetches the end result
(Figure 1). These steps are simplified by a set of client libraries we
provide. Parallelization and communication between local scripts
and MapReduce jobs is handled automatically by the system. Al-
though our system provides convenient methods for these two ele-
ments to interact, the local scripts and analysis methods are largely
independent. New local scripts can interact with existing analysis
methods, and vice-versa. Although local scripts can be used to per-
form analysis, the primary role of these scripts is to parse data and
interact with external tools [13]. Unlike many sensor network pro-
gramming models, our programming model does not expose net-
working information (neighborhoods, link quality, etc.) to the user;
this ensures that the computation can be implemented over a variety
of networking configurations.

2.1 Local Scripts
Local scripts are collections of event-handlers associated with a

set of data sources and are primarily responsible for parsing and
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Function Provider Action
getData Local Script retrieves historical data
raiseData Local Script activates data handlers
publishData Local Script transmits data to basestation
emitIntermediate MapReduce job transmits data to Reduce
emitData MapReduce job transmits data to client
map User Defined applies function to local data
reduce User Defined applies data to a set of data

Table 1: Functions provided by our API.

script DASMetScript                                           
dep "timer"

data
   WebPageFetcher fetcher;
   TableParser parser;
endblock

init
...
        values = getData("URL", SensorValue.PERMANENT_STORE);
        url = values.firstElement().getValue();
        fetcher = new WebPageFetcher(url);
endblock

event "timer"
        page = fetcher.getPageContent();

        parser = new TableParser(page);
        table = parser.parse();

   ...
        raiseData(name.getValue(), sv,                                
                  SensorValue.PERMANENT_STORE);
endblock
endblock

Figure 2: Local script written in Java to parse the DASMet
weather sensors from Oak Ridge National Laboratory.

generating sensor data (Figure 2). In order to encourage interac-
tion between scripts and to reduce code redundancy, local scripts
employ a data-driven communication model. A script consists of
a set of event-handlers, where each handler is defined by a regu-
lar expression. When a data source receives a data value with a
name that matches the regular expression, the corresponding han-
dler is executed with that value. Handlers, in turn, can generate
events that trigger additional handlers. In addition, events can also
be generated by clients interacting with scripts over a network.

Instead of associating a parsing script with each data source, our
system associates parsing scripts with user-defined tags. Each tag
is simply a string-based name that can be affiliated with one or
more data sources. By sharing a common tag within a data source
(e.g. NWS), the data source will inherit any scripts associated with
that tag. This allows scripts to be dynamically shared across data
sources. This can be used, for example, to employ a single parser
for two similar file formats, or to enable multiple data sources to in-
teract with some external client tool. The client tool can simply as-
sociate itself with a unique tag and apply the tag to all relevant data
sources. Because our system supports user sessions, tags and local
scripts can be applied dynamically without the need for restarting
existing services. Currently local scripts can be written using Java
or JRuby (a Java implementation of the Ruby language). We plan
to support Python, Clojure, R, and Javascript in the fu-
ture.

We provide several methods to communicate, process, and out-
put sensor data (Table 1). We also provide two methods for con-

structing local scripts. The simple method is to construct a language-
agnostic script file. This file contains a set of data handlers
that correspond to a regular expression. The user can load multi-
ple scripts onto a virtual sensor node and handlers from different
scripts are able to interact with each other. Within a handler, the
user can download data from the internet, retrieve saved data, and
raise data. Raising data makes the data available to other data han-
dlers, including any MapReduce operations. Finally, data handlers
can also publish data, making the data directly available to clients.
The second method is to programmatically define event-handlers
using a Java API. This can be used, for example, to interact with
tools that have complex communication requirements.

2.2 Map, Reduce, and Merge

public class BinMapReduce extends SPMapReducePair {
    public BinMapReduce() {
        super.setDataFilter("Air");
        super.setMapReduce(new BinMap(), new BinReduce());
    }

    public class BinMap extends SPMapBase {
        public void map(String key, SensorValue sv) {
            Long val = (Long)sv.getValue();
            if(val.longValue() > 50) 
                emitIntermediate("Air:Poor", sv);
        }
    }

    public class BinReduce extends SPReduceBase {
        public void reduce(String key, SPVector values) {
            for(Iterator iter = getPolygonBoundary(values);
                iter.hasNext(); ) {

        emit(key+":Boundary", iter.next());
            }
        }
    }
}

Figure 3: A MapReduce job written in Java. The user specifies
a map and reduce function. In this case, the user filters EPA
Air values and discards internal values.

Once local scripts are constructed for a particular data source, the
data can then be analyzed and integrated via MapReduce-style pro-
grams. Communication between the local scripts and MapReduce
jobs are handled automatically by the system. Each MapReduce
job is associated with a regular expression that indicates which data
the job is meant to process. For example, Air:. is used to indi-
cate all data that starts with Air: followed by an arbitrary string.
All data produced by local scripts that matches this regular expres-
sion is then processed by the MapReduce job. This loose-coupling
between local scripts and MapReduce jobs allows MapReduce jobs
to use data from new local scripts as they become available without
relying on any specific data provider.

Like the original MapReduce paradigm, our system includes both
a map phase and reduce phase. During the map phase, the user-
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Figure 4: A snapshot of the sensors registering poor air quality
in the north-eastern United States.
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Figure 5: Minimum and maximum temperature measured by
the DAS Met sensors in the Oak Ridge, TN area over a 24 hour
period.

supplied map function is applied to individual data elements. For
traditional MapReduce jobs, these data elements consist of web
pages and text. In our system, data elements consist of geotagged,
timestamped sensor values. Each sensor value has both a name
and a key. The name describes the data (e.g. Temperature),
while the key is used to group together several sensor values (e.g.
Outliers). During the reduce phase, the user-supplied reduce
function is applied to a set of data elements that share the same
key. During this phase, the reduce function produces and outputs an
aggregate value from the sensor values. Figure 3 illustrates a com-
plete MapReduce job written in Java. The MapReduce job con-
sumes Air quality data (provided by the EPA). The map function
is used to filter sensor values that exceed some particular thresh-
old. Afterwards, the map function is used to construct a polygon
of the filtered values. Values internal to the polygon are discarded.
Finally, the polygon values can be used to construct a geographical
display (Figure 4). Other uses for the map and reduce operators
include temporal downsampling, geographic filtering, and aggre-
gate filtering (Figure 5). Because of the structure of MapReduce
jobs, changing the actual map and reduce functionality is relatively
simple.

In the original MapReduce paradigm, the map and reduce func-
tions operate over batched data. For example, when reducing val-
ues associated with a key, it is assumed that values associated with
that key are preloaded from a datastore before any operations are
applied. MapReduce implementations (e.g. Hadoop), parallelize
reduce operations by partitioning the data across keys. Each MapRe-
duce function is simply associated with one or more keys. How-

ever, unlike the original MapReduce paradigm, our system is de-
signed to accommodate streaming sensor data. Both the map and
reduce functions must be applied whenever new sensor data be-
comes available. In addition, our programming model does not
assume that all data associated with a particular key is available
on a single node. Consequently we introduce an additional partial-
aggregation operation called merge. This should not be confused
with collating results from separate keys or data homogenization
[28]. Instead, merge operates over a list of reduced values and
produces one or more values. This can be used, for example, to
merge two polygons into a single polygon. Finally, results are col-
lated and sorted by key.

MapReduce operations are constructed using Java, although we
plan to support JRuby and other language bindings soon. In order
to minimize the learning curve, the MapReduce programming in-
terface is modeled after Hadoop. Since Java does not support
first-class functions, MapReduce functions are enclosed in func-
tor objects. These objects do not contain any class or object vari-
ables, since state can only be shared via the MapReduce operations.
Within a MapReduce operation, users can employ standard Java
libraries to process data. Communication between operations are
performed via emit methods. Synchronization across local scripts
and map operations are handled automatically by the system, al-
though the user can specify several synchronization options. In
addition, MapReduce operations can be chained, where the output
of a reduce operation may feed into another map operation, etc.

In addition to the default Java libraries, our system includes
geospatial processing libraries provided by the open-source GeoTools
project 3 to simplify programming. Although our geospatial pro-
cessing capabilities are incomplete, we do currently support com-
mon vector operations such as boundary, centroid, and area.
Finally, our system also includes several methods for data output
and storage, including comma-separated-variables, KML (used in
Google Earth and other similar tools), and ESRI shapefiles.

3. IMPLEMENTATION
Local scripts and MapReduce are compiled and target the Java

Virtual Machine. This allows us to create bindings for additional
JVM supported languages. In our current implementation, each
virtual node is executed as an independent thread on one of sev-
eral computation servers. Each server is responsible for hosting the
virtual node, and also executing the necessary data-parsing scripts.
Our implementation enables the system to easily assign virtual nodes
to specific machines to control load balancing. Although this deci-
sion is currently static (via configuration files), we hope to explore
more dynamic solutions in the future. Each computational server
are also synchronized via the Network Time Protocol [22].

In our current implementation, map operations are executed as
a special type of data-parsing script, ensuring that map operations
can be distributed over multiple machines. Reduce operations ex-
ecute on a logically separate basestation (although this basestation
can be physically co-located with another machine). Map opera-
tions, in turn, transmit results to the reduce operations. Although
reduce operations are currently not distributed, this is not a limi-
tation of the programming model; we plan on exploring alterna-
tive implementations in the near future. Finally, it is assumed that
all machines that execute local scripts and MapReduce operations
have access to the compiled binaries. This can be accomplished
by copying the binaries to the relevant machines, or via distributed
filesystems. Because our system does not store intermediate val-
ues on disk, the shared filesystem does not pose a bottleneck and is

3http://geotools.org/
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only used for binary distribution. Since new scripts may be made
available at any time, our system supports dynamically loading new
scripts and MapReduce jobs.

3.1 Data Sources

Source Format Sensors Sampling
NDBC Text 46 15 mins
NWS HTML 395 60 mins
DASMET Text 4 60 mins
EPA KML 311 60 mins

Table 2: Different data sources have different file formats and
sampling intervals.

Figure 6: Weather information for Mahshahr, Iran from the
national weather service released in a typical webpage format.

We currently parse 756 data sources from the National Weather
Service (NWS), National Oceanic and Atmospheric Administra-
tion (NOAA), the Environmental Protection Agency (EPA), and
Oak Ridge National Laboratory (Table 2). Each data source ex-
poses multiple sensor data (e.g. temperature, wind speed, etc.), and
may assign slightly different labels to the same sensor value (e.g.
Temp, temperature, etc.). Consequently, it is important that our
programming model allows users to integrate multiple data sources
and assign values a consistent name (i.e. homogenization). These
data sources are presented in several different formats, including
HTML, XML, and text format. Often the actual data is embed-
ded in a larger context (Figure 6). Unfortunately, new data is often
uploaded on an hourly basis making applications that require high
temporal sampling infeasible. However, this is not a restriction of
our model or implementation. As data sources with high temporal
sampling become available, our system will be able to incorporate
these sources.

3.2 Evaluation
We evaluate our current implementation by measuring latency

and memory consumption across different hardware configurations.
For all our experiments, we used the NWS data source consisting of
weather information embedded in a typical HTML page. Latency
and memory experiments were performed as the number of data
sources was increased from 1 to 200 on both a single machine con-
figuration and distributed configuration. Because each data source
is executed as a thread, each data source parses the data simultane-
ously. This is done to demonstrate the maximum latency and mem-
ory usage. Since the time it takes to actually download the data

from the internet can vary greatly and is external to our system, we
omit the download latency from our evaluation.
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Figure 7: Processing time of parsing and transmitting data
sources on multiple machine configurations.

The time it takes to parse and publish data (without any MapRe-
duce operations) as the number of data sources is increased can be
decreased reliably as we introduce more processing cores (Figure
7). This indicates that our current implementation is able to effec-
tively utilize processing resources. For 200 data sources, we see a
28% speedup from 2 to 4 cores. We see an even greater improve-
ment with the distributed implementation (4 cores per machine, 4
machines, a maximum of 50 data sources per machine). For 200
data sources, the latency drops further to approximately 355.6 ms,
a 58% improvement over the single 4 core machine. In addition,
the latency increases much slower with the distributed implemen-
tation. Indeed, this is expected since each machine is limited to
50 data sources. For applications requiring low-latency processing,
the distributed configuration is preferable.
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Figure 8: Processing time of parsing and aggregating data
sources on a single machine (4 cores) and distributed (50 data
sources per machine) configurations.

Besides simply publishing data, the time it takes to parse and
perform a MapReduce operation can be decreased by using a dis-
tributed configuration (Figure 8). In this experiment, the aggrega-
tion taking place is an averaging function. On a single machine
configuration (4 cores), the latency increases steadily from 1037.1
to 1895.6 milliseconds as we increase the number of data sources
up to 200. However, for the distributed configuration, the latency
increases much more slowly after 50 data sources to 1455 ms. For
less than 50 data sources, the distributed configuration simply re-
lied on a single server. By distributing the parsing load across ma-
chines, we expect the latency differences between the single and
distributed configurations to increase with more data sources.

In order to compare the effect of computation on the overall
latency, we measured the time required to send a request to the
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Figure 9: Processing time of applications running on a single
4-core machine as the number of data sources is increased to
200.

data sources and to receive a reply from each data source. All
data sources and the client were executed on a single 4-core ma-
chine. The data sources were configured to perform one of three
actions. For the No Computation mode, each data source reads
a value from the local data store and sends back the latest value
without any further processing. For the Publication mode,
each data source first parses the data (the time to download the
data from the internet is not counted), and then transmits the reply
back to the client. Finally, for the Aggregation mode, each data
source parses the data while the client executes a reduce operation
over the aggregate data. On a single 4-core machine, the time re-
quired to execute a particular program can vary greatly with the task
(Figure 9). If the machine is not executing any parsing tasks (No
Computation), processing time only takes several milliseconds
and increases slowly as the number of data sources is increased. If
the machine is configured to simply publish the data, the latency
increases quickly with the number of data sources and reaches ap-
proximately 600 ms with 200 data sources. Finally, when config-
ured to parse and aggregate the sensor data, the latency is increased
by slightly over 1000 ms compared to the publish-only scenario.
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Figure 10: Memory use of an aggregation application running
on a single machine (4 cores). The client application and the
parsing scripts are shown separately.

Besides latency, another perhaps more urgent consideration is
memory use. Memory consumption in our system comes from the
memory used to initialize and load parsing scripts, execute any fil-
tering or aggregation operations, and download the actual data from
the internet. We expect the maximum memory usage to occur when
multiple data sources download and parse data simultaneously. On
a single machine, memory usage for the data sources increases from
98.6 MB, to 859.8 MB for 100 sources, and finally 1756 MB for
200 data sources (Figure 10). The memory allocated for the aggre-

gation process uses significantly less memory. Since many desktop
machines may be configured to only have between 2 and 4 GB
of memory, a distributed configuration may become necessary for
scenarios with even more data sources.

3.3 Discussion
Our evaluation demonstrates that our current design is able to ef-

fectively utilize processing cores on a single machine, and can be
distributed across multiple machines to reduce memory consump-
tion and user latency. We do not believe that our current implemen-
tation is optimal; indeed, we hope to continue to make improve-
ments as we increase the number of data sources processed by our
system. However, we are confident that our basic programming
model and architecture are sound and will be able to accommo-
date future optimizations. Note that our evaluation measured la-
tency and memory consumption when all the data sources parsed
their values simultaneously. Since many data sources have different
sampling regimes, most configurations will be able to process many
more data sources. In addition, although our system allows users
to choose a configuration to minimize latency, we do not anticipate
all applications being latency-constrained. For those applications,
the user can employ simpler single machine configurations.

4. RELATED WORKS
As a testament to the usefulness and elegance of the MapReduce

model, the MapReduce programming model has inspired several
implementations (Hadoop 4), including variants focused on GPU
processing [12], multi-core machines [26], and Javascript (CouchDB
5). Our framework fits into this space by including additional func-
tionality for streaming sensor data (via API extensions), and ex-
tending the programming model to include online data merging and
local scripts.

Similar to the various MapReduce implementations, DryadLINQ
[30] and LINQ [21] are integrated query processors for the .NET
platform 6 that include query, set, and transform operations. Like
MapReduce, LINQ can be used to efficiently process large amounts
of textual and relational data. Although designed for large-scale,
static data, there has been recent work to port LINQ to streaming
data 7. Unlike MapReduce, however, the LINQ model is more per-
missive (one could implement the MapReduce model in LINQ).
For geospatial sensor-oriented applications, however, we contend
that the MapReduce model is flexible enough to implement im-
portant applications while remaining high-level enough to present
many implementation strategies.

Our programming model can also be compared to programming
languages that focus exclusively on in-situ sensor networks. His-
torically, sensor networks have been developed using low-level pro-
gramming languages, such as NesC [8]. NesC is primarily designed
for system developers that are able to leverage their expertise to
create programs with minimal overhead. Even with integrated de-
velopment environments (Viptos [5], TOSDev [19]), NesC devel-
opment can be difficult and cumbersome. High-level macropro-
gramming tools offer abstractions that simplify communication and
tasking (Abstract Regions [18], Hoods [27], Tenet [9]). Although
designed with high-level abstractions, many of these tools would
be difficult to employ outside sensor networks due to device and
network-specific abstractions (e.g. neighborhood assumptions).

Macroprogramming models that emphasize global behavior (Kairos

4http://hadoop.apache.org
5http://couchdb.apache.org
6http://www.microsoft.com/NET/
7http://slinq.codeplex.com
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[11]) or event-oriented programming (EnviroSuite [1], Kensho [14])
would be easier to port to additional web-based data sources. Other
functional programming models (Regiment [25]) that combine declar-
ative programming with stream processing (WaveScript [24]) are
also good candidates. Another set of macroprogramming languages
are query systems (TinyDB [17], Cougar [29]) that often employ
an SQL-inspired language [6]. Similar in operation to traditional
relational databases, many of these systems supplement the query
language with streaming and sampling operations. Although these
systems have focused on non-spatial sensor networks, query-based
models are sufficiently high-level to be implemented over multiple
computing substrates, assuming that the query language has not
been extended to accommodate sensor network-specific character-
istics. We believe that such interfaces are useful for applications
with limited processing requirements and that our programming
model is sufficiently flexible to encapsulate such models.

Besides programming models for sensor applications, there has
also been much work in enhancing web-based documents to in-
clude additional metadata [20][16] and additional work in standard-
izing sensor data formats (SensorML 8). Our work is complemen-
tary to these efforts; as ontologies and formats become widely ac-
cepted, local data-parsing scripts that consume these resources will
also become available.

5. FUTURE WORK
In addition to increasing the number of data sources, we will also

explore additional implementations of our programming model with
a focus on the MapReduce implementation. Our programming
model allows us to partition MapReduce data across both keys and
nodes. We anticipate exploring the different implementation strate-
gies in order to minimize latency and memory consumption in a
dynamic setting. In addition, much of our programming model
does not exclusively require the use of web-based sensor data. The
MapReduce jobs can and should be ported to additional sensing
platforms. Platforms that support Java (Sun Spot, iMote2 via
JamVM) should be relatively straightforward to port. For embed-
ded platforms (TelosB, etc.) a straightforward port may be unfea-
sible, although lightweight implementations that focus on virtual
machines ([15]) may be feasible.

We also expect to develop better end-user tools and libraries
for users to interact with data sources. Data source selection is
currently performed via configuration files; we hope to provide a
graphical and query-based tool in the future. In addition, we hope
to support additional geospatial processing capabilities, including
advanced vector and raster processing. We also hope to support
better output mechanisms, including the ability to export results to
WMS and WFS feeds.

6. CONCLUSION
We introduced a programming framework for web-based spa-

tiotemporal sensor data with MapReduce capabilities. Users are
able to incorporate web-based data (text, HTML, etc.) into their
analysis and process this data in a scalable and efficient manner.
Our architecture allows users to incorporate existing data without
much additional technological investment. We evaluated and dis-
cussed the design and initial implementation of our system, and
demonstrated how it can be used to construct a variety of geospa-
tial applications. Although there is much work still left to do, we
are confident that the programming model and system architecture
will enable us to explore future research opportunities.

8http://vast.nsstc.uah.edu/SensorML

Undoubtedly in-situ sensor networks will play an important role
in environmental monitoring applications. However, we also be-
lieve that existing web-based resources should be incorporated into
these applications. Currently, there are many tools that simplify
the process of creating, uploading, and managing web content; it is
better to work alongside these tools than completely replace them.
In addition, we contend that computational models that abstract and
operate over a variety of data sources (web-based, sensor networks,
etc.) are preferable to those that exclusively focus on a single plat-
form, even if this means sacrificing sensor network specific abstrac-
tions such as neighborhood information. Eventually we believe that
standardized web protocols that describe and provide streaming
sensor data will replace these ad-hoc methods; when this happens
our framework will be ready.
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ABSTRACT
Heterogeneous human-generated data streams are the mea-
surands which provide opportunities to identify patterns,
detect novelties and explore evolution of complex social sys-
tems. Communication technologies with their very high pen-
etration into society can serve as particularly rich sources of
information. However, for a variety of observable communi-
cation channels one has little or no access to the content of
human-to-human communications, while the data streams
on the intensities of such events are more common. The pa-
per presents a framework of methods useful for exploratory
analysis and visualization of such data streams. Particu-
larly, we demonstrate how untypical activity levels can be
identified by fitting a non-homogeneous Markov-modulated
Poisson process and spatialising the component correspond-
ing to unusual bursts/lulls of activity via heat maps. This
approach is illustrated with a case study devoted to the anal-
ysis of geo-referenced data streams of instant messaging ac-
tivity on the internet.

Categories and Subject Descriptors
H.2.8 [Database Management]: Database Applications—
data mining, mining methods and algorithms, interactive
data exploration and discovery

General Terms
ALGORITHMS

Keywords
machine learning, Poisson processes, novelty detection

1. INTRODUCTION
Real-time data feeds of users’ activities on the Internet

and other communication networks are increasingly becom-
ing publicly available. Data feeds are available to developers
for various applications such as Twitter, Flickr, AOL Instant
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Figure 1: Spatial distribution of IM feeds follows
the distribution of users and is non-homogeneous
and highly clustered.

Messenger and Google Search. Location aware applications
and location-based services have become popular in recent
years so now many data feeds have a geographic element too,
thus becoming forms of volunteer geographic information.
This data has been exploited in various mashup applica-
tions which combine such data feeds and web mapping tools
to display this user activity in a geographical context in real-
time. There is much potential however, to move beyond the
simple display of such data and instead use it to attempt to
understand the general activity patterns of a social system
emerging from low-level human actions and interactions. It
is not particularly interesting, nor desirable to monitor the
daily activity of individual people. Instead it is interesting
to find patterns in this data which are exhibited by multiple
people, providing us with information and knowledge at a
societal level.

As the access to the contents of person-to-person com-
munications is typically restricted, one general type of com-
munication data relates to time-stamped and geo-referenced
numerical logs which quantify the intensity of communica-
tion activities aggregated over a particular area. This data
may come in a form of directed weighted links between the
nodes or simply as a time series of intensity level for all the
activities referenced to each particular node. These streams
of data contain useful aggregated information on space-time
variations of societal activity levels and can be used as pre-
dictors in various statistical and machine learning models.
We would like to be able to monitor these feeds in real-time
because we believe that it should be possible to detect un-
usual events around the world as they happen due to the
simple fact that people like to talk and word spreads very
fast on modern communication networks. We expect to see
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Figure 2: Sample time series of IM activities for
different cities.

changes in the number of conversations and the times of
day that people will be chatting. Some political events or
national holidays may cause localised change in activity pat-
terns whereas a serious natural disaster will likely have a
much more widespread effect.
Various visualisation techniques can be used to view dif-

ferent aspects of the data. One can visualise the intensity
of activity in geographic space at a particular point in time
as a heat map. Streams of data are typically correlated due
to various reasons, amongst which is the fact that spatially
adjacent regions are likely to produce similar responses in
terms of the communication activity level. The temporal
aspect of the data can be highlighted using animated heat
maps to visualise trends and local changes in spatial and
temporal variations.
An interesting question which we address in this paper is:

is it possible to extract patterns of typical routine activities
and build a system which highlights the impact of novel
events in the observed system? Moreover, is it possible to
link the activity indicators to semantic knowledge on the
processes beyond the data generator and thus enhance the
interpretability of such data streams as a tool for decision
makers?
In this paper we discuss how time-varying Poisson pro-

cesses combined with spatial interpolation techniques can
be applied to real-time data feeds and illustrate them us-
ing instant messaging activity logs from the AOL instant
messaging (IM) network.

2. INSTANT MESSAGING DATA
The AOL IM data feed provides the number of currently

active conversations aggregated at city level. We poll this
feed every 5 minutes and extract the data for the 4000 most
active cities around the world. This results in 288 vectors
of length 4000 per day. Some sample temporal profiles for
IM activity in different cities are shown in Figure 2. We
train our stream processing model on the data set collected
over 8 weeks between November 2009 and January 2010 and
describe its use in the real-time streaming context.

2.1 Heat maps
Our first approach to visualise data is by using the heat

maps overlaid on geographic maps. A major drawback of
the data feed is that it is not known over what spatial area

Figure 3: Sample heatmaps of IM activity: 2009-11-
25 3:59am (top) and 8:49am GMT (bottom).

with what population the data in individual time series are
aggregated. It is based on the geolocation by IP adresses and
is therefore determined by the design of network infrastruc-
ture and does not match administrative or any other kinds of
spatial boundaries. This precludes one from using methods
available for spatial count data [5]. An attempt to build a
custom spatial tessellation invokes a form of modifiable areal
unit problem [1]. We decided to use an ad hoc nonparamet-
ric kernel smoothing [4] or inverse distance weighting ap-
plied to normalised intensity values in order to visualise the
data. These considerations imply that the results obtained
in this paper are solely of exploratory nature. They, how-
ever, reveal interesting patterns of planetary-scale human
communication activities.

We rescaled all the feeds according to the maximum in-
tensity values observed over a considerable period of time.
We obtained time series of relative intensities values within
[0, 1] interval. A spatial kernel regression [4] smoothing

n(x) =

∑N
i=1 n(xi)k(x, xi)∑N

i=1 k(x, xi)
(1)

was applied next to produce the heatmaps. By analysing
the heatmaps one can see how the intensity of activity varies
across the world (Figure 3). By viewing a sequence of these
maps1 we can see how the intensity for each location varies
in time and generally follows the day/night cycle.

2.2 Periodic components
IM communication data measures the aggregated behaviour

of many individuals which typically exhibits a temporal pe-
riodicity on many scales (daily, weekly, etc.) reflecting the
rhythms of related everyday activities in a typical week-
day/weekend routines. On such levels of aggregation as
we observe in the IM data streams, these variations are ex-
plained by “time of the day” and “day of the week” param-
eters to a large extent. This significantly shadows the dis-

1http://www.youtube.com/watch?v=rAPLvBwa8UE
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Figure 4: Mediating profile ηd(t),h(t) for a typical
Sunday to Saturday 7 day week, d = [1, . . . , 7] and
h = [1, . . . , 288].

turbances in the system due to the rare and extreme events
we are most interested to explore. Let us assume that each
temporal profile is aggregated over a region which exhibits
some degree of spatial homogeneity in relation to underlying
human activity levels. We will build a generative model to
extract patterns of activities typical for each location.
We follow [2] to employ a Markov-modulated time varying

Poisson process to extract periodic routine from each profile
in the dataset. Under this model, one assumes that the
number of communications due to periodic routines N0(t)
and novel processes NE(t) are additive,

N(t) = N0(t) +NE(t). (2)

For a periodic component, one assumes that a number of
events follows a Poisson distribution P (N,λ) ∼ e−λλN with
a temporal profile defined by a time-varying rate λ(t). To
account for weekday/weekend differences, one decomposes
λ(t) = λ0δd(t)ηd(t),h(t) where δd(t) accounts for effect of the
type of the day (defined with index d(t) ∈ {1, . . . , D} where
D is a total number of different day types), and ηj,i accounts
for the influence of time period i given day of the type j. The
coefficients measure the influence of a particular temporal
instant relative to the base rate λ0.
The term NE(t) accounts for the increased levels of activ-

ities caused by major events and is assumed to be:

NE(t) ∼
{

0, if z(t) = 0,
P (N, γ(t)), if z(t) = 1,

(3)

where we introduced an indicator variable z(t) = {0, 1}
showing the presence of an event at time t. We assume
a Markov structure for z(t), with a transition probability
matrix Mz = [1 − z0 z1; z0 1 − z1]. Parameters in the
transition probability matrix thus have the following mean-
ing: 1/z0 is an expected value of the length of time period
between the events and 1/z1 is a duration of an event.
This model can be trained using Markov chain Monte

Carlo (MCMC) methods with each iteration of the linear
complexity in the length of the time series. Note also that
in MCMC procedure one uses the 24-hour intervals of the
data which greatly simplifies the inference. As our data are
provided for 5 minute intervals, we reshaped it into 288-
dimensional vectors of intensity values per each 24 hours.
Below, the N ij denotes the number of initiated communi-
cations registered at ith day from the start of observations
and jth 5-minute interval from the start of the day.

2.3 Exploring the routine
The time period for which data is collected contains 59

days between Sunday, November the 22nd, 2009 and Mon-
day, 18th of January 2010. In order to apply the model (2)
one has to set up a reasonable prior distribution for routine
counts N0(t). That is, a mediating effects of the type of the
day δd(t) for each of the total number of different day types

7                       1                            2                         3                            4                           5                          6

7                       1                            2                         3                            4                           5                          6

7                        5                           6                         X                            X                           6                          6

6                       7                            7                         7                            6                          7                          7

Figure 5: Four weeks of data for a particular location
with the day types (1 for Monday, 7 for Sunday) as-
signed using the nearest-neighbour approach. Top
two rows are typical 7 day working week and two
rows at the bottom are the ones containing the New
Year holidays (notice that the day types were found
to be similar to the weekends. Days with long breaks
in data require assigning prior types by manual in-
tervention.

D one is going to consider, and a profile ηd(t),h(t) for the
time period within a day has to be defined. Since it enforces
strong 24-hour periodicity, the results are sensitive to the
way the start of the day is defined, as the after-effects of
major events can spread over midnight. For each profile, we
selected a time instant corresponding to the empirical mini-
mum of counts as a start of the day which typically appeared
to be around 5am local time.

We assumed that the first 4 weeks in the dataset do not
include major events but only generated by typical rou-
tines, that is, NE(t) ∼ 0 for t ∈ [1, . . . 288 × 7 × 4]. We
then used the first 4 × 7 = 28 days to compute priors from
taking averages over empirical data. For each location, we
distinguished 7 typical day types (Monday to Sunday) and

δd(t) =
∑4

i=1

∑288
j=1 Nd(t)+7i,j

4
∑28

i=1

∑288
j=1 Ni,j . Similarly, the time-of-the-day

priors were obtained by averaging the counts observed for
every given 5-minute interval within the day over all days
of the given type. A typical profile for ηd(t),h(t) is shown
in Figure 4. It follows a typical time-of-the-day variability
pattern and its magnitude is measured relative to the base
rate λ0.

The rest of the period of observations (starting mid- De-
cember to mid-January) contains numerous days which do
not follow a typical 7-day week routine but are composed
of different types of days and their combinations depend on
the schedule of official holidays (such as Christmas and New
Year breaks) which vary from country to country. There-
fore, to assign a 24-hour period to one of the pre-defined
prior types, we employed a nearest neighbour approach on
the equalised 288-dimensional intensity profiles. In other
words, we assigned each of the days to be of a given type if
its“shape”is most similar to a typical one of that type. With
this approach, we would like to encode a prior belief that a
routine activity in Christmas is more similar to a Sunday or
Saturday rather than to a week day.
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Figure 6: Model outputs for two particular weeks
of one of the profiles (Aachen, Germany). The ex-
tracted typical periodic routine component is shown
in red. Notice that it is able to fill periods of miss-
ing observations. A difference between red (N0(t))
and blue (N(t)) lines is the number of counts NE(t)
due to increased activity caused by unusual events.
Notice significant disrepancies on Christmas, New
Year and adjacent days.

3. UNUSUAL EVENTS
We trained model (2)-(3) for each temporal profile in the

data. A sample result for different weeks is shown in Figure
6, where the red line correspond to a routine component
N0(t) and a blue line is the raw data.
To visualise spatial variation of unusual events, we pro-

duced heatmaps for the relative residual value (N(t)−N0(t))
2

N2(t)
.

We have used an ad hoc kernel smoothing method similar
to the one in Section 2.1. Sample heatmaps for particular
untypical events are shown in Figure 7.
It is straitforward to run the trained model to process the

real-time stream assuming that priors 1/z0 and 1/z1 for the
frequency and the duration of the novel events are constant.
In this case one needs to provide the time of the day and day
of the week to sample N0(t) at each location and to proceed
with spatial kernel smoothing to obtain spatial heat maps
of untypical activities at the current time.

4. DISCUSSION AND CONCLUSIONS
Georeferenced human activity data streams are becoming

increasingly common. With live streaming data it is nec-
essary to use visualisation and analysis techniques to effi-
ciently analyse incoming volumes. However some subtle but
interesting patterns in the data are often overshadowed by
routine periodic components due to daily and weekly regu-
larities in human behaviour.
We have applied a Markov-modulated nonhomogeneous

Poisson process for identifying and extracting the routines
from temporal profiles of instant messaging intensity data
streams. This model also identifies unusual bursts of activity
in the temporal profiles. By visualising these unusual activ-
ity levels as a heatmap in geographic space it becomes possi-
ble to study their spatial variation and to propose semantics
behind those, such as large-scale events. We have run our
model for a period of Christmas and New Year breaks and
successfully identified and quantified the additional commu-
nication events caused by wide-spread celebrations.
Stream processing studied in this work can be used in

other exploratory visualisation methods such as network vi-

Figure 7: Sample heatmaps of unusual IM activities.
No significant events on 2009-12-26 7:36am (top),
high level of unusual activities both in Europe and
Russia 2010-12-31 22:13pm due to New Year cele-
bration (bottom).

sualisation via non-linear embedding [3] which was observed
to be highly influenced by periodic components. Another ap-
plication where processed data feeds can be useful is spatial
clustering, as clusters of locations with atypical but sim-
ilar profiles may indicate a common reason behind hence
can help linking pure numerical data to semantic geospatial
knowledge with enhanced confidence.
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